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An Abstract of the Dissertation of

Maya Haidar Safieddine for Doctor of Philosophy
Major: Electrical and Computer Engineering

Title: RTL Level Verification

Design-for-Test, Logic Built-in Self Test, memory technology mapping and clock-
ing concerns require team-months of verification time as they traditionally happen at
gate level where concerns are highly coupled and verification requires several design
flow iterations. We present a novel concern oriented methodology that enables au-
tomatic insertion of memory related concerns at the Register Transfer Level (RTL).
It separates concerns and thereby reduces their coupling. It also lifts verification to
the RTL level and reduces the design iterations.

The methodology involves three main phases: (1) flipflop inference and instan-
tiation algorithms that handle parametric RTL modules, (2) transformations that
take entry RTL and produce RTL modules where memory elements are separated
from functionality, and (3) a concern weaving tool that automatically inserts mem-
ory related design concerns implemented in recipe files into the RTL modules. We
prove the transformations sound. We also use formal methods to validate the im-
plementation of the transformations.

The methodology speeds up verification by lifting memory related concern weav-
ing to RTL. It also allows for smaller and faster verification environments due to
automatic separation and insertion of concerns. This enables partial concern ver-
ification with low overhead which in turn reduces the verification design size and
makes emulation possible. In addition, the methodology increases the productivity
of designers by (1) allowing debugging to occur at a higher level of abstraction, and
(2) logic and concern designers to work independently due to decoupling of con-
cerns. The automatic memory element inference of the methodology alleviates the
designers from understanding the concern implementations, and lets them focus on
the functionality instead.

We implemented the methodology in a tool that is currently used in an indus-
trial setting. The methodology reduced design verification time by more than 40%.
It is applicable on non-parametric designs as well as parametric designs where it
instantiates conditional flipflops based on symbolic conditions. It is also effective
with open source embedded system frameworks.
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Chapter 1

Introduction

Systems-on-Chip (SoC) and processor designs continue to increase in size and com-

plexity. For example, a leading edge mobile-enabled electronic system is based on

an SoC that contains more than a billion gates, at least 10 interface protocols, up

to hundreds of Intellectual Property (IP) blocks, power domains and clock domains,

and millions of lines of code [1]. The complexity of designs increases with the in-

crease of lines of code as Moore’s law is maintained. Consequently, we need to

provide better verification methodologies that allow existing and novel verification

techniques to meet the time-to-market constraints. Verification is the process of

making sure a design meets its specification. It includes functional verification and

other concern specific verification such as power efficiency, design for testing, and

logic built it self testing. Debugging is part of verification where engineers fix a

reported defect found during verification.

Currently, functional verification and debugging require up to 70% of the total

design effort [2]. Mentor graphics performed an industry study that involved several

international companies such as ARM. The study reports an increase in the average

time spent in verification over a project life span over the last years [3]. Figure 1.1

shows that the average verification time reached 57% of the total project time in

2014. In addition, the percentage of projects that spend more than 70% of their
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time in verification has doubled since 2012. The study also reports that debugging

consumes, on average, 37% of the verification engineers time. Unless an effective

solution in the design flow happens, these percentages are expected to maintain their

value at the best, given the exponentially increasing design complexity. Even though

research has been done to improve verification methodologies for higher coverage and

accuracy in shorter time, studies still report that verification and debugging are the

major bottlenecks in SoC design [4]. Hence, tackling these bottlenecks is a must.

Figure 1.1: Percentage of project time spent in verification [3].

In the following sections, we discuss why verification and debugging are consid-

ered the number one bottleneck in the design cycle, and explain how a new design

perspective based on separation of concerns can improve the overall design cycle.

1.1 Verification: Major Bottleneck

Verification spans over the design flow to ensure that the implementation meets the

design functional and non-functional specifications. Figure 1.2 presents the stack

of design flow and its abstraction levels [5]. The Register Transfer Level (RTL) is

the first concrete implementation of the design. It is mapped to a gate-level netlist,

then transistor-level netlist, and finally a physical layout. Each level adds more

details related to technology implementation and non-functional design concerns

2



such as design for test (DFT), power gating, and clocking. Typically, most concerns

are inserted at gate-level due to the lack of automatic concern insertion techniques

at the RTL. This forces verification to happen late in the design cycle. Lifting

verification to RTL implies debugging at a higher abstraction level, and reduces the

time-consuming iterations from lower levels to RTL.

Figure 1.2: A ladder of design abstraction [5].

The level at which design concerns are added determines the verification level.

In this section, we discuss the design concerns, their cross-cutting, and the existing

RTL and gate level concern insertion and verification. We also illustrate the need

for automated RTL level verification, and discuss how it can be achieved.

1.1.1 Functional and Non-Functional Design Concerns

Design concerns are composed of functional and non-functional concerns. Functional

concerns are related to the functionality of the design, i.e. the implementation meets

the functional design specification. On the other hand, non-functional concerns are

all design concerns that are not related to the functional behavior of the design. In-

stead, they support its performance, testing, and technology implementation. They

3



therefore cover testing, clocking, power, and technology design characteristics. Ex-

amples of non-functional design concerns are design-for-test (DFT), automatic built-

in self test (ABIST), power gating, physical design (PD) optimizations, and clock

divisions. A concern, hence, denotes the signals, wires, and supporting logic neces-

sary to implement the concern within a design.

1.1.2 Cross-Cutting of Concerns and Verification

Figure 1.3 illustrates typical hardware design flow and involved concerns. Functional

design engineers build their functional logic modules. Concern engineers build con-

cern supporting logic into concern modules. Functional and concern engineers inte-

grate functional and concern modules. For example, a complete IP module typically

requires the insertion of scan chains for ABIST, DFT, clocking hierarchy structures

and other pervasive logic elements [7]. This leads to the presence of a variety of

concern elements in hardware designs that are not part of the primary functionality.

In addition, the design is mapped to a technology library and perturbed due to PD

floor planning and routing constraints. These changes make the IP module highly

coupled with concerns. The architectural complexity of these flows and concerns

implies a high cost associated with fixing defects, especially when found late in the

design cycle. The cross-coupling in IP modules makes their verification hard to

manage and accomplish.

In [8], researchers at INTEL state that key infrastructure/backbone flows in SoC

are distributed across many IPs and involve tight firmware and hardware interaction.

Each IP has a separate functionality and “validating the IPs requires significant

effort while handling interaction with global flows such as resets, power management,

security”. The authors [8] stress the need for concern separation to allow modularity

in validation.
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Figure 1.3: Concern weaving in hardware design flow.

1.1.3 Traditional Concern Insertion and Challenges

Design concerns are traditionally inserted either at gate level or at RTL. The gate

level concern insertion is automatic. It however forces verification to happen late

at the design cycle and at the gate level. Verification hence is more difficult and

requires more design flow iterations, resulting in a significant overhead in the debug

time. This is considered impractical for modern time designs with time-to-market

limitations.

Concern insertion at RTL enables RTL verification. However, it lacks automa-

tion, which makes it a complex and infeasible process. It requires the direct involve-

ment of logic designers in the concern insertion as well as the verification process of

both functionality and concerns.

Logic designers become at the bottleneck working with engineers of different

backgrounds. They manually insert the concerns at RTL with strict code restrictions

enforced by style and linting tools. For example, manual DFT logic placement

techniques [9] require the designers to inspect the whole RTL as well as to explicitly

instantiate the DFT elements.

In addition, RTL concern insertion compels concern and design engineers to

debug together concern-specific problems. Whereas, typically, logic designers are

solely concerned with functionality of the code, timing engineers are concerned with

5



the delay characteristics and models for purposes of timing verification, and power

engineers are concerned with power grid, clock gating, and power-gating logic for

purposes of power verification.

The designers also manually map the logical hierarchy to the physical hierarchy

which are grouped according to functionality and physical constraints, respectively.

This mapping process is challenging, time consuming and has additional drawbacks.

The first drawback is that hierarchy mapping is subject to change throughout the

verification process. Second, the cross-coupling between functional RTL and con-

cern specific RTL makes the verification environment excessively large and unsta-

ble. Thus, concern-specific verification is slow, and requires huge setup overhead. A

change in concerns requires re-validation of the whole verification environment.

1.1.4 RTL Level Verification

RTL level verification lifts the verification and debugging of design concerns to RTL.

In Figure 1.2, RTL implementation is the highest abstraction implementation level,

at which the designers are most comfortable with the design. RTL level verification

therefore is faster, easier, and of reduced iterations.

Automatic concern insertion is essential to achieve the advantages of verification

at RTL. It enhances the productivity by separating functional and concern RTL,

and consequently reducing the verification scope. A feedback from the verification

tools that relates to a specific concern gets delivered to the corresponding engi-

neering team. The team then applies necessary changes to their concern files and

automatically inserts them back to the design for the next verification iteration. The

logic designers are released from manually integrating the modified concerns, and

concern-engineers are released from being dependent on logic designers. The result

is more productive RTL development, faster concern insertion, and a more efficient

verification process. The separation of memory concerns also reduces coupling and

allows for separate development and debugging of indirectly related concerns.
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An important feature of automatic concern insertion at RTL is that it does not

force a specific verification technique. Instead, it integrates well into the design flow

and maintains the flexibility of employing the latest advances in verification.

A methodology that separates different concerns and automates their insertion

is therefore necessary to tackle the verification dilemma.

1.1.5 Memory Related Non-Functional Concerns

Memory related non-functional design concerns have a common characteristic of be-

ing inserted into the design through memory elements. Memory concerns include

DFT, scan chains, clock gating, and technology mapping. The insertion of such con-

cerns into the RTL requires inferring memory elements in the design and connecting

them to the concern flipflops. A flipflop is an RTL or a gate-level implementation

of a single memory element. Concern-aware flipflops are flipflops with interface that

connects to concern-specific memory elements and structures. Hence, the separation

of a module into sequential logic containing only memory element instantiations and

combinational logic containing functional behavior description allows the isolation

of memory related concerns. In this dissertation, we use this attribute as a key to

enable automatic insertion of memory related concerns at RTL, and consequently

enable verification at RTL.

1.2 Thesis Statement: Verification At RTL

In this dissertation, we introduce a novel methodology that allows verification at

RTL for memory related concerns. It enables automatic separation of memory re-

lated concerns at RTL, drives more automation, and improves design and verification

efficiency.
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1.3 Contributions and Novelty

This dissertation presents a novel methodology that allows for verification at RTL.

The concern oriented methodology (COM) enables automatic separation of memory

related concerns at RTL, drives more automation, and improves design and verifi-

cation efficiency.

Below is a list of contributions of the thesis.

1. A flipflop inference based transformation detects variables that could be mem-

ory elements and instantiates generic flipflops for them.

2. The transformation separates each original RTL module into a composition of

two separate combinational and sequential RTL blocks.

3. An instantiation path condition (IPC) detection algorithm computes condi-

tional memory elements based on symbolic conditions involving reconfigurable

parameters.

4. The transformation supports reconfigurable RTL, with generic parameters

therein, using the IPC detection algorithm.

5. Automatic weaving of concerns replaces the generic flipflops in the separated

sequential/combinational code with concern-specific flipflops.

6. Supporting tools implement the methodology for Verilog and embedded sys-

tems.

7. Extensive analysis validates and evaluates the introduced methodology on both

industrial and open source designs.

The thesis work has the following advantages.

• It enables verification of design concerns at RTL,
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• It allows automatic insertion of design elements relevant to DFT, LBIST,

memory technology mapping, and clocking concerns at the RTL level with

reduced coupling,

• It reduces verification time, increases designer productivity, and thus enhances

design cycle efficiency.

The methodology was implemented for Verilog and embedded design framework,

and experimented on industrial and open-source designs. The work has been pub-

lished in two conference papers [10, 11], and has been integrated into the IBM design

flow.

1.3.1 Recent Verification and Aspect Oriented Design Tech-

niques: An Overview

The separation of concerns in hardware was approached from an Aspect-Oriented

Programming (AOP) perspective. AOP in software applications explicitly separates

functionality from other concerns that cut cross the program such as logging and

security [12][13]. These concerns are specified in aspects, implemented as classes,

that are later automatically interwoven into the program by a special compiler.

The aspects include special constructs that define the concern functions (advice

construct), and identify program functions or classes at which a concern function

is to be applied (pointcut and join point constructs). The pointcut construct also

determines whether the concern function runs before, after, or around a program

function or class.

AspectVHDL applies concepts of AOP in Hardware Design Languages (HDL)

by defining a new aspect-oriented extension of VHDL [12]. It introduces to the

VHDL language join points of procedures, types, architectures, and process triggers,

and related pointcut expressions and advices. However, functional concerns like log-

ging, locking and error reporting in software that happen before and after function
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calls are different from hardware concerns such as DFT, LBIST and clock-gating.

These hardware concerns cannot be captured by pointcuts like around or within an

architecture or process. For example, DFT requires extending the interface of in-

ferred memory elements with scan and synchronization wires. The inferred memory

element structures, however, do not originally exist in a VHDL code. Moreover, the

introduced concept of pointcuts does not support extending interfaces of modules.

Similar approaches to AspectVHDL exist for SystemC-based hardware designs

[13, 14]. They either introduce new constructs to the language [13] or require pre-

processing of aspects into XML files [14]. While these tune the language to be aspect

oriented, they still cannot serve the purpose for hardware concerns.

In embedded system design, frameworks such as Metropolis [15–17] and Behav-

ior Interaction Priority (BIP) [49, 55] explicitly separate concerns at the system

level. Metropolis separates (1) communication from computation, (2) functionality

from architecture, and (3) behavior from performance. BIP separates behavior from

synchronization and data transfer structure through a hierarchy of prioritized inter-

actions. A SystemC analog of BIP separates functionality, timing, synchronization,

and transactional concerns [56]. These approaches address separation of their tar-

get concerns in heterogeneous systems by defining their own syntax and semantics.

Once synthesized into FPGA or ASICS, other hardware concerns such as DFT and

LBIST still need to be addressed.

The work in [57] presents ROCCC as an optimizing C-to-VHDL compiler that

specifically targets reconfigurable computing platforms. It optimizes and parallelizes

kernels in applications like multimedia and scientific computing. ROCCC includes

multiple high level source to source transformations that enable concerns of area

reduction, critical path length minimization, and throughput increase [58].

Successive Refinement method [61], by Mentor Graphics and ARM, uses the

IEEE standard Unified Power Format (UPF) [65] for early specification of power

intent. It allows verification of power management to happen with the design func-
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tionality verification. The method frees the designer from writing technology-specific

implementation UPF [66] by using constraint, configuration, and implementation

UPF side files that vary in their description and detail level. The constraint files

are provided by the IP provider, and the configuration and implementation files are

provided by the IP consumer/end user. In [61], the authors discuss the challenge of

manual concern separation for the successive refinement method. In addition, the

method targets the separation of power concern only.

The work in [67] targets early timing verification by estimating timing viola-

tions at RTL rather than gate level. It does static RTL analysis and refers to gate

level delay information saved in CAD tool macromodels for timing estimation. The

method hence enables early detection and adjustment of cases where timing spec-

ifications may not be met. The method, however, does not separate or insert the

timing concern.

The work in [68] targets the abstraction of RTL IPs by transforming them into

equivalent transaction Level Modeling (TLM) descriptions to benefit from the high

TLM simulation speed for verification. It deviates hence from the RTL design flow.

More recently, commercial solutions, such as Spyglass, are being developed to

render RTL scan-compliant [62, 64] while linking the RTL to netlist view of the

design [63].

1.4 Overview of Results

Our methodology is currently integrated in the IBM design flow, and has introduced

major verification time reductions. Concern weaving at the RTL level has had a

major effect on both external and internal IPs in terms of verification and debugging

as well as designer productivity.

With respect to ASIC-style IPs imported into IBM design flow, our method cut

the verification effort by much more than 50% in most cases. Debugging problems
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in third party applications is more easily done at the RTL level where the code

structure is preserved and only incremental changes and refinements are needed.

With respect to ASIC-style internal IPs, our method cut the verification effort by

at least 30%.

Our method enabled faster simulation by using generic memory elements and

clocking as well as incorporating different concerns on a needed basis. In many cases,

this also enabled emulation-based verification by reducing the required emulation

resources.

The designer productivity boost was due to two major factors

1. The user code was cut in many cases by half due to the usage of generic design

elements and the absence of non-functional concerns.

2. The insertion of concerns and technology flipflops is automatic and does not

require any intervention from the designer.

We evaluated our methodology on industrial PowerPC design and PCIE macros.

The method led to approximately 40% verification time reduction for the PowerPC

macros. It contributed 30%-40% of the 1-1.5 years verification time reduction for

the PCIE macros.

We implemented our methodology with support for parametric designs, and ap-

plied it on open source IP PID controller, processor, and GPU implementations.

For embedded systems, we implemented a BIP-to-BIP tranformation, and tested

it on BIP benchmarks.

1.5 Organization of Thesis

The dissertation is organized as follows. Chapter 2 gives a background on RTL

design and synthesis, memory related concerns, and aspect oriented programming.

Chapter 3 provides an overview of the introduced concern oriented methodology
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(COM). Chapter 4 presents COM for non-parametric RTL. Chapter 5 presents COM

for parametric RTL. It details the novel conditional flipflop instantiation technique

used in parametric COM. Chapter 6 presents COM for embedded systems. Chapter

7 discusses how COM enables verification at RTL. It presents a tool for converting

manually concern-weaved RTL into generic RTL to utilize COM for older implemen-

tations. It also discusses the advantage of parametric COM in the verification flow,

and presents the automatic concern weaving tool. Chapter 8 discusses the literature

and compares COM to related work. Chapter 9 discusses our implementation and

experimental results. Finally, Chapter 10 concludes this work and proposes future

research related to verification at RTL and high level design management.
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Chapter 2

Background

In this chapter, we review main concepts and terminologies used in the dissertation.

We first define design concern and memory related concerns. We then present the

syntax and semantic of main elements in RTL design and synthesis. We also present

main memory concerns and structures like DFT and LBIST. Finally, we provide an

overview of the Behavior Interaction Priority framework and of Aspect Oriented

Programming.

2.1 Definitions

2.1.1 Concern Interface

A concern interface is a set of concern specific signals σ. The signals in σ vary

depending on the logic implementing the concern.

2.1.2 Flipflop

A flipflop ff is a tuple 〈rin, r, r0, clk, σ〉 where rin, r and r0 denote the next state,

the output and the initial value of ff , respectively. Signal clk specifies the clocking

of the flipflop, and σ is the concern interface. When σ is empty, the flipflop is a

concern-free flipflop.
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Figure 2.1: Mealy Machine structure.

The flipflop semantics are defined in terms of the value of r. At time 0, r(0) = r0,

at time t + 1, r(t + 1) = rin(t). Time is controlled by clk and asynchronous logic

inputs. Consequently, it also might vary depending on the target concern. For

example, a scan chain flipflop might pause logical time until the values of all flipflops

in the chain are scanned.

2.1.3 Memory Related Concern

A memory related concern is composed of (1) a memory related concern interface

σ, and (2) RTL modules that define the concern logic. Each of the modules should

have σ as part of its input and output list.

2.1.4 Mealy Machine

A Mealy Machine M is a tuple 〈ff ,RI, I,O, δδδ,L〉 where ff , I,O, δδδ, and L denote

vectors of flipflops, primary inputs, outputs, next state functions and output func-

tions, respectively. RI is a vector of initial values of ff . Functions δδδ and L range

over I and outputs of ff . We refer to the values of ff outputs as the state of M .

The semantics of a Mealy machine M , are given in terms of traces. A trace

of size n is a sequence of states σ0, σ1, . . . , σn. Inputs I are nondeterministic and
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may change value across time. The initial state is given by σ0 = RI. State σt+1

is given by δδδ(σt, I(t + 1)); The outputs of M are given by O(t) = L(σt, I(t)) where

t ≥ 0 denotes time. Figure 2.1 illustrates the structure of a Mealy machine. In

particular, a flipflop ff i ∈ ff , 1 ≤ i ≤ |ff |, has an output ri, an initial value rii ∈ RI,

and a next state function rin,i connected to δi(r1, r2, . . . , r|ff |, I) ∈ δδδ. An output

oi ∈ O, 1 ≤ i ≤ |O|, is connected to `i(r1, r2, . . . , r|ff |, I) ∈ L.

2.1.5 RTL Program

In this section, we present definitions of a Verilog module and its main components.

The semantics of expressions, assignment, conditional and loop statements, and

modules in below are the typical Verilog semantics as formally defined and mapped

to a Mealy Machine representation in [22]. The mapping is reflected in the Synthesis

definition below.

Declaration

A declaration is of the form “type v”. A type is (1) atomic such as input, output,

reg (register) and wire, (2) a parameter or (3) a bounded array of another type.

We denote by V the set of declaraed variables. For convenience, function type(v)

returns the type of v when v is a variable and an empty string otherwise.

Expression

An expression is of one of the forms: v, (� e), (e1 ◦ e2), (e1?e2 : e), and a[e] where

v ∈ V is a variable, � is a unary arithmetic or Boolean operator (−, !), ◦ is a symbol

denoting a binary arithmetic or Boolean operator (+,−, ∗, /, <,≤,==, >,≥,&&, ||),

( ? : ) is a ternary conditional operator similar to a multiplexer, a is an array variable,

and e, e1, and e2 are expressions. For convenience, function vars(exp) returns the

set of variables referenced by exp when exp is an expression and an empty string

otherwise. Function index(exp) returns e when exp is an expression of the form a[e]
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and an empty string otherwise.

Statement

A statement is one of the following.

• A flipflop instantiation statement is of the form “ff (d, q, ri, clk, σ)” where

d, q, and ri denote flipflop next state, output, and initial value, respectively.

And, clk and σ denote the clocking and concern signals, respectively. Generic

flip flops, and generic instantiation condition (IC) flipflops are of the form

“gff (d, q, ri, clk, σ)” and “gicff (ic)(d, q, ri, clk, σ)”, respectively, where ic is

a Boolean expression denoting an IC. We denote by gff and gicff the set of

generic and generic IC flipflops.

• An assignment statement is either a continuous assignment statement or

a procedural assignment statement. A continuous assignment is of the form

“assign w = exp”, where w is a wire variable and exp is an expression. A

procedural assignment is either blocking “r = exp′′ or non-blocking “r <= exp′′

where r is reg variable and exp is an expression. For convenience, function

target (s) returns w when s is a continuous assignment statement, r when s is

a procedural assignment statement, and an empty string otherwise. Function

asgnmtType (s) returns whether s is continuous, blocking, or non-blocking in

case s was an assignment statement, and an empty string otherwise.

• A conditional statement is of the form “if (exp) then-block else else-block”.

The then-block and else-block constructs are lists of statements. The

“else else-block” is optional and may be omitted, exp is a Boolean expression.

Functions thenB(s) and elseB(s) return then-block and else-block, respec-

tively, when s is a conditional statement, otherwise, they return an empty

string.
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• A loop statement is of the form “for (init(i); exp; increment(i)) loop-block”.

Assignment statements init and increment define the initial value and incre-

ment step of iteratiive variable i, respectively. Boolean expression exp defines

the termination condition. The loop-block construct is a list of statements.

Function loopB(s) returns loop-block when s is a loop statement and an

empty string otherwise. A loop statement is parametrized if either of init,

exp or increment contains a parameter variable.

For convenience, functions iterator(s), initExp(s), and incrementExp(s)

return i, init(i), and increment(i), respectively, when s is a loop statement

and an empty string otherwise.

Function exprsn(s) returns exp when s is an assignment, conditional, or a loop

statement, and an empty string otherwise. Function stmtType(s) returns whether

s is an assignment, a conditional, or a loop statement when s is a statement and an

empty string otherwise.

Module

A module P (V, S) is of the form

module name ( i o−var− l i s t ) ;

d e c l a r a t i o n− l i s t

s t a t e m e n t− l i s t

a lways @ ( s e n s i t i v i t y− l i s t ) begin

s ta tement− l i s t−a lways

end

end module

Lists io-var-list, sensitivity-list, declaration-list, statement-list and

statement-list-always contain input and output variables, variables that synchro-

nize P , declarations, statements outside the always block, and statements inside the

always block. Lists can be empty. The always block is optional and may be omitted.

List statement-list-always may include procedural assignment statements, condi-

tional and loop statements, and module instantiations. For simplicity, we do not
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consider module instantiations in the formal description of our method. Continu-

ous assignment statements are only allowed in statement-list, and are not allowed

within any of the statements in statement-list-always. Set V contains the de-

clared, input, and output variables. We denote by R,W, I, and O ⊆ V the set of

reg, wire, input, and output variables, respectively. An output variable can be of

type reg, as for example variable out in Figure 3.2. List of statements S contains

the blocking assignments B, non-blocking assignments NB, conditional statements

C, and loop statements L. We denote by A = B ∪ NB the set of procedural as-

signments. For convenience, function alwaysB (s) returns statement-list-always,

where s ∈ S. Function ClkEdged (s) returns True if s ∈ statement-list-always

and sensitivity-list has a posedge or negedge clock signal, and False otherwise,

where s ∈ S.

ANTLR-Like Grammar Definition of a Module

In this section we define a Verilog module using an ANTLR [19] like grammar pre-

sented in Figure 2.2. We re-visit functions defined in previous sections and illustrate

them using the module grammar. For simplicity, module instantiations are not al-

lowed except for flipflops.

Token ID starts with an alphabetical character and may contain alphanumeric

and underscore character and denotes an identifier. Identifiers are used to denote

program, variable, parameter, and flipflop instantiation names. Tokens UNOP and

BINOP denote unary arithmetic/Boolean operators (−, !) and binary arithmetic/-

Boolean operators (+,−, ∗, /, <,≤,==, >,≥,&&, ||).

Rule expr recursively denotes expressions used in assignments, conditionals and

loop statements. Rules decl and stmt define declarations and statements. State-

ments are flipflop (ff ) and instantiation condition flipflop (gicff ) instantiation, as-

signment, conditional, and loop statements. An gicff (ic) gets instantiated only when

ic evaluates to true.
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type : ’ i n p u t ’ | ’ output ’ | ’ r eg ’ | ’ w i r e ’ | ’ param ’ ;
decl : type v=ID | type [ NUM : NUM ] a=ID ;
expr : ID | ’ ( ’ UNOP expr ’ ) ’ | ’ ( ’ expr BINOP expr ’ ) ’ |

’ ( ’ expr ’ ? ’ expr ’ : ’ expr ’ ) ’ | //ternary select
ID ’ [ ’ a i=expr ’ ] ’ ; //array indexing

flptype : ’ f f ’ | ’ g f f ’ ;
// signals in a f l ip f l op instantiation
f lps igs : d=ID ’ , ’ q=ID ’ , ’ r i=ID ’ , ’ c l k=ID ’ , ’σ=ID ;
stmt : flptype ID ’ ( ’ f lps igs ’ ) ; ’ | // f f instantiation
//instantiation condition f l ip f l op instantiation

’ g i c f f ’ ID ’ ( ’ i c=expr ’ ) ( ’ f lps igs ’ ) ; ’ |
//continuous assignment

’ a s s i g n ’ w=ID ’=’ rhs=expr ’ ; ’ |
//blocking assignment

r=ID ’=’ rhs=expr ’ ; ’ |
//non−blocking assignment

r=ID ’<=’ rhs=expr ’ ; ’ |
//conditional statement

’ i f ’ ’ ( ’ cond=expr ’ ) ’ t−b lock=stmt+
’ e l s e ’ e−block=stmt+ ’ end ’ |

//loop statement
’ f o r ’ ’ ( ’ i=ID ’=’ in it=expr ’ ; ’ cond=expr ’ ; ’

i=ID ’=’ inc=expr ’ ) ’
l p−b lock=stmt+’ end ’ ;

module : ’ module ’ P=ID ’ ( ’ //module name followed by
i o− l i s t=ID [ ’ , ’ ID ] ∗ , ’ c l k ’ , σ ’ ) ’ //a l i s t

//of input and output variables , then a l i s t of
//concern signals

decl+ // l i s t of declarations
s−b lock=stmt+ // l i s t of statements
’ a lways ’ ’@ ’ ’ ( ’ ID [ , ID ] ∗ ’ ) ’ //always block with variable

//sensit ivity l i s t
a l−b lock=stmt+

’ end ’ ’ end ’ ’ module ’

Figure 2.2: ANTLR-like [19] grammar of a Verilog program P .

Function vars(e) returns the set of variables referenced by e when e is an ex-

pression and returns empty otherwise. Similarly, exprsn(s) returns rhs when s

is an assignment statement, cond when s is a conditional or loop statement and

returns empty otherwise. Function index(e) returns ai when e is an array index-

ing expression, target(s) returns w when s is a continuous statement and r when

s is a blocking or a non-blocking assignment, asgnmtType(s) returns whether s

is continuous, blocking or non-blocking when s is an assignment statement, and

stmtType(s) returns whether s is an assignment, flipflop instantiation, conditional,

or a loop statement when s is a statement; they return empty otherwise.
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When s is a conditional, thenB(e) and elseB(e) return t-block and e-block,

respectively, and return empty otherwise. When s is a loop statement, loopB(s),

iterator(s), init(s), initExp(s), increment(s), and incrementExp(e) return lp-block,

i, i = init, init, i = inc and inc, respectively, and return empty otherwise. Function

alwaysB(s) returns al-block.

A module P (V, S) has V as the union of all variables declared in P and S as the

statements in P . Sets R,W, I, and O ⊆ V denote the reg, wire, input, and output

variables, respectively. Lists B,NB,C, and L ⊆ S denote the blocking assignments,

non-blocking assignments, conditional and loop statements, respectively. Set A =

B ∪ NB denotes the procedural assignments. Lists can be empty. The always

block may be omitted. Continuous assignments are only allowed in s-block and not

allowed in al-block. The module has the typical semantics as defined in [? ].

Concern-aware modules defined in the grammar of Figure 2.2 must list the in-

terfaces σ of their related concerns in io-list.

Synthesis

Synthesis is defined by a function Synthesis that takes a module P (V, S) and con-

structs an equivalent Mealy Machine M = Synthesis(P ) = 〈ff ,RI, I,O, δδδ,L〉.

In brief, Synthesis(P ) performs the following steps. For simplicity, we assume

in this definition that loops are unrolled, and condition statements are simplified

such that all then-block and else-block lists include only assignment statements.

In below, we use Syn(exp) to refer to the recursive synthesis of an expression exp.

(1) For every input variable vi ∈ I and output variable vo ∈ O in P , there

are corresponding wires xi and xo, in I and O, respectively. Function SynV

returns these wires.

(2) For every variable vw ∈ W , there is a corresponding wire xw. Synthesis

connects xw to the output of Syn(exprsn (sw)) where sw ∈statement-list is
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cc_e = Syn ( e )
i f ( e ∈ V) //variable base case

re turn SynV( e ) ;
i f ( e i s (�e1) ) //unary operator

re turn Library (�) (Syn (e1 ) ) ;
i f ( e i s (e1 ◦ e2)) // binary operator

re turn Library (◦) (Syn (e1 ) ,Syn (e2 ) ) ;
i f ( e i s (e1?e2 : e3)) // ternary operator

re turn MUX(Syn (e1 ) , Syn (e2 ) , Syn (e3 ) ) ;

Figure 2.3: Synthesis of an expression e.

the statement of target variable vw (target (s) = w). Function SynV retruns

xw for vw.

(3) For every register variable vr ∈ R, there is a corresponding flipflop ff vr in ff

of an output r and an input rin. Function SynV returns r for vr.

(4) Synthesis represents multi-bit variables using bitblasting.

(5) Syn recursively computes a synthesized combinational circuit with output cce

for an expression e as in Figure 2.3.

SynV resolves variables that are the base case. Unary, binary and ternary op-

erators are handled recursively. Function Library constructs the corresponding

library gate for the operator. For example, an inverter is constructed for !,

and AND gate for &&. MUX(b, x1, x2) is a multiplexer with conrol input b

whose output equals x1 when b is true and x2 when b is false.

(6) The next state function δvr ∈ δδδ corresponding to ff vr is synthesized as follows.

(a) Let Sr be the set of assignment statements sr ∈ A such that target(sr) =

r.

(b) For each si ∈ Sr, compute seli = Syn(exprsn(c)) if si ∈ thenB(c),

Syn(¬exprsn(c)) if si ∈ elseB (c), for a given c ∈ C, and true oth-

erwise. Let expi be the circuit synthesis of exprsn(si). Synthesis(P )

generates for every r a combinational δr of nested multiplexers equiva-

lent to Syn(sel1? exp1 : (sel2? exp2 : ...(sel|Sr|? exp|Sr| : r))).
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(7) The output function Lo ∈ L corresponding to output o is synthesized as fol-

lows.

(a) If o ∈ W , let so be the statement such that target(so) = o, then Lo =

Syn(exprsn(so)).

(b) If o ∈ R, then Lo is a connection to oin, output of δo.

2.2 Memory Related Concerns

2.2.1 Design For Test

Design for test (DFT), also known as design for testability, is a process that incorpo-

rates rules and techniques in the design of a product to make testing easier [37]. The

DFT techniques allow for “controllablity” and “observability” of the circuit states.

The state of the circuit designates the values of memory elements which reflect the

behavior of the circuit. Controllability is the capability of setting specific values to

the memory elements, and is used to test the circuit for specific inputs or at certain

state. Observability is the capability to read the memory element values, and is used

to check the behavior of the circuit and compare it against expected behavior. To

ensure maximum design testability, designers must employ special DFT techniques

at specific stages in the development process [38]. In below sections we present some

of the most used DFT techniques.

2.2.2 Scan Design

Scan Design is a DFT technique that provides accessibility to difficult-to-test sequen-

tial logic [38]. It is based on replacing sequential elements by scannable sequential

elements that can be easily set and read. The scannable sequential elements are

called scan cells. A scan cell has, in addition to the data input and output pins,

a scan input pin and a scan output pin. These scan pins are active only when the
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Figure 2.4: Design before and after adding scan circuitry. Scan memory elements
replace the original memory elements so that when shifting is enabled, scan data is
read in from the sc_in line [38]

circuit is running on scan mode. Otherwise, the scan cell acts as a usual memory

element. This is controlled by a scan enable pin. To allow setting test values to all

scan cells in the design, the cells are connected serially in scan chains as shown in

Figure 2.4 (After Scan). The memory scan values are input via the primary pins of

the circuit and shifted using scan chains to the different scan cells. Similarly, the

output of the scan cells are serially shifted to the primary output pins using the

scan chains.

The scan circuitry operates in a repetitive process as follows[38].

1. Scan mode is set ON and scan cells are assigned initial values using scan chains

(controllability).

2. Scan mode is turned OFF, and stimulus to the primary inputs is applied.
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3. Circuit outputs are read.

4. Scan mode is turned ON again, and scan cell values are read by being passed

out through scan chains (observability). Simultaneously, new test inputs are

set to the scan cells.

Scan design uses full or partial scan techniques. Full scan replaces all memory

elements with scan cells allowing easy, automated, and full coverage testing. How-

ever, full scan might negatively impact area and timing. For this, partial scan is

sometimes used instead where only a set percentage of memory elements are made

scannable.

2.2.3 Logic Built-in Self Test

Logic Built-in Self Test (LBIST) is a DFT technique for testing functional logic

of a circuit by placing testing functions within the circuit [39]. In addition to the

typical chip testing, LBIST is currently being used to test designs throughout the

chip lifespan, as a quality assurance approach in applications like automotive devices

[40].

Testing functions typically include pseudorandom pattern generator (PRPG),

multiple input shift register (MISR), and signature analyzers. The PRPG generates

test vectors which are fed to the design scan elements through scan channels. The

MISR compresses responses from the design. The combined captured values by

MISR compose a signature. Signature analyzers compare the collected signature in

MISR with the golden signature to determine defects if any.

With the improvement and speed-up LBIST introduces to the logic testing, an

extra design effort is added due to the complexity associated with test logic insertion.

The LBIST also introduces some hardware overhead. However, the overhead is

consider negligible compared to the design size [39].
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2.2.4 Array Built-in Self Test

Array Built-in Self Test is a DFT technique for testing memories using built-in

self test (BIST) structures [41]. A BIST engine generates a test sequence that is

launched into the memory under test. The memory output data is then processed

by the BIST comparison logic to determine the pass/fail status of the memory. Two

main types of Array BIST are scan based and parallel based Array BIST. In scan

based Array BIST, data is shifted serially from the BIST engine to a test register

local to the memory under test [42]. The register then launches the data in parallel

into the memory. Similarly, the output of the memory is captured in the register

which sends it serially to the BIST comparison logic. The parallel Array BIST

does not use a local register and directly transmits data between memory and BIST

structures in a parallel fashion [43].

2.2.5 Pervasive Logic and Verification

Pervasive logic corresponds to logic in hardware design that does not serve the

primary functionality of the design [6]. It includes logic for controlling power-on-

reset initialization sequence, applying security features, and enabling manufacturing

test capabilities. Power-on reset (POR) logic initializes the chip after a reset and

brings it to a consistent initial state. Security features guarantee recognition of

trusted software and allow it to boot. Finally, the manufacturing test capabilities

are structures and test techniques such as scan design and BIST. Pervasive logic

includes as well external debug interfaces that allow access to the internal debug

control registers and scan chains. Other debug functionalities that allow trace logic

analysis are also part of the pervasive logic.

Most often one pervasive logic category depends on other categories. For example

POR needs initialization of latches and scan chains, sensing of security keys, enabling

debug mode, etc.

Pervasive verification is the validation of the pervasive logic. For example, ABIST
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verification is a type of pervasive verification that validates the functionality of

ABIST structures by artificially seeding errors into the array and checking whether

the ABIST engine can detect the error or not. Similarly, other validation techniques

for the pervasive logic fall under pervasive verification.

2.2.6 Clock Gating

Clock Gating is a technique for power optimization in hardware design. It shuts off

the clock of the sequential block for sections in the design where no functionality has

been required for some duration. By this, registers with no change in their states

are not toggled, and consequently total power consumption is reduced.

Several implementations are available for clock gating including AND Gate, NOR

Gate, Latch Based AND Gate, Latch Based NOR Gate, and Mux Based clock gating

[44]. In AND Gate clock gating, for example, a two-input AND gate is inserted in

the sequential logic where one input to the gate is the clock signal and another input

is the enable control signal. The output of the AND gate is the gated clock signal of

the sequential logic. Latch Based AND Gate clock gating is an enhancement on the

AND Gate implementation such that the enable signal is applied through a latch in

order to overcome problems of glitches and hazards. More details on these problems

as well as on other implementations of clock gating are available in [44].

2.3 Behavior Interaction Priority

Behavior Interaction Priority (BIP) is an open source embedded system design

framework that separates functionality (behavior) from communication (interactions

and priority). BIP has a dedicated language and tool-set, and is currently being used

in academy and in industry. Example projects are ASCENS, COMBEST, PRO3D,

SMECY, ACROSS, MARAE, GOAC, and CHAPI [48]. BIP systems are composed

of hierarchically connected atomic components. The BIP systems include both con-
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Connector C: int dataC; Guard: true
Up:dataC = dataS; Down: dataR = dataC;

Figure 2.5: Modeling of Sender-Receiver system in BIP.

current and sequential logic. They are implemented using BIP language [49]. We

illustrate the BIP language constructs using the Sender-Receiver BIP system in

Figure 2.5. Figure 2.6 presents the BIP implementation of the system.

• Atomic Component: is the leaf component in the BIP system hierarchy. An

atomic component has ports, data, and a Petri net labeled transition system.

The labeled transition system defines the behavior using places and transitions

among them. A transition changes the behavior state of the atomic from one

place to another upon the activation of an associated port and the validity of

a guard Boolean expression. The transition may include a code action that

executes when the transition occurs.

For example, in Figure 2.5, Sender is an atomic of two ports workS and commS,

a data variable dataS, and of behavior defined by a Petri net of two places l1

and l2. At initial, the atomic is at place l1 and dataS is set to 0. When workS

port is active and atomic is at place l1, a transition to l2 occurs and increments

dataS as part of its execution. When commS port is active and atomic is at

place l2, a transition to l1 occurs without modifying the value of dataS. Both

transitions have no guards (set to [true]). On the other hand, the transition l2

to l1 in the Receiver atomic is guarded by the Boolean expression t=5. The
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model senderReceiver
port type in tPortS ( int dataS )
port type Portws
port type intPortR ( int dataR)
port type Portwr

// Atomic definition
atomic type sender
data int dataS // atomic data var
// atomic ports
export port in tPortS commS( dataS )
port Portws workS
place l1 , l 2
i n i t i a l to l 1 do { dataS =0;}

// trans1 : transition on workS activation
on workS from l 1 to l 2
do{

dataS = dataS +1;
}

on commS from l 2 to l 1
end

// Atomic definition
atomic type r e c e i v e r
data int dataR
data int t
export port intPortR commR(dataR)
port Portwr workR
place l1 , l 2
i n i t i a l to l 1 do { t =0;}
on workR from l 1 to l 2
do{

t = t +1;
}

on commR from l 2 to l 1
provided ( t =5) do{

t =0;
}

on workR from l 2 to l 2
provided ( t <5) do{

t = t +1;
}

end

// Connector definition
connector type rendezvous ( in tPortS

commS, intPortR commR)
define commS commR // ports
data int temp // connector var
// Interaction definition
on commS commR
up{ temp=commS. dataS ;
}
down{ commR.dataR= temp;
}

end

// Compound definition
compound type sender−rece iver
component sender s
component r e c e i v e r r
connector rendezvous C( s .commS, r .

commR)
end

// root component
component sender−rece iver root

end

Figure 2.6: The BIP code implementing the Sender-Receiver system in Figure 2.5.

implementation of the Sender and Receiver atomics are present in Figure 2.6.

• Port: defines discrete event interaction points between components and con-

trol state transitions. Ports are used to synchronize components, and provide

interfaces for the atomic data variables. The default Port type has no associ-

ated data and a port can be made public using the export keyword.

In Figure 2.5, ports commS and commR synchronize the Sender and Receiver

atomics. The two ports are made public in the implementation, in Figure 2.6,

by the keyword export. The implementation also defines new port types, int-

PortS and intPortR, to associate an integer data variable to the ports.

• Connector : connects the different components and defines the synchronization
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protocol between ports using interactions. An interaction is controlled by its

ports and allows data transfer between interaction port variables expressed

using up and down imperative code actions. Up actions update connector

variables with expressions involving port variables, and down actions update

port variables with expressions involving connector variables. The priority

layer governs interaction scheduling.

The connector C, in Figure 2.5, has an integer data variable dataC and a single

transition controlled by commS and commR. The transition reads the sender

data into dataC in up, and updates the receiver data by dataC value in down.

• Compound Component: defines a level of the hierarchy and is composed of

atomics, compound components and connectors.

In Figure 2.6, the sender-receiver compound is composed of Sender and Re-

ceiver atomics and the connector C.

• Model: specifies the top level instance of the entire system and encapsulates

the components.

In Figure 2.6, model senderReceiver includes the Sender, Receiver, C, and

sender-receiver type definitions. It specifies sender-receiver as a root compo-

nent of the system.

2.4 Aspect Oriented Programming

Aspect Oriented Programming (AOP) is a programming paradigm that separates

cross-cutting concerns in software such as monitoring, logging, debugging, synchro-

nization, and performance [45]. It encapsulates concerns in special classes called

aspects. The different aspects are then interwoven into a software component. The

aspect weaving mechanism is based on special semantics that describe when and

how aspects are applied to components. Specifically, a join point defines a point in

the program flow where some aspect code, referred to as advice, should execute. A
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pointcut defines a group of join points by a syntax rule. A specific advice code is

weaved in to the program at the join points defined by the pointcut.

Examples of AOP languages in software are AspectJ [46] and AspectC++ [47].

These languages extend Java and C++ by introducing new language constructs that

support AOP features, and providing an aspect weaving compiler.

package com. aspec t ;

import org . a s p e c t j . l ang . JoinPoint ;
import org . a s p e c t j . l ang . annotat ion . Aspect ;
import org . a s p e c t j . l ang . annotat ion . Before ;

@Aspect
public class LoggingAspect {

@Before ( p o i n t c u t =" execution (* Customer . addCustomer (..))")
public void l ogBe fore ( JoinPoint jo inPoin t ) {

System. out . println (" logBefore () is running .");
System. out . println (" Jointpoint name: " + j o inPoin t . g e t S i g n a t u r e ().getName());

}
}

Figure 2.7: The structure of a logging aspect implemented in AspectJ [21]. The
functionality of the aspect can be modified in the logBefore method.

Figure 2.7 shows an example of a logging aspect in AspectJ. The keyword @As-

pect identifies LoggingAspect as an aspect class. The pointcut corresponding to the

logging aspect defines join points to be methods of name addCustomer and in class

Customer. It also indicates that the aspect code has to execute before the join point

by using the keyword @Before. Similar to the logging aspect, other aspects can be

implemented and associated to join points in the program by means of pointcuts.
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Chapter 3

Overview of Concern Oriented

Methodology

This dissertation introduces a Concern Oriented Methodology (COM) that separates

combinational and sequential logic and automatically weaves in memory design con-

cerns. The methodology allows for RTL verification that is faster to simulate and

easier to debug.

In this chapter, we provide an overview of COM. We start with a description of

traditional design flow with focus on concern insertion and design bottlenecks. We

then present COM and discuss how it overcomes the traditional design flow limi-

tations. In next chapters, we detail the COM design blocks, their implementation,

and the resulting improvements on industrial and open-source designs.

3.1 Traditional Design flow

In traditional design flows, concerns are inserted into the logic either (1) manually

at RTL level or (2) automatically at gate-level. RTL concern insertion enables veri-

fication to happen early in the design cycle. However, manual insertion is considered

challenging and time consuming. It requires the direct involvement of logic designers

in the concern insertion, as well as the verification process of both functionality and
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concerns.

Figure 3.1 shows a typical design flow where the logic designer is at the bottle-

neck. Logic designers manually insert the design concerns at the RTL level with

strict code restrictions enforced by style and linting tools. Engineers of differ-

ent backgrounds need to work with designers on inserting these concerns into the

RTL, increasing pressure on logic designers. At the start of the verification pro-

cess, the logic designer is provided with a preliminary physical hierarchy mapping.

The designer manually maps the logical hierarchy to the physical hierarchy which

are grouped according to functionality and physical constraints, respectively. This

mapping is challenging, time consuming, and is subject to change throughout the

verification process. In addition, the cross-coupling between functional RTL and

concern specific RTL makes the verification environment excessively large and un-

stable. A change in the concerns requires re-validation of the whole verification

environment. Thus, concern-specific verification is impractical, verification is slow,

and requires huge setup overhead. Setting up the verification environment includes

defining the tool chain support, the reporting mechanisms, grouping the modules
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Figure 3.1: A traditional gate-level flow.
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and their interfaces, building the benchmarks, and preparing the glue logic (scripts)

that drive the verification process.

On the other hand, automatic concern insertion at gate-level relieves logic de-

signers from the pressure. In some cases, it is the only applicable approach. For

example, when dealing with external IPs, understanding the logic within is consid-

ered a hard and time-consuming task for logic designers. RTL concern insertion is

hence not an option. Instead, the whole design with the IPs integrated is synthe-

sized, and then concerns are automatically inserted at the gate level. This forces

verification to happen late at the design cycle. Verification is also harder when

done at the gate level and requires more design flow iterations. This is considered

impractical for modern time designs with strict time-to-market constraints.

Our introduced methodology, has both advantages: early RTL level verification,

and automatic concern insertion at RTL level. Section 3.3 discusses how we achieve

both targets. In next section, we present a motivational example that illustrates the

difficulties of manual concern insertion. We use the example in later sections and

chapters to demonstrate the introduced methodology.

3.2 Motivational Example

We illustrate the traditional concern insertion using an example Verilog module

composed of assignment, conditional, and loop statements. In the next section,

we use the same example to explain automatic concern insertion by COM and its

advantages on RTL verification.

Verilog module example in Figure 3.2 conditionally assigns register variables (r,

r2, r3, and x) based on variables cond1 and cond2, and vector variable out in a

parametrized for loop. Parametric variable p bounds loop iterator i. Conditionals

in the loop specify that entries of out are assigned when i is odd and different from

5. Module example is free of design concerns. The designer (1) critically studies
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module example (cond1 , cond2 , a, b , c , d, in , r , r2 , out , c lk ,σ);

parameter p; // same as in example
inputs cond1 ,cond2 ,a,b ,c ,d, c l k ;
input [0:p−1] in ;
outputs reg r , r2 ;
output reg [0:p−1] out ;
reg r3 , x;
integer i ;

always @ (posedge c lk ,σ) begin
i f (cond1==1) begin

r3 <= a;
x = a || b;

end
r <= x;
i f (cond2==1) begin

x = c && d;
end
r2 <= r3 && x;

l :for ( i =0; i < p; i = i +1) begin
i f ( i % 2) begin

21 i f ( i != 5) begin
out [ i ] <= in [ i ];

end
24 end

end
out [2] <= in [2];

27 i f (p > 7) begin
out [7] <= in [7] && in [5];

end
end

endmodule

Figure 3.2: Motivational Verilog module example.

the declaration statements and the assignment statements in the always block, (2)

decides which variables should be flipflops, (3) follows conditionals and loop pa-

rameters to compute instantiation conditions (IC) for flipflops within parametrized

loops, and (4) manually instantiates inferred flipflops as concern specific flipflops.

The designer ensures that variables that are not inferred or explicitly defined as

flipflops are combinational. Additionally, she has to handle the flipflop wiring and

implementation and correctly create concern structures and route the corresponding

concern signals. Thereby guessing what the synthesis tool would do. These are all

nontrivial tasks, error prone, subject to change upon modification of the concern

support, and make debugging and amendment of the functionality more complex

later on.

Module example-m in Figure 3.3 illustrates a possible outcome of the manual con-
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module example-m (cond1 , cond2 , a, b , c , d, in , r_q, r2_q, out_q , sc3_q ,
sc_qx , sc_q , sc2_q , c lk , sc3_d , sc_dx , sc_d , sc2_d , sc_A, sc_B);

parameter p; // same as in example
inputs cond1 , cond2 , a, b , c , d; // same as in example
input [0:p−1] in ; // same as in example
// new input and output scan , and flipflop in/out wires
inputs c lk , sc3_d , sc_dx , sc_d , sc2_d , sc_A, sc_B; // DFT concern
outputs r_q, r2_q, sc3_q , sc_qx , sc_q , sc2_q; // DFT concern
output [0:p−1] out_q;

reg r_d, r2_d, r3_d, x_d;
reg [0:p−1] out_d;
wire r_q, r2_q, r3_q, x_q;
integer i ; // same as in example

// LSSD instantiations - DFT concern
lssd r_lssd (r_d, c lk , sc_d , sc_A, sc_B, r_q, sc_q);
lssd r2_lssd (r2_d, c lk , sc2_d , sc_A, sc_B, r2_q, sc2_q);
lssd r3_lssd (r3_d, c lk , sc3_d , sc_A, sc_B, r3_q, sc3_q);
lssd x_lssd (x_d, c lk , sc_dx , sc_A, sc_B, x_q, sc_qx);
generate
for( i =0; i <p; i = i +1) begin // conditional LSSD instantiations

i f (( i % 2) && ( i != 5) &&( i !=3) && ( i !=7 || !(p>7))) begin
lssd out_lssd [ i ](out_d[ i ], c lk , sc_dout [ i ], sc_A,sc_B, out_q[ i ],

sc_qout [ i ]);
end

end
lssd out_lssd [3](out_d[3], c lk , sc_dout [3],sc_A,sc_B,out_q[3],sc_qout [3]);
i f ((p>7)) begin
lssd out_lssd [7](out_d[7], c lk , sc_dout [7],sc_A,sc_B,out_q[7],sc_qout [7]);

end
end generate

always @ ( posedge c lk , sc_A, sc_B) begin
// Variables updated in statements

x_d = x_q;
i f (cond1==1) begin

r3_d <= a;
x_d = a || b;

end
r_d <= x_q;
i f (cond2==1) begin

x_d = c && d;
end
r2_d <= r3_q &&x_d;

for ( i =0; i < p; i = i +1) begin
i f ( i % 2) begin

i f ( i != 5) begin
out_d[ i ] <= in [ i ];

end
end

end
out_d[2] <= in [2];
i f (p > 7) begin

out_d[7] <= in [7] && in [5];
end

end
endmodule

Figure 3.3: Manual concern insertion for Verilog example module. DFT, frequency
division and CG concerns are inserted in sequence.
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module lssd (
input data , sys_clk ,sc_in , A_clk ,B_clk ,
outputs Q, sc_out );
dff2 master ( data , sys_clk ,sc_in ,A_clk ,

Q);
dff s l a v e (Q,B_clk , sc_out );

endmodule

module nested (
input data , sys_clk ,sc_in ,A_clk ,B_clk ,
outputs Q, sc_out );
and a1 ( c lkd , x_out , c l k g );
xor x1 ( data , Q, x_out);
lssd d f t ( data , sys_clk , sc_in , Aclk ,

Bclk , Q, sc_out );
dff d i v i d e r ( c lkd , q_bar , sys_clk ,

q_bar);
endmodule

Figure 3.4: Example LSSD flipflop module and Clock Gating/Frequency Division
modules with corresponding signals based on [69, 70].

cern insertion process. The designer had to identify the variables (r, r2, r3, and x)

to be instantiated as flipflops. Manual insertion also requires the designer to prop-

erly handle the weaving of the different concerns. For example, module example-m

uses instances of the level-sensitive scan design (LSSD) flipflop [69]. The designer

added for every flipflop the scan wires and manually did all the connections. In case

more sophisticated technologies, or other concern specific, vendor based and propri-

etary industrial flipflop modules were adopted, the designer has to understand the

semantics and implications and reflect the change in example-m. Figure 3.4-(right)

shows an example of a hierarchically nested module that utilizes LSSD flipflops and

routes proper logic to accommodate for frequency division, clock gating and DFT.

Other complexities may require the designer to add local clock buffers (LCB), LCB

control cells, and clock divisions as well as understand their semantics and impli-

cations. Moreover, most modern designs reuse IPs from legacy RTL that current

designers may not be familiar with. This requires exhaustive efforts to identify

memory elements therein prior to integrating the concerns.
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3.3 Concern Oriented Methodology

Concern Oriented Methodology brings into the design flow the concept of hardware

concern separation as a key approach to enable RTL verification. The methodology

targets memory related concerns, such as design for test, logic built-in self test, and

clocking, being all deployed in RTL through flipflops and related connections. The

method makes use of this characteristic to separate memory related concerns from

functional logic, and to automatically integrate these concerns into the design. By

the separation and modular integration of memory related concerns, the methodol-

ogy allows for three key features that speed up the verification process and shorten

the overall design cycle.

1. Separate functional and concern-related logic development

2. Modular verification early at RTL

3. Smaller debugging scope

The methodology integrates into contemporary design flows, and applies early

at RTL which further simplifies the development and debugging processes for both

logic and concern engineers. Furthermore, the method puts no obligations on the

design style and is applicable to all synthesizable Verilog and VHDL constructs. It is

fully automated and preserves the RTL formatting including comments, attributes,

and pragmas. The method is currently being applied in IBM. It produced significant

design cycle time savings for state-of-the-art SoC designs where verification time was

reduced by 40%.

In this section, we discuss the flow of COM and its main blocks. Following

chapters detail these blocks and their implementations and provide necessary for-

mal proofs that guarantee the correctness of the methodology. Chapter 9 discusses

industrial and open source applications of the method and report numeric values of

the method effect on the RTL code and its verification.
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3.3.1 Methodology Flow

Memory related concerns are achieved in hardware designs by concern aware flipflops

and concern RTL that includes relevant structures and wiring. The automatic inser-

tion of these concerns hence requires the identification of design memory elements

and the concern RTL, and applying proper connections. Thus, key to enabling

weaving of memory related concerns at RTL is the capability of converting RTL

with flipflop inference into RTL with flipflop instantiations.

COM explicitly identifies memory elements, and automatically converts input

RTL into RTL where combinational logic is separated from sequential logic with

generic flipflop instantiation. The methodology uses the separation as an essen-

tial prerequisite step for the integration of design concerns. Concern integration is

achieved by a weaving block which substitutes generic flipflops with concern-aware

flipflops and link them and design modules to concern RTL through special concern

signal interface.

Figure 3.5 presents the methodology flow diagram. The two major blocks of the

methodology are:

• RTL-to-RTL Transformation

• Concern Weaving
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Figure 3.5: New design flow of SoC with transforms that separate memory el-
ements from functionality, and a weaving tool that automates the integration of
memory related concerns into the design at RTL. Verification is enabled at RTL
and bottlenecks in Figure 3.1 are resolved.
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The RTL-to-RTL transforms analyze input concern-free RTL and generate RTL

with separated combinational and sequential logic. The transforms preserve the

functionality as well as the formatting of the RTL. Hence, a designer who under-

stands the input RTL can readily understand the output RTL. The transformation

block prepares the RTL for concern weaving. The concern weaving tool incremen-

tally inserts concerns. It uses recipe files that are prepared by concern engineers, and

that specify rules to integrate memory related concerns with functional and concern

RTL. Recipe files are hidden from the functional engineers and are similar to aspects

in software with flipflop instantiation join points. In recipe files, concern engineers

specify the concern interface, and the interconnections between the concern flipflops

and the concern supporting RTL. For example, a technology engineer prepares a

technology specific recipe file that describes the different technology components

and their interconnections. A DFT engineer specifies scan chain interconnections

and their corresponding scan structures. The concern recipe file is prepared once

per design and may be modified as needed.

The output of COM transforms is an RTL with generic flipflop instantiations

and a pure combinational block. COM maps generic flipflops to technology flipflops,

automatically inserts and connects chains, then inserts the power network, LBIST

and ABIST logic, and so on until all logic needed to do all kinds of verification is

inserted in the RTL. Finally, the logical hierarchy is mapped to physical hierarchy to

satisfy physical constraints. This mapping is direct due to the explicit instantiation

of flipflops at RTL done by the transforms. This further simplifies debugging and

analysis.

3.3.2 Advantages

Concern oriented design, introduced by COM, enhances the verification and debug-

ging process by allowing concern insertion at RTL and consequently RTL verifica-

tion. Verification at RTL is more convenient to the designers who are more familiar
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with the high level code. This makes debugging and code modification easier and

faster. Moreover, the separation of concerns allows parallel implementation of func-

tionality and concerns, and also simplifies debugging and enables smaller verification

environments.

Automatic concern weaving allows for modular verification; the smaller verifi-

cation environments are both faster to simulate and easier to debug. In addition,

emulation model of smaller designs require less resources and hence verification by

emulation becomes more feasible.

The separation of functionality and concerns paves the way for proper routing

of verification feedback to only concerned engineering teams. Thus, it eliminates

the need of direct interaction between the designers and concern engineers. Upon

a feedback from the physical design, an easy mapping to the RTL is enabled by

the RTL-to-RTL transformation. If the problem is related to timing or other logic

functionality, the logic engineer who is well familiarized with the logic will take care

of it. If the error is related to another concern, the corresponding design engineer

will apply the necessary changes in the concern RTL and recipe file. For example, a

problem in routing is delivered to the integrators. The concern is then weaved back

into the design without the interference of logic engineers and can be verified with or

without other design concerns. This significantly saves iterations in the design flow

and verification cycles. By this, COM alleviates the logic designer and verification

bottlenecks presented in Figure 3.1, in the previous section.

In following chapters, we present our methodology for non-parametric RTL, para-

metric RTL, and BIP embedded systems framework. We discuss the weaving block

in Chapter 7.
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Chapter 4

COM for Non-Parametric RTL

This chapter discusses the RTL-to-RTL Transform block for non-parametric designs.

We start with an introduction on the block and its significance in our introduced

concern oriented methodology. We then discuss each of the transforms within this

block, and illustrate them using examples. For the main Non-Structural Transform,

also referred to as Algorithmic Transform, we present a detailed formal description

of the transformation. We also provide a proof of correctness.

4.1 Introduction

Automatic concern insertion at RTL requires the identification of design points at

which concerns are to be integrated into the RTL without altering the functionality

or complicating the design readability. Many of the hardware concerns are memory

related, which makes memory elements remarkable points for concern weaving.

Identification of memory elements in the RTL requires (1) inference of mem-

ory elements, and (2) rendering these elements recognizable by the weaving tool.

COM RTL-to-RTL transformation block achieves this by identifying the inferred

memory elements in the design and instantiating them as generic flipflops. It splits

the RTL into a sequential part that includes the generic flipflop instantiations and

a combinational part that connects to the flipflops through interface wires. The

42



generic flipflops are of signature known to the weaving tool. Hence, the tool can

automatically locate and update them to apply a design concern.

In below sections, we present three transforms that compose the RTL-to-RTL

transformation block. Each of the transformations takes a concern free RTL and

generates an equivalent RTL which is ready to be weaved in automatically with

memory related concern. The transforms apply minimal changes to the code, and It

preserves the RTL format including comments, attributes, and pragmas. The main

RTL-to-RTL transform is the Non-Structural Transform presented in section 4.4.2.

It applies to all synthesizable Verilog and VHDL constructs.

4.2 Structural RTL-to-RTL

Structural Transform takes RTL logic with explicitly defined sequential logic, and

outputs RTL with flipflop instantiations. An example of the targeted input RTL by

this transform is shown in Figure 4.1.

Structural Transform identifies purely sequential always (or process) statements

according to the IEEE RTL synthesis standard [23, 24] and maps them directly to

generic flipflop (gff ) instantiations. In the example of Figure 4.1, the RTL imple-

ments register out by simple wiring assignment statements and if conditions. The

conditions depend on set and reset signals, and the logic is triggered by the positive

edge of clock signal clk and reset signal reset. This logic hence maps directly to a

flipflop with input in, output out, clock signal clk, set signal set, and reset signal

reset. The transform infers out as a flipflop, detects its connections, and accord-

ingly instantiates a corresponding generic flipflop ff_out as illustrated in Figure 4.2.

Flipflop ff_out has an empty set of concern signals σ. The concern set serves as a

concern interface upon weaving a memory related concern.

Our methodology applies the Structural Transform variant whenever dealing

with simple designs of explicit flipflop implementation.
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module s t r u c t u r a l ( in , c l k , se t , re se t , out , σ ) ;
input in , c l k , se t , r e s e t ;
output reg out ;

always @ (posedge c l k or posedge r e s e t )
i f ( r e s e t ) out <= 0 ;
else i f ( s e t ) out <= 1 ;
else out <= in ;

end module

Figure 4.1: Example structural module of explicit sequential logic.

// output module
module s t ruc tura l−a ( in , c l k , se t , re se t , out ,σ ) ;
input in , c l k , se t , r e s e t ;
output out ;
wire out ;

Sequential Block Instantations
gf f f f_out ( in , out , 0 , c l k , σ ) ;

Combinational Block
// s imple wi r ing

end module

Figure 4.2: Output module with flipflop instantiations resulting from applying Struc-
tural Transform on structural module of Figure 4.1.

4.2.1 Limitations

The advantage of this transform is the efficient elimination of combinational logic

that corresponds to direct flipflop pin connections to design signals. The transform,

however, is applicable only to RTL with explicitly defined sequential elements. It

does not support complex RTL with mixed combinational and sequential logic, where

sequential elements need to be inferred and instantiated, and combinational logic

need to be separated and properly connected to flipflop instantiations.

4.3 Non-Structural RTL-to-RTL Overview

Non-Structural Transform is a more generic transformation that can be applied

to complex RTL. It processes RTL where the extraction of sequential logic is not

straight forward and flipflops must be inferred. A simple example input is provided
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module nons t ruc tu ra l ( in , c l k , se t , out ,σ ) ;
input in , c l k , s e t ;
output reg out ;
reg tmp ;

always @ (posedge c l k ) begin
i f ( s e t ) begin

tmp = in ;
out <= tmp ;

end

endmodule

Figure 4.3: Example nonstructural module of non-explicit sequential logic.

in Figure 4.3. The example module sets output out to the value of in via variable

tmp. The RTL does not explicitly connect flipflops as in the structural example

of Figure 4.1. Instead, the transform has to infer the flipflops and identify their

connections.

The transform supports RTL with blocking and non-blocking assignment state-

ments, nested conditions, loops, etc. Non-Structural Transform infers flipflops in the

RTL, creates corresponding generic flipflop instantiations, and updates the RTL to

separate flipflops from combinational logic while preserving the design functionality.

Figure 4.4 shows the Non-Structural Transform output corresponding to the RTL

in Figure 4.3. The transformation inferred out and tmp as flipflops, and created cor-

responding flipflop instantiations ff_out and ff_tmp. It declared new flipflop input

variables out_in and tmp_in, separated the combinational logic, and established

proper connection between the combinational and sequential blocks through flipflop

input and output wires. It also added assignment statements to set the initial value

of out_in and tmp_in, and avoid additional flipflop inference by the synthesis tools

due to a possibly unassigned variable.

The Non-Structural Transform is the core RTL-to-RTL transformation used by

our methodology. We discuss thoroughly this transformation in the next section

with more complex examples and formal algorithms.
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module nonstructura l−a ( in , c l k , se t , out ,σ ) ;
input in , c l k , s e t ;
output wire out ;
wire tmp ;
// introduced f l i p f l o p input wi re s
reg out_in ;
reg tmp_in ;

Sequential Block Instantiations

gf f f f_out ( out_in , out , 0 , c l k , σ )
gf f ff_tmp ( tmp_in , tmp , 0 , c l k , σ )

Combinational Block

always @ ( ∗) begin
out_in = out ;
tmp_in = tmp ;
i f ( s e t ) begin

tmp_in = in ;
out_in <= tmp_in ;

end

endmodule

Figure 4.4: Output module of separate sequential and combinational blocks resulting
from applying Non-Structural Transform on nonstructural module of Figure 4.3.

4.4 Non-Structural RTL-to-RTL Algorithm

In this section we formally describe the Non-Structural RTL-to-RTL transformation.

We use definitions presented in Chapter 2 and a set of helper functions, defined in

Section 4.4.1, throughout the transformation algorithm.

4.4.1 Helper Functions

This section presents several helper functions that we use to simplify the formal

transform presentation. We differentiate two types of helper functions: declaration

functions, and statement related helper functions.

Functions createWire, gffInst, gicffInst, compAStmt, compCStmt, and

compLStmt in Table 4.1 handle declaration statements related to the instantiation

of wires, generic flipflops, IC flipflops, assignment statements, conditional state-
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Table 4.1: Declaration helper functions.
createWire(u, V ) //variable u, set of variables V

• Adds wire u_in to V .

• Inserts (u, u_in) to hash table lookUpWire.

gffInst(ffu, u, init, clk, σ) //variable u

• Defines a flipflop statement in the form:

“gff ffu(lookUp(u), u, init, clk, σ); ”

gicffInst(ffu, icu, u, init, clk, σ) //Boolean expression icu, variable u

• Defines a flipflop declaration statement in the form:

“gicff ffu(icu)(lookUp(u), u, init, clk, σ); ”

compAStmt(v, exp) //variable v, expression exp

• Composes assignment statement: “v = exp”.

compCStmt(exp, tb, eb) //Boolean expression exp, statement blocks tb and eb

• Returns conditional statement s in the form: “if (exp) then tb else eb”.

compLStmt(init, exp, inc, lb) //Boolean expression exp, init statement ini, incre-
ment statement inc, statement block lb

• Returns loop statement s in the form: “for(init; exp; inc) lb”.

replaceVar(exp, v, v′) //expression exp, variables v and v′

• Returns exp|v:v′ //replaces v by v′ in exp

process(exp)// expression exp

• Updates exp by applying constant propagation for variables that are not parame-
ters or related to parameters through a relational operator.

ments, and loop statements, respectively. Function replaceVar substitutes variable

v with variable v′ in expression exp. Function process performs constant propaga-

tion on a given expression exp and returns a simplified form of exp.

Table 4.2 presents functions that relate statements to each other. Function

parent(s) returns s′ where s′ is a conditional or a loop statement and s ∈ thenB(s′), elseB(s′)

or loopB(s′) . If no such s′ exists, parent returns null. Function parentBlock(s)

returns b the block that contains s. Let p =parentBlock (s). In case p was a loop

statement, then b is loopB(p). In case p was a conditional and s ∈ thenB(p) or
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Table 4.2: Statement to statement relation helper functions.
parent(s) //statement s

• Returns s′ if s ∈ loopB(s′)||s ∈ thenB(s′)||s ∈ elseB(s′)

Otherwise, returns null.

parentBlock(s) //statement s

• Let p = parent(s)

• p is a loop ? return loopB (p)

• p is a conditional ?

s ∈ thenB (p) ? return thenB (p) else return elseB (p)

• Otherwise (p is null) return alwaysB (s).

precedes(s, s′)// statements s and s′

• Returns true if s precedes s′ otherwise returns false.

belongsTo(s, B) //statement s, block B

• Returns s ∈ B||

parent (s) 6= null && belongsTo (parent (s), B).

nestedPrmLps(B) //statement block B

• Returns {s . belongsTo (s, B) && s is a parametrized loop}.

followingPrmLps(Lg, B) //parametrized loop statement Lg, statement block B

• Returns {s . belongsTo (s, B) && s is a parametrized loop && precedes (Lg, s)}.

s ∈ elseB(p) then b is thenB(p) or elseB(p), respectively. Otherwise, b is the al-

ways block that contains s. Functions precedes(s, s′) and belongsTo(s, B) return

whether statement s precedes statement s′ in order in P , and whether s belongs

to block B, respectively. Function nestedPrmLps(B) takes block B and returns

the set of parametrized loop statements in B. Finally, followingPrmLps(Lg, B)

returns nestedPrmLps(B) preceding parametrized loop statement Lg.
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P’ = RTLTransform (P , c lk , σ )
FF = ffInfer (P) ; //Flipflop inference
//Instantiate registers and wires
[ R’ ,W’ ] = RegWireInst (FF , P) ;
I ’= I ; O’= O; V’= I ’ + O’ + R’ + W’ ;
//Construct sequential block Ps
Ps= SeqBlkConstruct (FF , R’ , W’ , c lk , σ ) ;

//Link next state wires to their reg−variables
RegWireBlk= CombAssignConstruct (FF , P) ;
//Construct functional combinational logic
FLogicBlk= CombFLogicConstruct (FF , R’ , W’) ;
//Construct combinational block Pc
Pc= CombBlkConstruct(RegWireBlk , FLogicBlk , R’ ,W’) ;

//Construct P’ from Ps and Pc
P’= ProgConstruct (R’ ,W’ ,Ps ,Pc ) ;

Figure 4.5: RTLTransform Algorithm.

module example (cond1 , cond2 , a, b , c , d, in , r , r2 , out , c lk ,σ);

parameter p; // same as in example
inputs cond1 ,cond2 ,a,b ,c ,d, c l k ;
input [0:p−1] in ;
outputs reg r , r2 ;
output reg [0:p−1] out ;
reg r3 , x;
integer i ;

always @ (posedge c lk ,σ) begin
i f (cond1==1) begin

r3 <= a;
x = a || b;

end
r <= x;
i f (cond2==1) begin

x = c && d;
end
r2 <= r3 && x;

end
endmodule

Figure 4.6: Example Verilog module example.

4.4.2 Transform Algorithm

Algorithm RTLTransform shown in Figure 4.5 is the main function. It takes entry

module P and returns a combination/sequential separated RTL (C/S-RTL) module

P ′. We illustrate the algorithm using the non-parametric part of the motivational

example presented in Section 3.2. Figure 4.6 shows the simplified motivational exam-

ple with only non-parametric RTL. Figure 4.7 presents the result of RTLTransform

(example).
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module example-a (cond1 , cond2 , a, b , c , d,
2 in , r , r2 , out , c lk ,σ);

parameter p;
inputs cond1 ,cond2 ,a,b ,c ,d, c l k ;

5 input [0:p−1] in ;
outputs wire r , r2 ;
output wire [0:p−1] out ;

8
wire r3 , x;
reg r_in ,r2_in ,r3_in ,x_in;// next state of FF

11 reg [0:p−1] out_in ;
integer i ;

14 // Sequential block with generic flipflop insantiations
gf f f f_r (r_in ,r ,0, c lk , σ);// Ps from SeqBlkConstruct
gf f f f_r2 (r2_in , r2 , 0, c lk , σ);

17 gf f f f_r3 (r3_in , r3 , 0, c lk , σ);
gf f f f_x (x_in , x ,0, c lk , σ) ;

20 // Combinational block
always@(*) begin
// RegWireBlk from CombAssignConstruct

23 r_in = r ;
r2_in = r2 ;
r3_in = r3 ;

26 x_in = x ;
// AsgnmtBlk from CombAssignConstruct
i f (cond1==1) begin

29 r3_in <= a;
x_in = a || b;

end
32 r_in <= x_in;

i f (cond2==1) begin
x_in = c && d;

35 end
r2_in <= r3 && x_in;

38 end
end

Figure 4.7: Module example-a is the result of automatically transforming example
of Figure 4.6 using RTLTransform. The module is composed of two separate
sequential and combination blocks.

The first step calls ffInfer function which computes variables of P that are

inferred flipflops FF . These are targets of assignment statements in an always block

context. Variables r, r2, r3, and x from example are in FF ; FF is {r, r2, r3, x} for

example.

FF = ffInfer (P) //Compute inferred f l ip f lop variables

FF= {v . v∈V, ∃s∈S . v=target ( s ) &&clkEdged ( s ) } ;

Module P ′ has the same inputs I ′ = I and outputs O′ = O as P . Function

RegWireInst defined in Figure 4.8 computes the registers R′ and wires W ′ of P ′
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[ R’ ,W’ ] = RegWireInst(FF , P)
R’= R − FF ; W’= W; // in i t i a l i z e regs and wires
foreach u ∈ FF

R’= R’ ∪ {createWire (u ,V) } ; //u_in
W’= W’ ∪ {u} ;

Figure 4.8: RegWireInst Function.

based on FF . Every variable u ∈ FF corresponds to an instantiated flipflop with an

output wire u ∈ W ′ and an input next state function u_in ∈ R′. Module example-a

declares wires r, r2, r3, and x and regs r_in, r2_in, r3_in, and x_in.

Function SeqBlkConstruct calls gffInst for each flipflop in FF and appends

the resulting generic flipflop instantiation statements in sequential block Ps. Module

example-a instantiates generic flipflops ff_r,ff_r2,ff_r3, and ff_x.

Ps = SeqBlkConstruct (FF , c lk , σ )

foreach u in FF

Ps . append ( gffInst (ffu ,lookUpWire(u ) ,u , 0 , c lk , σ ) ) ;

Function CombAssignConstruct returns a block of assignments RegWireBlock

that sets the next state functions of FF to their default values which in this case are

the outputs of the corresponding flipflops. RegWireBlock ensures that no additional

flipflops are inferred from the combinational always block during synthesis. For

example-a of Figure 4.7, CombAssignConstruct produced Lines 23− 26.

RegWireBlk = CombAssignConstruct(FF)

foreach u in FF

RegWireBlk . append (“lookUpWire(u ) =u ; ”) ; //u_in =u;

Recursive function CombFLogicConstruct (FF, S) in Figure 4.9 has assign-

ment statements as base case. In case the target of the assignment statement t be-

longs to FF , then CombFLogicConstruct forms an assignment statement whose

target is u_in, the next state function of the flipflop. Otherwise, it is the variable it-

self. Function handleExprsn takes the right hand side expression of an assignment

statement and the conditional expression of a conditional and a loop statement.

It replaces variables therein that refer to inferred flipflops and are themselves tar-
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FLogicBlk = CombFLogicConstruct(FF , B) //B block of statements
FLogicBlk = " "
foreach s in B

e = handleExprsn (FF , exprsn ( s ) ) ;
i f s ∈ A //assignment statement

t= target ( s )∈FF? lookUpWire(target ( s ) ) : target ( s ) ;
FLogicBlk . append (compAStmt( t , e ) ) ;

endif
i f s ∈ C //conditional statement

t b l k= CombFLogicConstruct (FF , ThenB( s ) ) ;
e b l k = CombFLogicConstruct (FF , ElseB ( s ) ) ;
FLogicBlk . append (compCStmt( e , t b l k , e b l k ) ) ;

endif
i f s ∈ L //loop statement

s i= CombFLogicConstruct (FF , i n i t ( s ) ) ;
s inc= CombFLogicConstruct (FF , increment ( s ) ) ;
l b k= CombFLogicConstruct (FF , LoopB ( s ) ) ;
FLogicBlk . append (compLStmt( s i , e , sinc , l b l k ) ) ;

endif
endfor
//handleExpression helper function
e = handleExprsn(FF , es )

e = es ;
foreach v in vars ( es ) && v ∈ FF
i f (∃ sv ∈ S . target ( sv )=v , asgnmtType ( sv )=BS)
e= replaceVar ( e , v , lookUpWire( v ) ) ;

endif
endfor

Figure 4.9: CombFLogicConstruct Function.

gets to blocking assignment statements by their next state function. The then and

else blocks of a conditional statement, loop block, and initialization and increment

statements of a loop statement are handled recursively. In practice, and in all our

experiments, the initialization, increment and bound expressions of loop statements

do not refer to variables that end up being in FF . In case they do, it is common

practice that linting tools require designers to change them and push the condi-

tions into if statements such that the synthesis tools can easily unroll the loops.

For example-a CombFLogicConstruct produced Lines 27− 38. Notice how x_in

replaced x on Line 36 since x is a target of a blocking statement.

Function CombBlkConstruct constructs Pc, the combinational block of P ′. It

concatenates RegWireBlk and FLogicBlk inside an always block.

Pc = CombBlkConstruct(RegWireBlk , FLogicBlk )

Pc = " always@ ( ∗) begin " + RegWireBlk + FLogicBlk + "end"

Finally, function ProgConstruct in Figure 4.10 creates module P ′. It starts
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P’ = ProgConstruct(V’ , Ps , Pc )
foreach v ’∈ V’

P’ . append ( declareVar ( v ’ ) ) ;
P’ = P’ + Ps + Pc + "end module "

Figure 4.10: ProgConstruct Function.

Figure 4.11: Circuit for example-a. M c and M s represent the combinational and
sequential blocks in Figure 4.7.

with the declaration statements, then appends the combinational and sequential

parts.

Figure 4.11 illustrates the corresponding circuit for the non-parametric part of

example-a. Mealy machines Mc and Ms are the synthesis results of code blocks Pc

and Ps, respectively. The transformation separated the combinational logic from

the sequential logic at the Verilog level, while clearly preserving logical functionality.

4.5 Proof of Correctness

Theorem 1: Given a module P , let P ′ = RTLTransform(P ), P and P’ are

equivalent.

In the following sections, we present two proofs of the theorem. The first one is
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based on proving the equivalence of the Mealy machines resulting from the synthesis

of the input and output program of the transformation. The second proves that the

two programs are syntactically equivalent.

4.5.1 Synthesis Based Proof

Given program P , P ′ = RTLTransform(P ) = P c × P s; where P c and P s are the

combinational and sequential programs as defined in Table 4.3. Thus, for every su :

“u = expu” ∈ S, we represent the corresponding statement in Sc as scu : “u = expcu”.

Without loss of generality, we assume that every variable u is assigned by a single

statement su.

Table 4.3: Formal definitions of sequential and combinational programs.
Ps(Vs,Ss)
V s = V ∪ {uin : u ∈ R}
BSs = {}, NBSs = {}
Ss = {ssi : “ff ff u(uin, u, 0, clk, ...)”, where u ∈ R

Pc(Vc,Sc)
V c = V ∪ {uin : uin is a fresh variable for all u ∈ R}
Utb = {u : u ∈ R, u is target of blocking statement}
Utn = {u : u ∈ R, u is target of nonblocking statement}
Sc is defined iteratively as follows
Let Sc(0) = S, hn = |Utn| and hb = |Utb|

Sc(i) =


Sc(i−1)|ui:ui_in

, i = 1...hb
Sc(i−1)|ui:ui_in

, i = hb + 1...hb + hn

and ui is a target

Where ui : ui_in means substitute ui by ui_in.
Then Sc = Sc(hb+hn)

The synthesis of P is a Mealy machineM〈FF,RI, I, O, δ, L〉 presented in Figure

2.1. The synthesis of P ′ is a Mealy machine M ′ = M cm × M sm where M cm =

Synthesis(P c) and M sm = Synthesis(P s).
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Figure 4.12 shows the M ′. M sm includes only flipflops. M cm includes the func-

tions of primary outputs of M ′ as well as outputs fed to M s as next state values of

its flipflops.
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Figure 4.12: Mealy machine M ′ constructed from connecting M c and M s.

Table 4.4 presents the formal definitions of M cm and M sm. M cm implements

the design combinational logic in output functions Lnsf and Lpo. Lnsf computes the

next state value of flipflops residing in M sm. Lpo computes the primary outputs of

the design. The primary inputs, outputs and registers for M and M ′ are the same.

By structural induction as illustrated in Table 4.5, Lpo ≡ L and Lnsf ≡ δ, therefore

M ′ ≡M .

4.5.2 Syntax Based Proof

P ′ is equivalent to P by construction. For each o′ is O′ there exists an o ∈ O

with the same name, assignments s′ ∈ S ′ and s ∈ S such that o = target(s) and

o′ = target(s′). Statements s and s′ are equivalent by structural induction.

• The structural induction has base case with variables that are the same in s

and s′: i ∈ I and r ∈ R in P with corresponding i ∈ I ′ and r ∈ R′ ∪W ′ in

P ′, respectively. These are equivalent since I ′ = I, and if r′ ∈ R′ then it is

equivalent to r as it was not modified. The case where r′ ∈ W ′ remains and

55



Table 4.4: Formal description of output Mealy machines M cm and M sm

Mcm〈FFcm,RIcm, Icm,Ocm, δcm,Lcm〉
FF cm = {}, RIcm = {}, δcm = {}
Icm = {Synthesis(I), Osm}; Osm: Output of M sm.
Lcm = {Lpo, Lnsf}
L

po = {Synthesis(expcu), u ∈ O}
Lnsf = {Synthesis(expcu), u ∈ R}
Ocm = {O′, Onsf}
O′ = {o′i = Synthesis(oi) = l

po

i (Icm), i = 1...m, lpo ∈ Lpo}
Onsf = {onsfi = Synthesis(r_ini) = lnsfi (Icm), i = 1...k, lnsf ∈ Lnsf}
Msm〈FFsm,RIsm, Ism,Osm, δsm,Lsm〉
FF sm = {ff sm

i = 〈onsfi , osmi , rismi , clk, σ〉, i = 1, ..., k}
δsm = {}; Direct wiring of Insf to flipflop inputs.
Lsm = {}; Direct wiring of flipflop outputs to Osm.
Ism = 〈Onsf , clk, σ〉, RIsm = RI.
Osm = {osmi = Synthesis(ri), ri ∈ R, i = 1, ..., k, }

is similar to the following inductive case since r′ is connected to the output of

the instantiated generic flipflop ff_r whose next state function is r_in.

• Statements s and s′ differ in case exprsn (s) contained a variable r ∈ R,

r = target(bs) and bs was a blocking statement. Without loss of generality,

let r ∈ vars(exprsn(s)) be such a variable, it will be replaced by r_in ∈ W ′

in s′. However, r_in, denoting the next state function of ff_r, is guarded

by an assignment r_in = r; in P ′ that guarantees a default value, and also

guarded by an assignment r_in = exprsn (bs); in P ′. By substitution of r

with exprsn(bs) in s and r_in with exprsn(bs) in s′, both statements are

equivalent.

The same applies to conditional expressions in conditional statements and wires in

W and W ′.

Theorem 4.5 generalizes to all non-parameterized programs as follows. A loop can

be unrolled into a sequence of conditional statements. Nested conditional statements
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Table 4.5: Functional Equivalence of M and M ′ by Structural Induction.
• Equivalence of the synthesis of expressions of original and transformed
programs
∀expc ∈ P c, exp ∈ P, expc = exp|uj :u_inj

for every uj ∈ Utb

∴ [syn(u_inj) in M ′ ≡ syn(uj) in M ] && (1)
[syn(uk) in M ′ ≡ syn(uk) in M ] where uk ∈ Utn (2)
→ [syn(expc) ≡ syn(exp)] (3)

• Base and recursive cases for the synthesis equivalence proof of uin and u
in M and M ′; (1)

syn(u_inj) =
flipflop corresponding to uj (base)
output wire of syn(expc,j) (recursive)

• Equivalence of output functions in M ′ to output and transition functions
in M ; (2)

syn(uk) in M ′ = flipflop of value

initial register value (base)
syn(expc,k) (recursive)

• Equivalence of output functions in M ′ to output and transition functions
in M
• l′c = syn(expc) and l = syn(exp) ∀ exp = exprsn(s) s.t. target(s) ∈
O, s ∈ S , l′c ∈ L′c, and l ∈ L
• lnsfc = syn(expc) and δ = syn(exp) ; ∀ exp = exprsn(s) s.t. target(s) ∈
R, s ∈ S , lnsfc ∈ Lnsfc , and δ ∈ δ
(3) → L′c ≡ L and Lnsfc ≡ δ
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can also be factored into a sequence of conditional statements.

4.6 Limitations

The Non-Structural Transform uses the type of variable assignment as key to de-

termine the connection of flipflop inputs and outputs. More specifically, a variable

inferred as flipflop and assigned using a blocking assignment has its new value in-

stantly accessible when referenced. Hence, assignments referencing the variable

should be connected to its corresponding flipflop input in the combinational/se-

quential separated code. In the example of Figure 4.4, the transform substituted

tmp with the introduced flipflop input tmp_in whether set or referenced in the code.

On the other hand, a variable inferred as flipflop and assigned using a non-blocking

assignment has its new value accessible only in the next trigger of the always block.

Therefore, in the combinational logic, assignments referencing the variable should

be connected to the flipflop output.

Assignment type conflict happens when the same variable is assigned with both

blocking and non-blocking assignments. It is considered a bad design practice, and

designers are highly recommended to avoid it. The Non-Structural Transform is in-

applicable on RTL with assignment type conflict. For this, we introduce a Synthesis-

Based Transform, described in Section 4.7, that can properly handle such RTL.

Another limitation of the transform is dealing with parametric designs. When

parameters are used in conditions or loops in the RTL, the instantiation of flipflops

is not definite. Instead it depends on the value of the parameters and of the depend-

ing variables and conditions. Separation of sequential and combinational logic in

parametric designs and the verification of the separated RTL with weaved concerns

using formal methods require identifying the condition upon which every flipflop is

instantiated. We introduce a Parametric Non-Structural Transform that provides

this capability. It transforms parametric RTL into equivalent RTL of separated com-
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binational and sequential blocks. The sequential block includes conditional flipflop

instantiations that depend on instantiation conditions computed by the transform.

We defer the discussion of the transform details to Chapter 5. The Parametric Non-

Structural Transform is a generalized version of the Non-Structural Transform and

applies to complex parametric and non-parametric RTL.

4.7 Synthesis-Based Transform

Synthesis Based Transform is applied to code where the same variable is a target

to both blocking and non-blocking assignments; i.e., designs with Assignment Type

Conflict (ATC), as illustrated in Figure 4.13. Such cases are usually treated by

linting tools that clean the present ATC. However, behavioral modules for emula-

tion would not go through the linting tools. Synthesis Based Transform maps RTL

sequential blocks in such modules into a synthesized gate-level netlist that can be

mapped back to ATC free RTL, as illustrated in the output of the ATC exam-

ple, presented in Figure 4.14. The ATC free RTL can then be processed by our

methodology using the Non-Structural transform.

module atc ( c l k , en , d1 , d2 , q , ) ;
input wire c l k , en , d1 , d2 ;
output reg q ;
reg tmp ;

always @(posedge c l k ) begin
i f ( en ) tmp = d1 & d2 ;
else tmp <= ! d1 ;

q <= tmp ;
end

end module

Figure 4.13: Example atc module with assignment type conflict (variable tmp).
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module atc−a ( c l k , en , d1 , d2 , q ,σ ) ;
input wire c l k , en , d1 , d2 , σ ;
output wire q ;
reg tmp ;
// f r e s h l y introduced wi re s
wire q_in ;
wire [ 0 : 0 ] not_d1 ;
wire [ 0 : 0 ] not_en ;
wire tmp_in ;
wire [ 0 : 0 ] d1_and_d2 ;

Sequential Block Instantiations

gf f f f_q ( q_in , q , 0 , c l k ,σ ) ;
gf f ff_tmp ( tmp_in , tmp , 0 , c l k ,σ ) ;

Combinational Block

assign d1_and_d2 =( d1&d2 ) ;
assign not_d1=(~d1 ) ;
assign tmp_in=( en? d1_and_d2 : not_d1 ) ;
assign q_in=( en?d1_and_d2 : tmp ) ;
assign not_en=(~en ) ;

end module

Figure 4.14: Output module of separate sequential and combinational blocks result-
ing from applying Synthesis Based Transform on atc module of Figure 4.13.
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Chapter 5

COM for Parametric RTL

5.1 Introduction

Parametrized designs such as libraries use parameter variables in conditional expres-

sions and loop bounds. These parameters may express concepts such as bit-width,

adder-size, precision, and delay count and remain to be decided upon full system

integration. The verification problem is trivial if the values of the parameter vari-

ables are determined. However, designers and design houses desire to verify their

library IPs before the values are determined.

COM uses symbolic execution to compute instantiation conditions for inferred

flipflops and transform parametrized RTL into parametrized C/S-RTL. While not

all verification techniques apply, the transformation enables symbolic and bounded

model checking techniques for parametrized C/S-RTL. It proceeds as follows.

1. It considers symbolic values for undecided parameters, and for each assign-

ment statement a, computes path condition pca using the strongest postcon-

dition technique. Assignment a executes if and only if pca evaluates to true.

Path condition pca ranges over parameter-related variables. A variable v is

parameter-related to parameter p if there exists an expression e such that

v, p ∈ vars(e). Typically these are parameter and iterator variables. Other
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variables are existentially quantified to simplify path conditions. This simpli-

fication along with the bounded nature of HDL modules allows the typically

expensive strongest postcondition computation to converge.

2. COM uses generic instantiation condition flipflops gicff where the instantiation

condition (IC) ic is computed appropriately from the path conditions of all

assignments that could affect the corresponding flipflops.

3. COM leverages the Verilog generate statement to use IC flipflop modules

within loops.

Instantiation Condition Computation

Flipflop Inference

Combinational 
Block Construction

Sequential Block
Construction

Sequential
Block with Flipflop 

Instantiations

Design RTL

C/S RTLDesign

Flipflops
assigned

only outside
loops

Flipflops
assigned

only within
loops

Flipflops
assigned in
and outside

loops

Flipflop Input 
Wire Declaration 

Flipflop List

Sequential
Block with IC Flipflop 

Instantiations

Parametric Design RTL

Flipflop List Strongest Post Condition 
Computation

Statement Path 
Condition

Figure 5.1: COM transform flow. Left: non-parametric transform. Right: paramet-
ric transform with conditional flipflop instantiation.

Figure 5.1 presents a high level comparison of the non-parametric and parametric

COM transforms. Both transforms separate sequential and combinational logic, and

instantiate generic flipflops. Parametric transform, however, uses an instantiation

path condition algorithm to compute the condition under which a flipflop gets in-

stantiated. It uses the resulting instantiation conditions (ICs) to create conditional

flipflop instantiations. In the following sections, we provide a formal description of

the parametric transform.
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5.2 Parametric RTL-to-RTL Algorithm

P’ = PrmRTLTransform(P)
FF= ffInfer (P) ; // similar to RTLTransform
[ R’ , W’ ]= RegWireInst (FF ,P) ;
I ’= I ; O’= O; V’= I ’ + O’ + R’ + W’ ;
//Compute ICs of FF
Map<( statement , f l i p f l o p ) , boolExprsn> icMap ;
icMap = InstPathCondCompute (S ,FF) ;
// compute the parametrized loops
pLS= { s . s∈ L , s i s parametrized , c l k edged ( s ) } ;
// compute the sequential block
Ps= PrmSeqBlkConstruct(P ,FF , pLS , icMap , c lk , σ ) ;
// compute the combinational block
RegWireBlk= PrmCombAssignConstruct (FF , P) ;
FLogicBlk= CombFLogicConstruct (FF , pLS , icMap ) ;
Pc= CombBlkConstruct(RegWireBlk , FLogicBlk ) ;
// construct the program
P’= ProgConstruct (V’ ,Ps ,Pc ) ;

Figure 5.2: PrmRTLTransform Algorithm.

Algorithm PrmRTLTransform shown in Figure 5.2 takes parametrized module

P and computes C/S-RTL module P ′.

We illustrate the algorithm by using the parametric part of the motivational

example in Section 3.2. Figure 5.3 presents example module. Figure 5.4 shows

the result of PrmRTLTransform when applied on example module. Lines 21-28 of

example-a in Figure 5.5 illustrate a generate loop with IC flipflops that solves the

parametrized loop problem of example in Figure 5.3, discussed in Section 3.2. Array

variable out has elements assigned within a parametrized loop in example. The

transform instantiates these elements as conditional flipflops. A flipflop condition is

computed from the path conditions of assigning statements in example.

Similar to RTLTransform in Chapter 4, PrmRTLTransform starts with flipflop

inference using ffInfer function, and register and wire computation using RegWireInst

function. It then computes variables V ′ of P ′.

PrmRTLTransform uses dynamic map icMap to associate parametrized state-

ment and flipflop pairs with Boolean expressions: icMap(pls,ff ) represents the IC of

inferred flipflop ff in parametrized loop pls. For convenience, when flipflop u ∈ FF
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module example (cond1 , cond2 , a, b , c , d, in , r , r2 , out , c lk ,σ);

parameter p; // same as in example
inputs cond1 ,cond2 ,a,b ,c ,d, c l k ;
input [0:p−1] in ;
outputs reg r , r2 ;
output reg [0:p−1] out ;
reg r3 , x;
integer i ;

always @ (posedge c lk ,σ) begin
i f (cond1==1) begin

r3 <= a;
x = a || b;

end
r <= x;
i f (cond2==1) begin

x = c && d;
end
r2 <= r3 && x;

l :for ( i =0; i < p; i = i +1) begin
i f ( i % 2) begin

21 i f ( i != 5) begin
out [ i ] <= in [ i ];

end
24 end

end
out [2] <= in [2];

27 i f (p > 7) begin
out [7] <= in [7] && in [5];

end
end

endmodule

Figure 5.3: Module example with a parametrized loop.

1module example-a (cond1 , cond2 , a, b , c , d, in , r , r2 , out , c lk ,σ);
parameter p;
inputs cond1 ,cond2 ,a,b ,c ,d, c l k ;

4 input [0:p−1] in ;
outputs wire r , r2 ;
output wire [0:p−1] out ;

7
wire r3 , x;
reg r_in ,r2_in ,r3_in ,x_in;// next state of FF

10 reg [0:p−1] out_in ;
integer i ;

13 // Sequential block ( refer to Figure 5.5)
// Combinational block ( refer to Figure 5.6)

Figure 5.4: Module example-a is the result of automatically transforming example
of Figure 5.3. example-a is composed of two separate sequential and combination
blocks presented in Figure 5.5 and 5.6 respectively.

is assigned outside a non-parametrized loop, we use icMap(0, u) to refer to its cor-

responding IC.

Algorithm PrmRTLTransform computes icMap using InstPathCondCompute

function defined in Figure 5.11. It then computes and passes the parametrized
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// generic flipflop insantiations
15 gf f f f_r (r_in ,r ,0, c lk ,σ);// Ps from SeqBlkConstruct

gf f f f_r2 (r2_in , r2 , 0, c lk , σ);
gf f f f_r3 (r3_in , r3 , 0, c lk , σ);

18 gf f f f_x (x_in , x ,0, c lk , σ) ;

// generic conditional flipflop insantiations
generate // Parametrized sequential block

21 for( i =0; i <p; i = i +1) begin
g i c f f f f_out [ i ](( i >=0 && i <p) && i %2 && i !=5 && !( i ==2 && t rue ) &&

!( i ==7&&p > 7)
24 end

g i c f f f f_out [2]( t rue )( out_in [3], out [3],0, c lk , σ);
//≡gff ff-out [2]( out_in [3],out[3],0,clk , σ);

27 g i c f f f f_out [7](p>7)( out_in [7], out [7],0, c lk , σ);
end generate

Figure 5.5: The sequential block of example-a in Figure 4.7. The shaded code
corresponds to the parametrized code of example.

statements to function PrmSeqBlkConstruct which constructs sequential block

Ps. Functions PrmCombAssignConstruct and CombFLogicConstruct compute

the combinational blocks RegWireBlk and FLogicBlk, respectively. Then function

CombBlkConstruct constructs the combinational block Pc from RegWireBlk and

FLogicBlk. Finally, function ProgConstruct computes P ′ from Pc and Ps. Sec-

tion 5.3 discusses function InstPathCondCompute.

Figure 5.7 presents Function PrmSeqBlkConstruct. The function takes P ,

FF , the parametrized loop statement list pLS from P , icMap and the clocking

signals. It iterates over pLS and uses recursive function GnrtLpConstruct (Fig-

ure 5.8) to compute generate statements. It then iterates over FF to compute

instantiations that occur outside the parametrized loops. It returns sequential block

Ps. For example, array variable out is assigned in the body of a parametrized loop

“for(i=0;i<p;i=i+1)” in example. PrmSeqBlkConstruct creates a corresponding

loop (Lines 20-28 of example-a, Figure 5.5) with instantiations of flipflop out, in

a generate loop. Since r, r2, r3, x, out[3], and out[7] ∈ FF are assigned outside

the parametrized loop in example, PrmSeqBlkConstruct instantiates their corre-

sponding flipflops outside the loop in example-a. A generic flipflop gff is used for
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always@(*) begin
// output from PrmCombAssignConstruct

30 r_in = r ;
r2_in = r2 ;
r3_in = r3 ;

33 x_in = x ;
// output from CombFLogicConstruct
i f (cond1==1) begin

36 r3_in <= a;
x_in = a || b;

end
39 r_in <= x_in;

i f (cond2==1) begin
x_in = c && d;

42 end
r2_in <= r3 && x_in;

// Parametrized combinational block
42 // output from PrmCombAssignConstruct

for ( i =0; i < p; i = i +1) begin
i f (( i % 2)&&( i !=5)&&( i !=3)&&( i !=7||!(p>7))) begin

45 out_in [ i ] = out [ i ];
end

end
48 out_in [3] = out [3];

i f (p>7) begin
out_in [7] = out [7];

51 end
// output from CombFLogicConstruct
for ( i =0; i < p; i = i +1) begin

54 i f ( i % 2) begin
i f ( i != 5) begin

out_in [ i ] <= in [ i ];
57 end

end
end

60 out_in [2] <= in [2];
i f (p > 7) out_in [7] <= in [7] && in [5];

end // end of always block
end module

Figure 5.6: The combinational block of example-a in Figure 4.7. The shaded code
corresponds to the parametrized code of example.

the of IC flipflops r, r2, r3, and x since they have an IC of true.

Function GnrtLpConstruct takes a parametrized loop pls and recursively con-

structs generate loop statement gls. Statement gls contains IC flipflops correspond-

ing to variables u ∈ FF assigned in loopB(pls) where icMap(u, pls) provides the

ICs.

Similar to CombAssignConstruct, function PrmCombAssignConstruct sets
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Ps = PrmSeqBlkConstruct(P ,FF , pLS , icMap , c lk , σ )
Ps= "generate "
foreach p l s in pLS

Ps . append ( //create generate statement and append to Ps
GnrtLpConstruct( p l s , icMap , c lk , . . . ) ) ;

endfor
//instantiations for f f assigned outside pLS
foreach u in FF

i c = icMap (0 , u ) ;
i f ( i c == n u l l ) cont inue ;
Ps . append ( //u has IC outside pLS

g i c f f I n s t a n t i a t e (ffu , ic , lookUpWire(u ) ,u , 0 , c lk , σ ) ) ;
endfor
Ps . append ( "end generate " ) ;

Figure 5.7: PrmSeqBlkConstruct Function.

g l s =GnrtLpConstruct( p l s , icMap , c lk , σ )
//Recursively , ca l l GnrtLpConstruct on parametrized
//loops in LoopB(pls )
foreach p l s ’ in loopB ( p l s )
i f (stmtType ( p l s ’ ) !=l oop ) cont inue ;
i f ( p l s ’ i s not parametr ized ) cont inue ;
LpBody+= GnrtLpConstruct( p l s ’ , icMap , c lk , σ ) ;
endfor
//Add g i c f f instantiations of vars assigned in loopB(pls )
foreach u in FF
i f ( ( i c = icMap ( p l s , u ) ) != n u l l )
LpBody+= gicffInst (ffu , ic , lookUpWire(u ) ,u , 0 , c lk , σ ) ;

endfor
g l s= compLStmt( // compose the loop statement

initExp ( p l s ) , exprsn ( p l s ) , incrementExp ( p l s ) , LpBody ) ;

Figure 5.8: GnrtLpConstruct Function.

default initial values for flipflop input wires. It first iterates over pLS and calls

LpAssignConstruct to create loops that handle default initial values for variables

assigned in the loop body loopB (pls). Then it composes conditional assignment

statements for the flipflops inferred outside pLS where the conditional expression is

the corresponding IC.

PrmCombAssignConstruct produced Lines 30−33 and 42−51 of example-a in

Figure 5.6. Inferred flipflops independent on parameters has instantiation conditions

that evaluate to True, and hence their instantiation assignment statements are not

conditional (Lines 30 − 33). In Lines 42 − 51, PrmCombAssignConstruct condi-

tionally initialized out_in[i] and out_in[7] based on the IC of their corresponding

flipflops.

Function LpAssignConstruct creates initializing statements for variables as-
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CombAsgnmtB = PrmCombAssignConstruct(FF , pLS , icMap )
foreach p l s ∈ pLS //Add loop to in i t i a l l y assign
// vars assigned in LoopB(pls )
LpAsgnmtStmt=LpAssignConstruct ( p l s , icMap ) ;
CombAsgnmtB . append (LpAsgnmtStmt ) ;
endfor
//Add in i t i a l assign stmts of vars assigned outside pLS
foreach u in FF
i f ( ( i c=icMap (0 , u ) ) !=n u l l )
AStmt = compAStmt(lookUpWire(u ) ,u ) ;
CStmt = compCStmt( ic , AStmt ) ;
CombAsgnmtB . append (AStmt ) ;
endif

endfor

Figure 5.9: PrmCombAssignConstruct Function.

signed in loopB (pls) that correspond to inferred flipflops. In Figure 3.2, out[i]

is assigned in a parametrized loop. Hence, LpAssignConstruct constructed a

parametrized loop to set the initial values of out_in[i] on Line 45 of Figure 5.6.

The function is recursive to handle nested parametrized loops.

LpAsgnmtStmt = LpAssignConstruct( p l s , icMap )
//Recursion to handle nested parametrized loops
foreach p l s ’ in LoopB ( p l s )
i f (stmtType ( p l s ’ ) != l oop ) cont inue ;
i f ( p l s ’ i s not parametr ized ) cont inue ;
LpBody+= LpAssignConstruct ( p l s ’ , icMap ) ;
endfor
// in i t i a l assignments of vars assigned in LoopB(pls )
foreach u in FF
i f ( ( i c=icMap ( p l s , u ) ) !=n u l l )
AStmt= compAStmt(lookUpWire(u ) ,u ) ;
LpBody+= compCStmt( ic , AStmt ) ;
endif

endfor
LpAsgnmtStmt = compLStmt(

initExp ( p l s ) , exprsn ( p l s ) , incrementExp ( p l s ) ,LpBody ) ;

Figure 5.10: LpAssignConstruct Function.

5.3 Instantiation Path Condition

Algorithm InstPathCondCompute from Figure 5.11 computes icMap that maps a

pair (pls, u) to an instantiation condition ic where pls ∈ pLS and u ∈ FF . It also

constructs pcMap which maps a path condition to every statement in S.

It proceeds in four steps as follows.
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icMap = InstPathCondCompute(S ,FF)
// compute path conditions for a l l statements
Map<statement , boolExprsn> pcMap ; // path condition map
PathCondCompute(S , pcMap , True ) ;
//
Map<( statement , f l i p f l o p ) , boolExprsn> icMap ; // instantiation condition map
PLIPCCompute(S ,FF , pcMap , icMap ) ;
FFIPCCompute(S ,FF , pcMap , icMap ) ;
IPCMutex(S ,FF , icMap ) ;

Figure 5.11: InstPathCondCompute Algorithm.

1. Function PathCondCompute recursively computes the strongest post condi-

tions for all statements in S and constructs the path condition map pcMap.

It takes path condition cond and calls process to perform constant prop-

agation and redundancy reduction on cond. For each statement s ∈ S, it

updates pcMap. When s is a loop statement, PathCondCompute recursively

propagates the conjunction of cond with expression loopGuard guarding s

to its loop body loopB(s). For simplicity of presentation, we assume all

loops are monotonically increasing with a step of 1. When s is a conditional,

PathCondCompute recursively propagates the conjunction of cond with the

expression of the conditional e to the then block, and the conjunction of cond

with ¬e to the else block.

PathCondCompute(S , pcMap , cond )
Process ( cond ) ;
foreach s in S

pcMap ( s )=t rue ∧ cond ;
i f s ∈ L //loop statement
loopGuard= iterator ( s )>=exprsn ( initExp ( s ) )∧exprsn ( s ) ;
PathCondCompute(loopB ( s ) ,pcMap , loopGuard ∧ cond ) ;
endif// end loop
i f s ∈ C //conditional statement
PathCondCompute(Then( s ) ,pcMap , exprsn ( s ) ∧ cond ) ;
PathCondCompute(Else ( s ) ,pcMap , (¬exprsn ( s ) ) ∧ cond ) ;
endif//end conditional

endfor

Figure 5.12: PathCondCompute Function.

The initial call to PathCondCompute, in InstPathCondCompute algorithm,

has a value True for the cond argument. Hence, for the shaded code of mod-
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ule example in Figure 3.2, PathCondCompute computes the path condition

of statements in S (lines 20, 24, 25) as True. Statements within conditional

or loop blocks are set by the recursive call of PathCondCompute. For ex-

ample, assignment statement at line 22 has a path condition: (i >= 0&&i <

p)&&i%2&&i! = 5.

2. Function PLIPCCompute takes statement block S, FF , path condition map

pcMap and constructs the IC map icMap for flipflops whose corresponding

variables are assigned in parametrized loops. It computes all parametrized

loop statements pLSall and then computes statements Su that constitute the

data flow for each u ∈ FF . The IC of u in parametrized loop pls ∈ pLSall

is the disjunction of the path conditions of the parametrized loop statements

constituting its data flow.

PLIPCCompute(S ,FF , pcMap , icMap )
pLSall=nestedPrmLps (S ) ;
foreach u in FF

Su= { s . s∈S , s∈ A and target ( s )=u} ; //dataflow of u
foreach p l s in pLSall

icMap ( p l s , u )= f a l s e ;
plsBsu= { s . s∈Su , s∈LoopB ( p l s ) } ; //dataflow of u in pls
foreach s in plsBsu

icMap ( p l s , u )=icMap ( p l s , u ) ∨ pcMap ( s ) ;
endfor

endfor
endfor

Figure 5.13: PLIPCCompute Function.

In example, PLIPCCompute computes the instantiation condition of inferred

flipflop out[i], in parametrized loop l, to be the path condition of the assigning

statement at line 22 as computed by PathCondCompute.

3. Function FFIPCCompute considers all inferred flipflop variables u ∈ FF that

are assigned outside parametrized loops and computes their instantiation con-

ditions outside the parametrized loops.

FFIPCCompute computes the instantiation condition of inferred variables

out[2] and out[7], in example, to be True and p > 7, respectively.
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FFIPCCompute(S ,FF , pcMap , icMap )
pLSall=nestedPrmLps (S ) ;
foreach u in FF

icMap (0 , u )=f a l s e ;
Su= { s . s∈S and s 6∈ pLSall} ; //dataflow of u outside pLSall

Au= { s . s∈Su , s∈A and target ( s )= u} ;
foreach s in Au

icMap (0 , u )=icMap (0 , u ) ∨ pcMap ( s ) ;
endfor

endfor

Figure 5.14: FFIPCCompute Function.

4. Function IPCMutex resolves possible intersections between instantiation con-

ditions computed inside and outside parametrized loops. It first checks whether

a flipflop inferred variable u ∈ FF has more than one IC in icMap. If so, it

makes sure that the conditions are mutually exclusive and that the statements

that appear last have priority in instantiation. The exclusion happens by

conjunction with the negation of other conditions.

IPCMutex (S ,FF , icMap )
pLSall=nestedPrmLps (S ) ;
foreach p l s in pLSall

// consider the following parametrized loops
pLSf=followingPrmLps ( p l s , parentBlock ( p l s ) ) ;
foreach u in FF
i f ( icMap ( p l s , u )==n u l l ) cont inue ;
//u has an instantiation statement in pls
foreach plsf ∈ pLSf

// compute ipc in following loops
ic_f= replaceVar ( icMap (plsf ,u ) , iterator (plsf ) , iterator ( p l s ) ) ;
// exclude i t in the considered loop
icMap ( p l s , u )= icMap ( p l s , u ) ∧¬ ic_f ;

endfor
//do the same for the nested loops
pLSn=nestedPrmLps (LoopB ( p l s ) ) ;
foreach plsn ∈ pLSn

ic_n= replaceVar ( icMap (plsn ,u ) , iterator (plsn ) , iterator ( p l s ) ) ;
icMap ( p l s , u )=icMap ( p l s , u )∧¬ic_n ;

endfor
//do the same for instantiation outside parametrized loops
Su= { s . s ∈ S and s 6∈ pLSall}
Au= { s . s ∈ Su , s ∈ A and target ( s )= u} ;
foreach s in Au

ic_a= iterator ( p l s )== index (u , s ) ∧ icMap (0 , u ) ;
icMap ( p l s , u )= icMap ( p l s , u ) ∧¬ic_a ;

endfor
endfor

endfor

Figure 5.15: IPCMutex Function.

In example, out variable is assigned within parametrized loop l and in as-

signments at lines 24 and 26. IPCMutex updates icMap(l, out[i]) to (i >=
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0&&i < p)&&i%2&&i! = 5&&!(i == 2&&true)&&!(i == 7&&p > 7).

5.4 Proof of Correctness

This section presents a proof of correctness of the parametric transformation.

Theorem 2: Given program P with a parameter variable p, PrmRTLTransform(P )

returns a program P ′. Let P |p=b be P with parameter p substituted with an arbi-

trary value b. RTLTransform (P |p=b) is equivalent to P ′|p=b.

Lemmas: For the proof of Theory 2, we use the following lemmas.

• Lemma 1: gicff ff_u(True)(u_in, u, 0, clk, σ);≡ gff ff_u(u_in, u, 0, clk, σ);

by construction.

• Lemma 2: gicff ff_u(False)(u_in, u, 0, clk, σ);≡ ε by construction.

• Lemma 3: if(True)ThenB;≡ ThenB by construction.

• Lemma 4: if(False)ThenB;≡ ε by construction.

Theorem 2 Proof: We unroll all loops of RTLTransform(P |p=b) and P ′|p=b

for the given value b to form equivalent programs P1 and P ′1. We evaluate all flipflop

instantiation conditions to either true or false in P ′1. We replace all occurrences of

gicff (true)(args) with its equivalent gff (args) and gicff (false)(args) with its equiv-

alent empty statement and form P ′2. We replace condition statements instantiating

flipflops with the flipflop instantiation assignment statements when the conditions

evaluate to true, and with ε when the conditions evaluate to false. P ′2 is equivalent

to P1 by structural induction.
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Chapter 6

COM for Embedded Systems

6.1 Introduction

With embedded system complexity on the rise, high-level embedded system frame-

works, such as Behavior Interaction Priority (BIP) [49, 55], and Metropolis [15–17],

simplify design flow by separating high level design concerns. BIP separates behav-

ior from synchronization and data transfer structure. It provides an abstraction of

behavior concerns (functionality) and interactions and priority concerns (commu-

nication and synchronization) through a hierarchy of prioritized interactions that

connect atomic BIP components. It also allows for a simpler reconfigurable de-

sign and for correctness by construction. Metropolis separates communication from

computation, functionality from architecture, and behavior from performance. The

work in [56] separates functionality, timing and synchronization, and transactional

concerns. These approaches address concern separation by syntactic restrictions

with corresponding concern semantics.

In general, embedded system components are typically mapped into either software

or hardware blocks. Therefore, the realization of the embedded design models into

embedded system products requires tying the embedded system framework to a tra-

ditional hardware design flow. As a consequence of this major step, new hardware
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concerns present as emerging challenges.

Recently, researchers proposed a design flow for the generation of a hardware cir-

cuit implementation of BIP system models [71]. With the current implementation,

hardware concerns need to be weaved in manually. This is exhaustive to designers

due to the diverse skill requirements across the different design levels. Thus, the

separation of these design concerns is necessary for efficient design cycle time.

Furthermore, the hardware concern insertion is done late at the circuit level imple-

mentation where the one-to-one mapping between the BIP logic elements and the

circuit elements may be lost due to the traditional design flow. This complicates

the verification process as designers, occupied with high level concerns, have now to

manually isolate and debug their modules from the weaved-in circuitry serving the

concerns. This is considered a difficult and time consuming process.

In this chapter, we apply our methodology of concern separation on the BIP frame-

work as a demonstration of its generality and applicability on embedded systems

frameworks. Similar to the previous chapter, the methodology separates memory

element based design concerns at the high level language focusing on improving de-

sign and verification efficiency.

We start the chapter with an overview of traditional BIP design flow. Then, we

present the methodology along with an example program transformation.

6.2 Traditional BIP Design Flow

In this section, we discuss the design flow of embedded systems. We refer, in the

next section, to this design flow to demonstrate the modifications introduced by our

methodology.

Figure 6.1 presents a typical BIP design flow embedded system. The core com-

ponents of the design flow include the following.
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Figure 6.1: Design flow of BIP.
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1. BIP Specification: is composed of the following entities: discrete events, data

transfer, labeled transition system, and imperative code actions.

2. Refinement and Synthesis Process: separates specification code into software

and hardware components. Typically, discrete events are realized with behav-

ioral and logical synthesis while other entities can be partitioned through either

the behavioral and logical or the compiler and software synthesis processes.

3. Implementation Phase: The behavioral and logical synthesis of the BIP blocks

map to logical circuits and the compiler and software synthesis results in a

processor executable.

4. Concern Weaving: Logic concern insertion would take place at the gate level af-

ter the implementation phase. Traditionally, the different concerns are weaved

into the logic circuit iteratively until all concerns are added.

5. Debugging: The resultant circuit and processor executable are then passed

to proof and model checking tools. In case a counter example is found, the

counter example values are mapped back to the circuit and executable with

the goal of identifying the defect in the original BIP specification code.

Both debugging and concern weaving phases require the designers to manually map

gate-level circuits and counter examples back into BIP which is indeed an exhaustive

and tedious process.

6.3 COM for BIP Embedded Systems

Our methodology enables automatic weaving of concerns into BIP code using two

major blocks: Conservative High-level Memory Element Separation block and Concern-

aware Technology Mapping block. Figure 6.2 illustrates the novel design flow with

the introduced blocks to the traditional flow presented earlier in Figure 6.1.
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Figure 6.2: Introduced design flow with memory elements separation and concern-
specific technology mapping.
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The Conservative High-level Memory Element Separation block takes as input

the post partitioning BIP code targeted for hardware implementation. The output

of this step is a BIP code where sequential elements (code with inferred memory

elements) are separated from combinational elements. The behavioral and logical

synthesis will thus map the sequential elements to flipflops in a one-to-one manner

and the combinational elements to logic gates. The downstream hardware synthesis

optimizations typically preserve a two-way mapping between the original and the

optimized modules. Therefore, translation of event traces all the way to the RTL

will still be supported by the methodology when hardware synthesis optimizations

are included in the design flow. It is worth noting that the code passed to the Com-

piler and Software Synthesis process is the original BIP code. Thus, the separation

does not affect the processor executable partition. A BIP-specific description of this

block is provided in section 6.4.3.

The Concern-aware Technology Mapping block replaces memory elements by concern-

specific flipflops. It also maps the logic circuit components to their corresponding

library elements. Concern-aware technology mapping frees the designer from the

complexities that are concern-specific. For example, DFT pervasive verification and

scan chain debugging require a lot of team months mainly due to time overhead for

flipflop instantiation and concern weaving. Several library and design side files that

specify flipflop, LCB types, scan chain types, wiring and override rules are typically

involved [33].

The new design flow separates memory elements and the concerns related to them

from the rest of the design. The embedded one-to-one mapping of flipflops that are

circuit memory elements to variables that are BIP memory elements allows the ver-

ification process to happen at the BIP level, where designers have more familiarity,

opposed to the circuit/gate level.
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6.4 BIP-to-BIP Transformation

6.4.1 Preliminaries

This section presents some preliminary definitions and terminology used in the for-

mal description of the BIP-to-BIP transformation in section 6.4.3.

Let P(Comp, SharedData) be a BIP program such that:

SharedData: set of shared variables among compounds in P

Comp: set of compounds

{comp1{Comp1,Atomic1,Conn1},..., compk{Compk,Atomick,Connk}}, where

k ∈ N. For i ∈ {1, ..., k}, we define component elements:

• Atomici: set of atomics in compi, where an atomic is defined as atomic(Data,

Port, Place, initPlace, initPlaceDo, Trans) such that

1. Data, Port, Place, and Trans denote the sets of data elements, ports,

places, and transitions in atomic, respectively. The atomic starts by

executing the sequence of statements initPlaceDo and assuming the

initialPlace place. Hereafter, we refer by data to a data element in Data.

• An element ofPort is defined as port(AssocData, export) whereAssocData

⊆ Data represents the variables associated to port, and the Boolean export

indicates whether port is public.

• A transition trans in Trans is defined as trans(fromPlace, toPlace, assocPort,

guard, Do) where:

1. fromPlace: is the source place of trans.

2. toPlace: is the destination place of trans.

3. assocPort: belongs to Port and is the port associated to trans.

4. guard: is a predicate over variables from Data.
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5. Do: is the sequence of action statements of trans.

• Conni: is set of connectors in compi. A connector is defined as conn(AssocPort,

Var, Interaction, expPort) where:

1. AssocPort is the set of ports associated to conn

2. Var is the set of variables of conn

3. Interaction is the set of interactions of conn.

4. expPort is the export port of conn.

• An interaction is defined as interaction(up, down, guard, SimPort) where:

1. up defines the up data transfer up and includes a sequence of action

statements UpAction.

2. down defines the down data transfer and includes a sequence of action

statements DownAction.

3. guard is a guard Boolean expression.

4. SimPort is the set of interaction ports and is a subset of theAssocPort

set of the interaction’s connector.

6.4.2 Sender-Receiver Example

To explain the transformation and emphasize terminology, we provide a simple BIP

Sender-Receiver example. The Sender-Receiver system is presented in Figure 2.5.

It transmits periodically data from the sender to the receiver. The sender generates

data while in place l1 as its port workS is always on, and waits for the receiver to

be ready in place l2. The receiver transitions from the initial l1 place to the ready

l2 place using the always on workR port, waits for 5 time ticks, and then it readies

port commR which connects to the sender’s port commS. The uplink of connector

C transfers dataS to dataC, the down link transfers dataC to dataR, and then both
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components reset.

A full BIP implementation of the system is presented in Figure 2.6.

6.4.3 BIP-to-BIP Transformation

In this section, we present a formulation of the memory element separation trans-

formation.

Given: program P(Comp, SharedData)

We introduce a transformation T such that P’(Comp’, SharedData’) is the result

of applying T on P.

Transformation T takes as input a set of components Comp and recursively tra-

verses compound components until it reaches the leaf components and applies the

Atomics Transformation and the Connectors Transformation on them. The initial

call T(P.Comp) takes as input the set of compound components of P and is defined

as presented in Figure 6.3.

T(Comp){
foreach i∈{1 , . . . , |Comp | }

Consider compi{Compi , Atomici , Conni , ExpPorti}∈Comp
Construct comp′i{Comp′i ,Atomic′i ,Conn′i ,ExpPort′i} by :
1 . Apply Atomics Transformation on a l l atomics in Atomici

2 . Apply Connectors Transformation on Conni

3 . foreach j∈{1 , . . . , |Compi | }
Pick compj{Compj ,Atomicj ,Connj ,ExpPortj} from Compi

Recurs i ve l y c a l l T(compj .Compj )
endfor

endfor
}

Figure 6.3: Algorithm of BIP-to-BIP transformation T .

Atomics Transformation

The atomic transformation takes as input an atomic component atomic and con-

structs two atomic components atomic’ and atomic’D with interactions CombIn-

teraction between them. Component atomic’D is used as a dummy, atomic’ houses

the sequential elements, andCombInteraction houses the combinational logic and
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transition actions of atomic. The transformation is defined as follows.

input: Atomici, SharedData

output: Atomic’ i, interactions Ai, SharedData’

foreach atomic (Data , Port , Place , Trans ) in Atomici :

Atomic’i += {atomic’ , atomic’D}

Ai += CombInteraction

endfor

where atomic’, atomic’D, and CombInteraction are constructed from atomic us-

ing the following steps.

Step 1. atomic’ keeps the same data variables of atomic and adds an integer

variable place_var. The value of place_var in atomic’ encodes the current place in

atomic.

atomic’ . Data = atomic . Data ∪ {place_var } .

Step 2. For atomic’, use the same ports as atomic, and for each port associate all

atomic’ data variables and set export to true.

atomic’ . Port = atomic . Port

foreach port in atomic’ . Port

por t . expor t = t rue ; por t . AssocData =atomic’ . Data

endfor

Step 3. Set for atomic’ a labeled transition system of a single initial place called

one and keep the initial statements from atomic. The single state is to preserve

the BIP syntax and does not require memory elements. Append a statement to

atomic’.initPlaceDo that sets place_var to 0 which encodes atomic.initPlace.

atomic’ . Place={one}

atomic’ . i n i t P l a c e = one

atomic’ . in i tP laceDo= atomic . in i tP laceDo ; place_var=0 ;

Step 4. Preserve the ports in the transitions, update the start and end places to

one, set guard conditions to true and remove actions.

foreach t rans in atomic . Trans

Port ’ = corresponding po r t s o f t r a n s . Portin atomic’

atomic’ . Trans+={ t r a n s ’ ( Port’ , one , one , true , { } ) }

endfor
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Step 5. Create atomic’D as a duplicate of atomic’ to serve as the sequential atomic

with memory elements. Data is housed in atomic’D and shared with atomic’.

SharedData’ +=atomic’D . Data .

Step 6. Lift the combinational logic of each atomic transition trans to a newly

defined interaction in the set of interactions CombInteraction. The atomic data

variables are read in the up data transfer of the interaction, and the combinational

action sequence of trans is moved to the down data transfer of the interaction which

also updates place_var to an integer constant encoding the trans.toplace. The in-

teraction guard is the conjunction of trans.guard and a check whether place_var is

equal to a constant integer that encodes trans.fromPlace.

Let CombInteraction be an empty s e t o f i n t e r a c t i o n s .

foreach t rans in atomic . Trans ,

CombInteraction+=combInteract ion ( t rans )

endfor

where combInteraction(trans) is a helper function that returns an interaction with

up, down, guard, and SimPort as defined in Figure 6.4.

foreach z in{1 , 2 , . . . , | atomic . Data | } ,
Let p o r t ’ = corresponding po r t s o f assocPort in atomic’
upAction += " dataz =p o r t ’ . dataz ; "

endfor

foreach z in {1 , 2 , . . . , | t rans .Do | } ,
Let p o r t ’ = corresponding po r t s o f assocPort in atomic’D
i f ( doz i s in the form of " data=expre s s ion z ; " )

DownAction+= " p o r t ’ . data = expre s s ion z ; "
else

DownAction+= doz

endif
DownAction+ = " place_var= encode ( t rans . toPlace ) ; "

endfor

Let assocPor t ’ and assocPort’D be the corresponding por t s o f t rans . assocPort and
atomic’D in atomic’ , r e s p e c t i v e l y .
SimPort= { assocPort ’ , assocPort’D }

guard= t rans . guard ∧ ( place_var==encode ( t rans . fromPlace ) )

Figure 6.4: The up and down action and guard constructs of interaction constructed
by helper function combInteraction in CombInteraction.
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Connectors Transformation

The connectors transformation takes as input the original connectors in P, and

creates corresponding connectors in P’ that involve corresponding P’ ports from

atomics and dummy atomics.

It also creates new connectors that house the new combinational interactions result-

ing from the atomics transformation. For every interaction a in Ai:

a. If there exists a connector conn that has simulating ports of a in conn.AssocPort

then add a to the conn.Interaction,

Else: Create a new connector conn for the interaction.

b. Add to conn.Data the data variables associated with the ports involved in a.

Note that these variables map to wires in the logic circuit and do not require

memory elements.

Figure 6.5 presents the formal description of the algorithm.

foreach a in Ai , foreach conn′ in Conn′ ,
i f (a . SimPort ⊆ conn′ . AssocPort )

foreach i n t e r a c t i o n ∈ conn′ . In t e rac t ion ,
i f (a . SimPort ⊆ i n t e r a c t i o n . SimPort )

i n t e r a c t i o n . guard=i n t e r a c t i o n . guard∧a . guard
i n t e r a c t i o n .Up = i n t e r a c t i o n .Up ∪ a .Up
i n t e r a c t i o n .Down =i n t e r a c t i o n .Down ∪ a .Down

endif
endfor
i f ( !∃ i n t r ∈conn′ . In t e rac t ion , a . SimPort ⊆ i n t r . SimPort )

conn′ . I n t e r a c t i o n+= a .
PortData = ∪simP ort∈a.SimP ort simPort . AssocData
conn′ .Var = conn .Var∪conn′ .Var∪PortData

endif
else // a .SimPort i s not subset of conn’ .AssocPort

conn′ . AssocPort = a . SimPort
conn′ .Var =∪simP ort∈a.SimP ort simPort . AssocData
conn′ . I n t e r a c t i o n= a .

endif
endfor

Figure 6.5: BIP-to-BIP connectors transformation algorithm.
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6.4.4 Correctness

The transformation produces a BIP system P’ that is semantically equivalent to

the original BIP system P as (1) the state of the data variables in both systems are

equal, and (2) the state of the component places in P are equivalent to the state of

the place_var variables in the components of P’. The proof follows straightforward

by construction on the structure of P and P’.

6.4.5 Discussion of Transformation by Application on Sender-

Receiver Example

In this section, we apply the transformation on the Sender-Receiver example dis-

cussed in Section 6.4.2. Figure 6.6 shows the resulting BIP system, and Figure 6.7

presents the details of the connectors in the transformed system.

Figure 6.6: Modeling of the Sender-Receiver BIP system output by the transforma-
tion.

Atomic Transformation takes the Sender atomic and constructs Sender’ and

Sender’D atomics for it, each with of a single place (Step 3 ) and both share the

data initially in Sender as well as the integer variable place_var that encodes the

current place of Sender with enumerated constant integer values (Step 1 ). The

transitions of Sender are transformed to interactions that preserve the combina-

tional logic as well as the places (Step 4 ). For example, transition trans1: (l1, l2,

workS, [true], dataS=dataS+1) (Figure 2.6) is transformed to transition (one, one,

workS, [true], { }) and interaction_trans1 (Figure 6.7-a). The guard of the interac-

tion checks place_var of Sender’/Sender’D against the constant encoding fromPlace
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of trans1. The Up and Down actions are set according to Step 6 of the Atomic

Transformation, where Sender’D variables are read in Up and the combinational

logic (dataS=dataS+1) of trans1 is performed in Down. Similarly, Receiver’, Re-

ceiver’D and a set of three interactions resulted from the transformation of Receiver

and its three transitions.

Then Connector Transformation applies to connector C of the Sender-Receiver.

It replaces the ports of C by the corresponding ports in the transformed atom-

ics: {atomic’.commS, atomic’.commR, atomic’D.commS, atomic’D.commR}, and

updates the ports involved in the interaction to include atomic’D.commS and

atomic’D.commR in addition to atomic’.commS and atomic’.commR.

The Connector Transformation also constructs new connectors to house the interac-

tions resulting from the Atomic Transformation. For example, a new connector C1

housing interaction_trans1 is introduced since the ports of the existing connector C

do not include the simulating ports of the interaction. Finally, the transformation

updates the variables of each connector to include the variables associated with its

ports. For example, {dataS, commS_place0, dataR, t, commR_place1} are added

for C.
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Connector C1
int dataS , workS_place ;
// Interaction trans1
on atomic’.workS atomic’D.workS
Guard: atomic’.workS. Place_var == 0
Up:
dataS = workS. dataS ;
workS_place_var = atomic’.workS. place_var ;
Down:
atomic’D.workS. dataS = dataS +1;
atomic’D.workS. place_var =1;

(a)
Connector C2
int dataR , t , workR_place
// Interaction 1
on atomic’.workR atomic’D.workR
Guard: workR. place_var == 0
Up:
dataR= atomic’.workR.dataR;
t = atomic’.workR. t ;
workR_place_var = atomic’.workR. place_var ;
Down:
atomic’D.workR. t = t +1;
atomic’D.workR. place_var =1;

// Interaction 2
on atomic’.workR atomic’D.workR
Guard: atomic’.workR. t < 5 && atomic’.workR. place_var == 1
Up:
dataR= atomic’.workR.dataR;
t = atomic’.workR. t ;
workR_place_var = atomic’.workR. place_var ;
Down:
atomic’D.workR. t = t +1;
atomic’D.workR. place_var = 1;

(b)
Connector C
int dataC , dataS , commS_place_var
int dataR , t , commR_place_var
// Interaction 1
on atomic’.commS atomic’.commR atomic’D.commS atomic’D.commR
Guard: (atomic’.commS. place_var == 1 )

&& (atomic’.commR. t == 5 && atomic’.commR. place_var == 1 )
Up:
dataC = commS. dataS ;
dataS = atomic’.commS. dataS ;
dataR = commR.dataR;
t = atomic’.commR. t ;
commS_place_var = atomic’.commS. place_var ;
commR_place_var = atomic’.commR. place_var ;
Down:
commR.dataR = dataC;
atomic’D.commS. place_var = 0;
atomic’D.commR. t = 0;
atomic’D.commR. place_var =0;

(c)

Figure 6.7: Connectors C1 and C2 introduced by transformation T on the Sender−
Receiver BIP system, and the updated connector C. Figures 6.7(a), (b), and (c)
present the data variables and interactions of connectors C1, C2, and C respectively.
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Chapter 7

Verification at RTL with COM

This chapter discusses how the introduced Concern Oriented Methodology enables

verification at RTL. It also present a tool that allows utilizing COM and thereby

RTL verification for existing manually concern-weaved RTL. Finally, the chapter

discusses the concern weaving tool.

7.1 Verification at RTL using COM

Concern Oriented Methodology separates sequential logic from combinational logic

and maintains the the design functionality. This separation is essential for automatic

weaving of memory related concerns into the RTL. Insertion of concerns at RTL is

the key for verification at RTL.

Traditional design flows require the engineer to manually insert the concerns

into RTL for RTL level verification. This is not straight-forward. It requires manual

inference of memory elements, instantiation of concern related structures and wiring,

and is subject to frequent changes upon any modification in functional or concern

code. It is even worse when dealing with IPs from external vendors, since the

designer will have understand the IP implementation which is very inconvenient and

inapplicable in many cases. COM automates the inference of memory elements, and

the insertion of memory related concerns through the RTL-to-RTL transformations,
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and therefore enables verification at RTL.

The high level memory element inference and separation also allows for a one-

to-one mapping of RTL flipflops and physical flipflops. This greatly simplifies de-

bugging, and reduces the verification iterations. In addition, the separation allows

concern engineers to work independently on their concern code whether during im-

plementation or debugging. If the feedback is related to functionality, the logic

design applies changes to the RTL without having to understand any concern RTL

that will be weaved in later by the methodology. And, if the feedback is related to

a specific concern, then the corresponding concern engineer applies changes to the

concern recipe files. He does not need to worry about its insertion into the functional

RTL. COM weaves in concerns into the design and passes it again to the verification

tools. The result in verification at RTL and significantly increase of productivity

and speed up of the debugging time.

7.2 Verification of Parametric Deigns Using Para-

metric COM

Parametric COM transforms parametric RTL into parametric C/S-RTL. Using para-

metric C/S-RTL in the design functional verification improves debugging efficiency. In

this section, we discuss the advantage of using parametric COM in the verification

flow in comparison with using non-parametric COM for multiple fixed parameter

values in the design.

Figure 7.1-a presents the verification flow of parametric designs using the non-

parametric transform. The first step in the flow replaces the design parameter p

with a value N , rendering the RTL non-parametric. Non-parametric COM then

transforms the RTL into C/S-RTL for the specific value N of p. Concerns are then

weaved into the sequential block of the C/S-RTL.
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Functional verification either happens at the entry parametric RTL using formal

tools or at p = N C/S-RTL using simulation tools. Upon feedback from the simulation

tools, the designer needs to update his code for the specific value N of p as well as

the generic value, i.e. fixes at C/S-RTL must be propagated to entry RTL. Hence,

the verification, debugging, and fixing happen in two different landscapes. This is

considered inefficient and error-prone.

Parametric 
RTL

Non-Parametric 
COM

p=N C/S RTL

Combinational
Block

Sequential
Block

Concern 
Weaving

Recipe 
Files

Verify and fix

p= N Repeat for all 
valid/desired 
values

• Fix must be 
propagated

• Two 
landscapes for 
verification 

Formal-Verify 
and fix

Verify 
and fix

Parametric 
RTL

Parametric 
COM

Parametric C/S RTL

Combinational
Block

Sequential
Block

Concern 
Weaving

p=N

Recipe 
Files

p=N
Verify and fix

Formal-Verify 
and fix Verify 

and fix

(a) (b)

Figure 7.1: (a) Verification flow of parametric designs using non-parametric COM.
Fixes at C/S-RTL must be propagated to entry RTL. (b) Verification flow of para-
metric designs using parametric COM. Fixes happen only at parametric C/S-RTL.

Introducing parametric COM to the flow resolves this issue. Figure 7.1-b presents

the verification flow of parametric designs using parametric COM. COM separates

the entry code into a parametric C/S-RTL. The value of p in the C/S-RTL is set when

weaving concerns, or running functional verification tools. Upon a feedback from

the verification tools, fixes happen only at the parametric C/S-RTL. No propagation

of fixes is anymore needed.
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7.3 Using COM for Concern-Weaved Designs

To fully exploit the concern oriented methodology and maximize its outcomes, inte-

gration of previous designs into the flow is a must. Enabling this requires converting

concern weaved RTL designs into concern-free designs. This process includes:

1. Conversion of concern flipflops into generic flipflops with proper input, output,

and clock connections.

2. Removal of concern related structures. Examples of concern structures are

clock controllers introduced by the weaving of the clock concern.

3. Removal of concern-related signals. For the DFT concern, this includes re-

moval of scan signals corresponding to scan chains.

4. Disconnection of concern-related pins. For example power and ground pins

introduced by the power concern.

5. Clean-up of RTL from redundant nets and pins resulting from the removal of

concern structures. These nets used to connect the concern-related structures

and technology specific latches.

This conversion results in concern-free designs that can be input to our concern

oriented design flow. Automatic concern weaving techniques can then be applied

to the output designs. This allows for automatic insertion of previously weaved

concerns as well as new concerns. In addition, it enables easy replacement of specific

technology by another. Other advantages include easy change of specific flipflops,

as for example converting them to non-scan or mapping to memory elements of

certain hardware characteristics. The advantages of RTL level verification now also

apply on these designs, and designer productivity in modifying or extending the

functionality is boosted.

We automate this process through a transformation implemented in a tool at

IBM, as part of an internship work. The tool frees the designers from any manual
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work. It allowed the different design teams to efficiently use the concern oriented

design flow. The functional correctness of output designs was proved by Sequential

Equivalency Checking (SEC).

7.4 Concern Weaving

The concern weaving tool allows automatic integration of memory related design

concerns into the generic combinational/sequential separated RTL. It can integrate

one or multiple concerns using a sequence of commands and concern code grouped

in recipe files (also referred to as side-files). The recipe files can be specific to one

module or general to the whole project.

In this chapter we present an overview of these recipe files. We also discuss how

the tool weaves the concerns into RTL.

7.4.1 Weaving Tool Flow

The RTL-to-RTL transformation block of COM prepares the design for concern

weaving. Concern weaving applies the technology mapping of memory elements

in the sequential/combinational RTL, and does the technology dependent clocking,

such as mapping a clock to master and slave clocks. The mapping is automatic and

uses technology recipe files that are hidden from the user. It describes the different

technology components and their interconnection. Mapping to a different technol-

ogy, for example from 14nm to 7nm, requires pointing to a different technology

library file. As a result of this mapping, test and control signals are included. Non-

functional memory concerns, such as scan chains and scan structures, power network

and power structures (physical fences and level translators), are then weaved in.

The concern weaving tool also allows selective concern insertion and removal.

For example, it allows the conversion of scan memory elements to non-scan, map-

ping to memory elements of certain hardware characteristics (Soft Error Rate), and

92



Evaluate
if (ic == true)
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Figure 7.2: Flow diagram of concern weaving tool.

conversion of functional clock gating for power savings and retiming optimizations.

Figure 7.2 illustrates the flow of the concern weaving tool. The tool takes as input

the separated sequential and combination RTL and a set of recipe files that include

the concern implementation. Built-in recipe files include connections of generic

flipflops to the concern flipflop interface. These files can partially be overridden by

the user to selectively apply or remove concerns, or apply other customized concern

insertion. These files are optional and are of user-friendly commands.

For parametric programs, if the parameter values are set, the tool evaluates the

instantiation condition of every flipflop. It inserts the memory concern only for

flipflops whose instantiation condition evaluates to True.

The insertion of a concern is a substitution of the generic flipflops with library

flipflops that support the concern and extends the RTL with the corresponding

wiring that routes the synchronization signals. Then, concern weaving uses the

output RTL as input and repeats the process for each concern.

7.4.2 Weaving Tool Implementation

Algorithm ConcernWeavepresented in Figure 7.3 takes as input a C/S-RTL pro-

gram P ′, inferred flipflops FF in P ′, concern supporting RTL PCONC, and recipe

file RCP and returns C/S-RTL Pw with concerns weaved in and auxiliary concern

interconnect Pa.
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[Pw,Pa ]=ConcernWeave(P’ ,FF ,PCONC,RCP)
Pw=c lone (P’ ) ; //Start with clone
σc= RCP.σcommon ; //Common interface signals
FFSel= RCP. selectRule (FF) ; //Select the f l ip f lops
foreach u in FFSel

u .σ=c lone (RCP.σff ) ; //Clone f l ip f lop interface
σc+=u .σ ; //Add i t module’s interface
u .σ= RCP.σcommon+u .σ ; //Complete f l ip f lop interface
u . ffType = RCP. ffType ;
Pw . replaceInst ( ff_u , i n s t a n t i a t e (u ) ) ;
endfor
Pw . r e p l a c e (σ, σc ) ;
//Construct auxiliary interconnect RTL
Pa=i n s t a n t i a t e (RCP. interconnectRTL , | FFSel | ) ;
Pa=RCP. interconnectRule (Pa ,PCONC,Pw .σc , | FFSel | ) ;

Figure 7.3: Algorithm ConcernWeave

The recipe file RCP contains the following.

• A selectRulethat takes FF and returns a subset FFSel ⊆ FF . The concern

engineers specify the rule either explicitly by flipflop names or implicitly using

regular expressions and other flipflop element features.

• A list of common concern interface signals σcommon that connects to all flipflops.

• A list of flipflop specific interface signals σff that gets cloned and connected

to each selected flipflop.

• The type of the concern flipflop ffType.

• A template for an interconnect RTL that is instantiated with care of the car-

dinality of selected flipflops into Pa.

• An interconnect rule that specifies connections among the concern support

RTL wires and the flipflop concern wires. Executing interconnectRuleconstructs

the connectivity within Pa. Concern engineers specify this rule by providing

tuples of connecting signals with simple logic expressions that are simple wires

most of the time.

ConcernWeavestarts Pw as a clone of P ′ and applies RCP.selectRule to com-

pute FFSel the flipflops selected for concern weaving. For each u in FFSel, it clones
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σff into u.σff , appends it to σc and injects σcommon, σff as the concern interface of

flipflop RCP.ffTypeff_u. ConcernWeavereplaces σ with σc in Pw, instantiates

Pa to be auxiliary interconnect RTL from templateRCP.interconnectRTL. Finally,

ConcernWeaveapplies RCP.interconnectRule to construct the interconnection

logic within Pa.

The interconnect template and the concern interconnect rule are typically simple

wiring with care to the cardinality of the concern flipflops. For example, the DFT

concern interconnect connects the flipflop scan chain concern wires in sequence in

Pa. The clocking interconnect, on the other hand, creates in Pa local clock buffers

and control cells, and connects their output to the flipflop clock control concern

wires.

COM invokes ConcernWeavewith one design concern at a time. It uses the

C/S-RTL concern specific output in the next steps of the design flow. COM sup-

ports library recipe files with default rules and design recipe files that may override

ffType, selectRule, and interconnectRule. The design recipe files can be used

to specify additional flipflop properties such as local clock buffer types, scan chain

types and test ports. In practice, the design recipe files are minimally used.

7.4.3 Recipe Files

The recipe files are divided into three categories:

• Project concern recipe file that includes default settings for concern insertion

for the whole design project. Such concern recipe files are built-in the tool and

can be automatically used when weaving concerns.

• Library concern recipe files specify flipflop libraries and flipflop connection

rules. Such files are implemented by concern engineers.

• Design concern recipe files permits overriding options in library concern recipe

files, and specify additional flipflop properties such as LCB types, scan chain
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types and test ports. These are optional and serves for flexibility of the tool.

Figures 7.4, 7.5, and 7.6 show sample content of project, library, and design

concern recipe files, respectively.

## −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
## Sample p r o j e c t− s i d e f i l e
## −−−−−−−−−−−−−−−−−−−−−−−−−−−−−
## Contains project−wide g l o b a l d e f a u l t s .
## −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
## l a t ch_types :
se t_la tch_types " ESLAT SDFFQ SDFFSRPQ " −de fau l t " ESLAT "

## scan_types :
set_scan_types "func mode gptr regf lbst abst repr time bndy farr cmsk"

−de fau l t "func" se t_scan_type_at tr ibutes −type "gptr"
−max_stump_length 2048 −scan_channel_width 1

## c lock_reg ions :
se t_c lock_reg ions "nest pib pervasive " −de fau l t "nest"

## c l o c k _ d i v i s i o n :
s e t _ c l o c k _ d i v i s i o n s "1:1 2:1 4:1 8:1"

## i n s e r t power and ground connect ions :
set_parm âĂĲinsert_power_connectionsâĂİ 1

## power−domains:
set_power_and_ground_domains −power_domains "vdd vio" −default_power

"vdd" −ground_domains "vss" −default_ground "vss"’

Figure 7.4: Project recipe file sample.

// ---------------------------------------------- //
// Library-sidefile definition for 14nm c_eslat
// ---------------------------------------------- //
language vhd l ;
c e l l c_es la t ( width , i n i t , o f f s e t ) :LATCHTYPE=" ESLAT " {
parameter {

width = width ;
o f f s e t = o f f s e t ;
i n i t = i n i t ; }

port { vdd :VDD;
vs s :GND;
l c k :L1CLK;
s l c k :L2CLK;
sdck :SCANCLK;
s i ( o f f s e t to o f f s e t +width−1) :SCANIN;
d ( o f f s e t to o f f s e t +width−1) :DATAIN;
q ( o f f s e t to o f f s e t +width−1) :DATAOUT;
qn ( o f f s e t to o f f s e t +width−1) :DATAOUTN;
so ( o f f s e t to o f f s e t +width−1) :SCANOUT; } }

Figure 7.5: Library recipe file sample.
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## −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
## d e s i g n− s i d e f i l e for macro: XXX
## −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
## Values s e t in t h i s f i l e must be a s u b s e t o f v a l u e s s e t in "

project-sidefile ".
## −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
d e s i g n _ s i d e f i l e " macro_xxx " −s tart
. . .
puts "\n Loading design-sidefile for macro_xxx at $ timeNow "
## −−−−−−−−
## Set 4:1 c l o c k r a t i o on a l l l a t c h e s in the des ign
## −−−−−−−−
s e t _ l a t c h _ a t t r i b u t e s [ f i n d ".+"] −externa l_clock_rat io "4:1";
## −−−−−−−−
## T e l l the t o o l t h a t the g iven l a t c h i s not o f the d e f a u l t type .
## −−−−−−−−
s e t _ l a t c h _ a t t r i b u t e s −name "top.mid.bot. lat_abc " − latch_type " SDFFSRPQ "

puts " Query latch_types via \" get_latch_types \" cmd:"
puts " [ get_latch_types ]"

set_scan_types { func a b s t f a r r gp t r }
d e s i g n _ s i d e f i l e " macro_xxx " −end

Figure 7.6: Design recipe file sample.

7.5 Validation

The proposed methodology is proved for correctness by formal proofs. Correctness

of the non-parametric and parametric transformations is proved. The proofs are

presented in Sections 4.5 and 5.4, respectively. The transformation of the BIP-to-

BIP transformation is also proved by construction, as illustrated in Section 6.4.4.

To validate the implementation of the transformation and weaving block, COM

performs equivalence checking of the functionality of input RTL and resulting RTL

of each of the blocks.

97



Chapter 8

Related Work

This chapter discusses work in the literature related to concern separation in hard-

ware and to enhancement techniques on hardware verification. We detail each in

separate section and compare our work against them. At the end of the chapter, we

present a summary table of the discussion.

8.1 Aspect Separation in Hardware

Aspect separation in hardware started from the concept of aspect oriented program-

ming. Works [50], [12], and [13] transferred the concept into hardware by introducing

similar constructs as in AOP into hardware languages.

Aspect Described Hardware-Description-Language. In [50], the authors

introduce separation of concerns and relate it to algorithmic abstraction levels.

They propose the development of Aspect Described Hardware-Description-Language

(ADH) as a new HDL that supports aspects. The language was then detailed in

[51]. It targets control modeling, and signal and image processing domains. Aspects

in ADH are modeled similar to AspectJ using join point, pointcut, and advice com-

mands. The language has a supporting compiler that weaves aspects and produces

VHDL codes running on FPGAs. The equivalent VHDL codes make ADH designs
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realizable. However, designers will still have to get acquainted to the new language.

Moreover, the aspect separation won’t be applicable to existing designs written in

conventional RTL. No further work was developed on ADH since introduced.

Our method differs from this work in that it is applicable on industrial RTL lan-

guages and supports logic design concerns as DFT, LBIST, and clock gating which

cannot be captured by AOP-based methods like ADH.

AspectVHDL. AspectVHDL is an aspect-oriented extension of VHDL that al-

lows plugging cross-cutting aspects into a VHDL code base [12]. AspectVHDL

introduces to the VHDL language join points of procedures, types, architectures, and

process triggers, and related pointcut expressions and advices.

Our method differs from AspectVHDL in that it handles RTL code without the need

of any additional language constructs, and supports logic design concerns rather than

functional ones.

ASystemC. ASystemC is an aspect oriented extenstion of SystemC [13]. It is

based on pointcut/advice mechanism of AspectJ. It takes as input a SystemC code

and a set of aspect files, and generates an aspect-weaved ASystemC code. Aspects

are explicitly described as root elements in XML with pointcut and advice elements.

Each of these two elements has its own attributes that specify further details as the

kind of the element and the depending function names or files. The output ASys-

temC source code is then formatted to a human-readable SystemC code in a similar

manner to the GNU indent [52]. Although the idea can be generalized, currently

aspects in ASystemC are program dependent. Hence, they are not reusable. The

authors refer this to implementation simplicity and defers pointcut constructs for

binding to future work. Other AspectJ features like intertype declarations, aspect

inheritance, pointcut parameters, and dynamic pointcut constructs are omitted or

not yet implemented in the current ASystemC extension.

99



Our method differs from this work in that it uses RTL for both design code and as-

pect code, reuses aspect files in different designs, and supports logic design concerns.

Aspect-oriented RTL HW design using SystemC. To resolve non-standardization

and physical overhead due to lack of supporting synthesis tools, the authors in [14]

propose an aspect weaving semantic to SystemC using only features and mechanisms

available within the standard SystemC language , such as static polymorphism,

multiple inheritance and static metaprogramming [53]. The work encapsulates com-

ponents dependencies in scenario structures and weaves them to core components

using scenario adapters. Scenario adapters connect a component with an operation

to scenarios that incorporate aspects. The paper implements two scenarios, one for

debugging-related aspects, and another for aspects used to compress digital signals.

It then applies the methodology to weave in the two scenarios into a Resource Sched-

uler, finite impulse response (FIR) filter, and Dual-Tone Multi-Frequency (DTMF)

detector designs.The output designs were implemented on field-programmable gate

arrays for evaluation against hand-coded implementations. The results show an in-

crease of 2.5% in average area, and a decrease of an average of 1.7% in performance

for the FIR and DTMF designs, over the hand-coded implementations. The area in-

crease is referred to the additional signals and registers required by the handshaking

protocol that is used to trigger the aspects, which is not required when everything

is coded within a single SystemC module.

Our method differs from this work in that it is applicable to RTL languages as VHDL

and Verilog, supports logic design concerns like DFT, LBIST, and clock gating, and

has no impact on area or performance.
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8.2 Aspect Separation in Embedded Systems

In embedded systems, separation of concerns was tackled via two major contribu-

tions: Metropolis [15–17], and Behavior Interaction Priority (BIP) [49, 55]. Other

works include transactional level modeling of designs [56], and C-to-VHDL opti-

mization transformations for FPGA targeted designs [57, 58].

8.2.1 Metropolis

Metropolis is an embedded system design platform based on formal modeling and

separation of concerns for an effective design process. It structurally separates (1)

communication from computation, (2) behavior from performance, and (3) func-

tion from architecture. Process and media structures ensure the communication-

computation separation. The quantity manager structure, along with the annotator

and the scheduler objects [17], manages energy, time and event priorities and thus

separates behavior from performance. Networks are composed of processes and

media objects that are connected via ports and interfaces. One mapping network

separates functionality from architecture and maps the hierarchical networks to ar-

chitecture specifying software or hardware implementations of each network.

Our method differs from this work in that it is applicable on industrial RTL lan-

guages, and it targets the separation of logic design concerns and not the system

concerns captured by Metropolis.

8.2.2 Behavior Interaction Priority

BIP is a component-based framework for embedded systems design with behavior,

interaction, and priority layers that separate computation from communication and

prioritization and enhance reusability, scheduling analysis, and re-configurability.

Components in BIP are composed by the superposition of the three layers. A BIP

extension of Petri-nets with data elements defines atomic component sand specifies
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the behavior layer. The connector objects specify interactions and allow communi-

cation among atomics. The scheduling of these interactions forms the priority layer

[55].

Our method differs from this work in that it is applicable on industrial RTL lan-

guages, and it targets the separation of logic design concerns and not the system

concerns captured by BIP.

8.2.3 A Method for the Efficient Development of Timed

and Untimed Transaction Level Models of Systems-

on-Chip

Transaction-level modeling is proposed as a methodology for separating timing and

functionality in SoC [56]. A component is separated into a programmer view (PV)

model and a PV with timing (PVT) model. PV models target functionality and

are essential for programmers who are not concerned with micro-architecture and

timing details. PVT models include realistic timing and are built on top of PV

models. PV and PVT models are weaved dynamically by an alternating execution

model that depends on System Synchronization Points (SSPs) explicitly declared in

the PV model.

Our method differs from this work in that it is applicable to RTL languages as

VHDL and Verilog, and separates logic design concerns like DFT, LBIST, and clock

gating and not timing and functionality.

8.2.4 ROCCC

ROCCC is an optimizing C-to-VHDL compiler for mapping application programs to

FPGAs [57, 58]. It is built on top of the SUIF2 [59] and Machine-SUIF [60] compiler

infrastructures with the objective of minimizing area and critical path length and

maximizing throughput. This is achieved by a set of high level transformations that
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include array access, procedure level, loop level, and application specific optimiza-

tions. ROCCC provides an interface that allows the user to input a C program and

select the optimizations that the user wants to apply and the needed parameters

when applicable. Most of the supporting transformations are done at SUIF2 level

of the input C program. The ROCCC array access optimizations help eliminate re-

dundant memory accesses. Procedure-level optimizations, like constant folding and

approximation of divisions/multiplications by constant, help reduce the circuit area.

Loop-level optimizations, like full unrolling, unroll-jam, and tiling, help achieve par-

allelism and increase throughput. Finally, Application-specific transformations, such

as hardware lookup table generation, help in mapping software implementations of

various classes of algorithms most effectively to hardware.

Our method differs from ROCCC in that it performs RTL-to-RTL transformation

and targets the weaving and separation of hardware design concerns as opposed to

targeting the optimization of the design.

8.3 Recent Techniques on Verification at RTL

Verification early in the design cycle using concept of aspect separation is considered

by [61] and [64]. Other works related to RTL verification includes [67] and [68].

8.3.1 Successive Refinement

Mentor Graphics and ARM present in [61] a methodology, Successive Refinement,

that uses Unified Power Format (UPF) files [65] for early specification of power in-

tent, allowing by this the verification of power management and design functionality

during design verification. The methodology covers power control strategies start-

ing with abstract UPF files: Constraint UPF and Configuration UPF, and follows

with technology details using Implementation UPF. The Constraint UPF describes

the power intent inherent in the IP as power domains, states, isolation, and re-
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tention, and belongs with the RTL. It is verified by the IP provider for the IP it

accompanies. The Configuration UPF describes application-specific configuration

of Constraint UPF such as supply sets, power states, and logic expressions, and it

is prepared by the IP user. The RTL along with the Constraint and Configuration

UPF files are validated in simulation and compose together the “Golden Source"

against which configuration implementation is verified. Finally, the Implementation

UPF describes technology-specific implementation of the validated UPF configura-

tion such as supply nets/ports, and switches. The concept of Successive Refinement

lies in the addition of detailed description of the power control in separate files such

that the tools check that subsequent added files do not conflict with any abstract

power intent specified in earlier files. In this way, the addition of implementation-

specific details is done according to the verified abstract power intent files and the

verification equity of the design components is preserved through the implementa-

tion stages. In addition, the partition of power control information across the UPF

files solves the problem of solely using Implementation UPF [66] where the system

designer has to specify the power control strategy in terms of implementation spe-

cific details. It also allows the power intent constraint and configuration UPF files

to be used for implementations of different technology details.

The methodology imposes, however, on the IP provider the separation and isolation

of the constraints as well as a compatible description of these constraints with the

design tools. The methodology is based on UPF and therefore supports early veri-

fication of power concerns only.

While Successive Refinement method separates the power concern from the func-

tionality, COM separates the sequential and combinational logic, and hence sepa-

rates all memory related concerns from functionality. COM automatically performs

concern separation and weaving at the RTL level. This allows high level verification

and debugging without the need for special simulator and tool support. For COM,
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the logic designer only deals with his original functional code. The weaving tool re-

places the generic flipflops with concern specific flipflops using concern specific recipe

files provided by concern specific engineers. This fully separates responsibilities of

functional engineers and concern engineers.

8.3.2 SpyGlass

SpyGlass from Atrenta [62, 63] creates a hardware virtual prototype of the design

to enable early analysis and optimization of the area, timing and power constraints.

SpyGlassDFT [64] wraps around the synthesis phase to ensure that RTL is scan-

compliant and yields highest coverage.

Our method differs from this technique in that it provides a solution for concern

separation solely at the RTL level without “linking RTL and netlist view of the

design".

8.3.3 Formal Probabilistic Timing Verification in RTL

The work in [67] targets early timing verification by estimating timing violations

at RTL rather than gate level. The estimation of timing violations is necessary

to select properly design strategies when dealing with process and input variations.

The proposed methodology creates discrete time Markov chain model (DTMC) from

RTL such that the nodes signify the assignments of a set of state variables and the

transition labels signify the joint probability with which the state variables would

be assigned their respective values in the new state. The methodology makes use

of CAD tools macromodels, which include delay information from gate level for

both process and input variations, to estimate possible delays by considering the

assignment types and performing some static analysis. The input variations delay

is found by synthesizing each RTL operator into logic gates and finding the delay of

the implementation for various input patterns by gate level simulation. Delay RTL

DTMC are created from RTL DTMC where timing is represented in the transition
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labels. The methodology uses PRISM, a symbolic model checking tool, to compute

probabilistic invariants.

The methodology hence detects cases where timing specification may not be met.

Thus, early assessment and adjustment become possible. The methodology, how-

ever, does not perform concern insertion, including the timing concern.

Our method differs from this work in that it transforms RTL modules to equivalent

RTL where automatic concern insertion and modular verification are possible.

8.3.4 Automatic Abstraction of RTL IPs into Equivalent

TLM Descriptions

The work in [68] proposes a methodology for abstracting RTL IPs into equivalent

transaction Level Modeling (TLM) descriptions. The paper aims to reduce the

complexity of modern embedded systems and increase their simulation speed by

modeling them at transaction level.

Our method differs in that it sticks to the RTL, and is compatible with existing

verification and design tools.

8.4 Summary and Comparison of Methodologies

In this section we provide a comparison of the different methodologies in the litera-

ture and of our introduced methodology.

Table 8.1 presents the features supported by each methodology. The main ad-

vantage of our methodology over existing methodologies is that it is compatible with

existing design flows, is applicable on two mainly used HDL: Verilog and VDHL,

and it allows re-usability of concerns. A distinguishable feature of our methodology

over SpyGlass is that the concern weaving and verification are both done at RTL.

SpyGlass links RTL and netlist view of the design.
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Table 8.2 presents a summary of the concerns covered by each methodology. Our

methodology supports memory concerns which map to multiple design concerns.

The verification of these concerns at RTL saves significant verification time. By

separation and insertion of these concerns at RTL, our methodology targets and

accomplishes verification at RTL.

Table 8.1: Summary of features of methods in literature and of the introduced
method. Xindicates method has feature, ∆ indicates method does not have feature.
∗Compatible outputs are readily usable by industy tools for fabrication.
∗∗C1: 1.7% performance decrease, 2.5% area increase. C2: Links RTL and netlist
view of the design. C3: RTL to TLM transformation, Simulation with TLM.
1ROCCC takes C program as input and generates VHDL output.
2Successive Refinement method uses UPF files in addition to the RTL input files.A
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Table 8.2: Summary of concern separation supported by methods in literature and by
the introduced method. Xindicates method supports concern, ∆ indicates method
does not support concern.
∗Functional Aspects are basic functional aspects such as logging that can be isolated
by point cuts and aspects/advices.
∗∗Memory Related Concerns include concerns like DFT, LBIST, clock divisions,...
1Formal Probabilistic Timing Verification supports identification of probably timing
delay, however, it does not support weaving timing concerns.A
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Computation ∆ ∆ ∆ ∆ X X ∆ ∆ ∆ ∆ ∆ ∆ ∆
Performance ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆
Architecture ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆
Communication ∆ ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆ ∆ ∆ ∆
Functionality ∆ ∆ ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆ ∆ ∆
Prioritization ∆ ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆ ∆ ∆ ∆
Area ∆ ∆ ∆ ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆ ∆
Critical Path ∆ ∆ ∆ ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆ ∆
Throughput ∆ ∆ ∆ ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆ ∆
Power ∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆ X ∆ ∆ ∆ ∆
Timing ∆ ∆ ∆ ∆ ∆ ∆ X ∆ ∆ ∆ X1 ∆ ∆
Memory Related∗∗ ∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆ X ∆ ∆ X
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Chapter 9

Experimental Results

This chapter presents the implementation and experimental evaluation of COM for

non-parametric, parametric, and embedded designs.

9.1 Implementation

COM is implemented and currently used as part of the Electronic Design Automa-

tion tools at IBM. It is being applied in the current design cycle on industrial

Verilog and VHDL RTL. The supporting tools are also used to import legacy and

third party IP into the design flow and enable their verification at RTL. The concern

oriented flow automatically validates the output of COM implementation within the

SixthSense transformation-based verification framework [18]. It uses combinational

equivalency checking (CEC) for transformations that preserve memory elements such

as the Non-Structural Transform. It uses sequential equivalence checking (SEC) for

concern weaving tool when concerns come with service memory elements in sup-

porting RTL.

The transformation and concern weaving flows are fully automatic independent

of the input RTL. The C/S-RTL output of our RTL-to-RTL transformation was used

for functional verification including simulation, model checking and debugging tools.

In Section 9.2, we report on the results for the IBM industrial designs.
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We implemented the RTL-to-RTL transformation for non-parametric and para-

metric designs. The implementation supports instantiation condition computation

and conditional flipflop instantiation. It uses Verific as a front end [20]. We ran

the tool on open source parametric Verilog applications. Section 9.3 presents the

application details and the transformation results.

We also implemented the BIP-to-BIP transformation and experimented on BIP

test-benches. Section 9.4 discusses the results.

9.2 Non-Parametric RTL-to-RTL

In previous design cycles, designers at IBM dropped verification at the gate-level due

to the large verification time and adopted the manual RTL insertion methodology

(Method 1) which is at least an order of magnitude faster. In the current design

cycle, the designers used our proposed methodology (Method 2) to further improve

verification time. We report the advantages of Method 2 in comparison with Method

1. We specifically report on the verification time per designer team and the number

of lines of code as metrics to illustrate the transformation efficiency and the design

complexity, respectively. Both methods were effectively executed by the same team.

The reported results are for the following Verilog applications.

Application 1. Embedded PowerPC core: a 32-bit RISC CPU for use in cus-

tom logic applications.

Application 2. Embedded PCIE PCS: The Physical Coding Sublayer of the

Peripheral Component Interconnect Express [72], a high-speed serial computer ex-

pansion bus standard.

Application 3. Embedded PCIE macros: Eight different PCIE macros that

cover timing, Phase Locked Loop controller logic, receiver and transmitter logic and

clocking, reference clock selection, and calibration.

We attribute the verification time reduction to (1) verification setup, (2) faster
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simulation and emulation, (3) faster debugging, (4) defect reduction, and (5) a boost

in designer productivity.

Table 9.1: Implementation size in thounsands of lines of code for industrial Embed-
ded power PC and PCIE PCS (a highly sequential design) using Method 2 (COM).
1Number of instantiated DFT flipflops (vectored and single bits).

Type of Code Embedded
PowerPC

Embedded
PCIE PCS

RTL
Entry 90.7 15.0
C/S-RTL 91.9 15.5
Concern weaved C/S-RTL 140.2 49.0

Gate level concern insertion 1,547.2 340.0
#DFT-ff Instances1 1,140 195

Tables 9.1 and 9.2 compare the RTL implementation size of the designs be-

fore and after the transformation of COM, and list the number of DFT concern

flipflop instantiations for both bit and vector flipflops. The advantages of the con-

cern specific RTL in terms of verification time improvement compared to gate-level

verification outweigh the linear increase in the implementation size. It is worth not-

ing that the original RTL is still used directly for pure functional verification where

nonfunctional design concerns are not relevant; thus, COM has no negative effect on

that. Tables 9.1 and 9.2 also list the resulting gate-level netlist size for illustration

purposes; the gate-level netlist was not used for the verification of memory related

concerns covered at RTL verification.

For the current design cycle, COM converted these designs to C/S-RTL using

an efficient implementation of RTL-to-RTL Transform. Concern weaving mapped

C/S-RTL to proprietary technology also at RTL using an efficient implementation

of the ConcernWeave algorithm. This involved replacing generic flipflops with

technology flipflops as well as weaving of scan chains insertion and proper clocking.

This further improved verification time by 40% compared to RTL manual concern

insertion as indicated in Table 9.3 for the Embedded PowerPC and Embedded PCIE

PCS applications.
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Table 9.2: Implementation size in thousands of lines of code for industrial PCIE
macros using Method 2 (COM). 1Number of instantiated DFT flipflops (vectored
and single bits).
Type of Code PCIE

M1
PCIE
M2

PCIE
M3

PCIE
M4

PCIE
M5

PCIE
M6

PCIE
M7

PCIE
M8

RTL
Entry 16.3 1.0 4.8 34.0 359.4 69.7 4.4 0.5
C/S-RTL 16.3 1.0 4.7 33.9 359.4 69.2 4.4 0.5
Concern weaved C/S-RTL 19.8 2.5 10.6 46.0 405.9 96.8 6.2 1.3

Gate level concern insertion 369 24 109 771 8,148 1,581 99 12
#DFT-ff Instances1 72 34 168 365 1,345 894 53 13

Table 9.3: Verification time comparison for industrial designs.
Verification Time (team weeks)
Concern Insertion PowerPC PCIE PCS

RTL
Method 1 (Manual) 12.9 8.6
Method 2 (COM) 7.0 5.0

Gate Level: Post-Synthesis NA: Large NA: Large

COM was applied automatically on 72% of PCIE components (Application 3)

where a total of 300,000 lines of code were added to connect the aspects at high

level. COM, along other optimization techniques, introduced 1-1.5 year savings in

the verification time. The contribution of COM to these savings is estimated to be

up to 40%.

We report the following.

• We note 40-50% reduction in the overall verification time, where 10%-20%

are saved due to faster debugging and change management time, and 30-40%

are saved due to faster verification tool running in terms of simulation and

emulation times as indicated in Table 9.3.

• We note that verification environment setup effort was reduced by 30%.

• In addition, we note significant boost in designer productivity with at least

40% less time spent on RTL composition and management due to automated

generation of C/S-RTL and concern-weaved C/S-RTL.
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Automatically mapping external ASICS-IPs obtained from third party vendors

to the design flow with proprietary technology cut the verification effort by more

than 40% in most cases. This is due to the fact that entry IP was preserved which

reduced unnecessary communication about proprietary technology and concern spe-

cific knowledge with third party.

Pure functional verification is now possible in the same verification setup with

concern free flipflops. Partial concern verification that is now practical at no over-

head to verification engineers cut the RTL presented to simulation and emulation

by half in many cases.

In several cases, concern verification defects were reduced in half due to correct

by construction insertion of concerns enabled by COM, versus error prone manual

insertion.

The runtime of code transforms and concern weaving is negligible overhead com-

pared to time needed (1) for manual insertion and (2) debugging which requires

several weeks. For example, it took less than 1 minute for the PowerPC.

9.3 Parametric RTL-to-RTL

We applied COM on 10 parametric modules extracted from open source projects.

The modules involve parameter variables used in conditional and loop statements.

Table 9.4: Parametric modules from PID, Zet and Mor1kx applications
Application PID[78] Zet[80] Mor1kx[84]
Module synth_reg div_uu div_su dcache icache
LOC Before 52 135 92 439 282
#Parameters 2 2 2 18 15
LOC After 57 242 155 516 318
#GICFF 1 11 9 11 7
IC Complexity (4, 15) (1-4, 0-14) (1-3, 0-16) (3-19,

4-149)
(0-13,
0-28)

Simplified IC
Complexity

(2, 11) (0-3,0-12) (0-2,0-14) (0-4, 0-5) (0-5, 0-7)
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Hence, the instantiation of flipflops corresponding to variables assigned within such

parametric statements depends directly on the parameter value. The modules are in-

stantiated several times in different projects with different values of the parameters.

This well reflects the need for generic RTL verification of hardware modules.

Tables 9.4 and 9.5 present a summary of the results in terms of post-transformation

lines of code and instantiation condition complexity.

In the absence of a parameter value, and without instantiation condition flipflops,

manual insertion of concerns is not feasible. Comparing the time it takes to insert

concerns in C/S-RTL generated from parameterized RTL, against the time it takes

to insert concerns manually for several values of a parameter is incomplete and will

obviously show results in favor of COM. So no direct comparison is possible.

The modules listed below demonstrate the effectiveness of COM supporting tools

with online open source IPs.

Application 1. IP PID Controller [78][79]: an IP core library of proportional-

integral-derivative (PID) controller by Analog Devices Inc. The library consists of

2,568 lines of code, and includes 48 modules 65% of which are parametric. We

considered the synth_reg_reg latency register module whose parameters specify in-

put width and introduced latency. COM allows to instantiate conditional flipflops

corresponding to internal latency register variables.

Table 9.5: Parametric modules from the MIAOW application.
Application MIAOW[83]
Module Instr

Buffer
Dispatch
Soft

Cu
Handler

Resource
Update
Buffer

Vgpr
Conten
Tracker

LOC Before 37 141 220 74 116
#Parameters 1 1 4 3 2
LOC After 79 279 406 109 194
#GICFF 6 30 27 5 11
IC Complexity (4-4, 6-14) (1-5, 0-30) (1-9, 0-30) (1, 2) (1-15,

0-42)
Simplified IC
Complexity

(2-2, 3-7) (0-3, 0-17) (0-5, 0-21) (0, 0) (0-42,
0-41)
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Application 2. Zet Processor [80][81]: an x86 processor. The implementation

consists of 2,858 lines of code, and includes 29 modules 17% of which are parametric.

We considered the zet_div_uu and zet_div_su divider modules. The parameters

specify input widths and thereby determine the number of flipflops needed for the

division implementation.

Application 3. Many-core Integrated Accelerator Of Wisconsin

(MIAOW)[82][83]: an RTL implementation of the AMD Southern Islands GPGPU

ISA. The project consists of 33,041 lines of code, and includes 235 modules 29% of

which are parametric. We considered the instr_buffer, dispatcher_soft_tb, cu_handler,

resource_update_buffer_tb, and vgpr_contention_tracker modules. The parame-

ters specify width of architecture units, as for example the wavefront (collection of

threads) size and the slot number for wavefronts. In addition, modules often have

local parameters that similarly specify architectural characteristics.

Application 4. mor1kx Processor [84]: an OpenRISC 1,000 compliant pro-

cessor IP core. The implementation consists of 15,942 lines of code, and includes

46 modules 83% of which are parametric. We considered the mor1kx_dcache and

mor1kx_icache cache modules. The parameters specify block width, set width, and

number of cache ways. These parameters affect the instantiation of flipflops neces-

sary to hold the least recently used tag information.

Tables 9.5 and 9.4 report the number of parameters and lines of code of each

module in Application 2 and in the rest of the applications, respectively. They

also present the lines of code and the number of generic flipflop instantiations in

each transformed module. Finally, the tables present the complexity of the flipflop

instantiation conditions in the output modules before and after simplification with

quantification and constant propagation. The complexity is given in terms of the

number of variables and operators in the conditions. For example, module Instr

Buffer of the MIAOW project has 6 instantiation condition flipflops each with a

condition composed of 2 variables and a number of operators ranging from 3 to
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7. In some cases, the instantiation condition resolved to true as in the case of the

flipflop instantiated in module Resource Update Buffer of the MIAOW project.

9.4 BIP-to-BIP

We implemented the methodology for BIP embedded systems as follows. The tool

takes a BIP input file and identifies the corresponding state and data variables as

flipflops. For every BIP component, two BIP components are instantiated. The

first component contains the sequential data variables that translate to flipflops.

Combinational logic is isolated in the annotations of the interactions between the two

components. DFT and other memory related concerns can now be readily weaved

into BIP models by replacing the sequential component variables with flipflops that

support the concern. This allows the analysis of these concerns to happen at the

BIP level.

We applied our methodology to the following two BIP designs:

Application 1. The ATM System (ATM2).

Application 2. The Quorum System (Quorum22).

9.4.1 ATM

The ATM [75] system implements an Automated Teller Machine- User- Bank inter-

action system. The ATM system is composed of ATM, User, BankValidation, and

BankVeto atomics shown in Figure 9.1 with the corresponding numbers of places

and variables. Figure 9.2 illustrates the labeled transition system of ATM.

ATM starts from an idle place and waits for the user to insert a card. It then

reads the confidential code from User within five time-units and validates the entry

with BankValidation. If the code is invalid, the card is ejected; otherwise, ATM

asks User for the desired amount to withdraw and communicates with BankVeto

for approval. If User does not enter the amount or BankVeto does not approve,
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Figure 9.1: The number of variables and places pre- and post- transformation for
ATM2 and Quorom22 atomics.

Figure 9.2: The label transition system of the ATM atomic in the ATM BIP system
with 14 places.
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the transaction stops and the card is ejected. In case of approval, the money is

transferred to User and the card is ejected. In all scenarios ATM returns to idle

and readies for new service.

ATM2 is an instance of the ATM model with two instances of each of the ATM

and User atomics, and one instance of each of the BankVal and BankVeto atomics.

Table 9.6 presents the total number of atomics, places and connectors prior to the

transformation. The complexity of the design is a function of the places, the transi-

tions with their corresponding guards, ports, and actions, and the interactions with

their corresponding guards, ports, and actions.

We injected a defect in ATM2 and altered a sign in an index variable assignment

statement causing an infinite loop in the actions body of a transition in the BankVeto

atomic. We passed the defected ATM2 model to our method which transformed it

as shown in Table 9.7. Table 9.7 presents the post-transformation characteristics for

each of the two designs. Note that the number of places and atomics are now equal.

Also, the number of flipflops reflects the number of memory elements representing

the place and data variables. Each 32-bit integer is represented by 32 flipflops and

each place_var variable that represents n places is represented by log2(n) flipflops.

Finally, the added variables in the connectors are represented using combinational

named wire connections and do not inflict an increase on the number of memory ele-

ments in the design. We then passed the resulting BIP design through the proposed

design cycle of Figure 6.2 and produced a circuit with technology aware flipflops.

We model checked the resulting circuit using the ABC model checker [73, 76] which

returned a counterexample. We then provided BIP designers with the counter ex-

ample and measured the time they needed to identify and fix the defect.

The designers worked at the BIP code level only and did not need to inspect
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the circuit with the coupled concerns. It took them 8 minutes to find the defect as

shown in Table 9.7. Comparison to previous design cycles was not possible, since no

prior work has been done to address hardware logic design concerns such as DFT

and clock-gating in BIP.

ATM2 Quorum22
# Atomics 6 8
# Places 50 48
# Connectors 38 32
# Variables 6 40
# Lines 585 799

Table 9.6: ATM2 and Quorom22 characteristics.

ATM2 Quorum22
# Atomics 12 16
# Places 12 16
# Connectors 38 32
# FF inferred 210 1,118
# Added named wires 70 293
# Lines post-inference 1,815 3,057
Debug time 8 mins 15 mins

Table 9.7: ATM2 and Quorom22 post transformation characteristics and debug
times.

9.4.2 Quorum

The Quorum system implements a consensus protocol proposed in [77] for clients

and servers to arbitrate and agree on a value of interest. Each client broadcasts a

proposed value to all the servers in the system. A server accepts the first received

proposed value and replies with an accept message to clients. If a client receives two

different accept messages from two different servers, it backs up its proposed value.

This protocol is implemented in BIP using the CustomerPlug, Server, PlugConnec-

tor, and ServerConnector atomic types shown in Figure 9.1 with the corresponding
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numbers of places and variables.

Quorom22 is an instance of the Quorum design with two of each atomic type. Ta-

ble 9.6 presents the total number of atomics, places and connectors prior to the

transformation.

We injected a defect in Quorum22 by removing one port with its correspond-

ing transitions and connectors from the original Server atomic and also removed a

condition check on one of the transitions. Similarly to ATM2, we passed the defect

Quorum22 model to our method, transformed it to separate the memory elements

at the BIP level, and produced a hardware circuit using the proposed design flow

or Figure 6.2. Then we passed the resulting circuit to the ABC model checker,

obtained a counter example, and passed the counter example to BIP designers who

identified and fixed the defect in 15 minutes by working only at the BIP code level

and without inspecting the circuitry that is coupled with memory based hardware

concerns.

9.4.3 Discussion

The separation of memory elements at the BIP level enabled one-to-one mapping

in the concern weaving phase of technology mapping. It consequently reduced the

design debug time as debugging happened at the BIP code level. This is due to the

fact that the counter examples generated by the verification tools are easily mapped

to the BIP code level when the code is separated. Without that, the designers would

need to follow in the counter examples sequences of values for variables, gates, and

circuitry, such as the signals and variables from lssd or other hardware concern

related modules that are foreign to them.

Note that the number of lines in the transformed BIP models increased linearly

with respect to the original ones mainly due to the dummy atomic types and the

interactions that the transformation added. A possible extension to the current

implementation would be modifying the transformation to modularize BIP code
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and reuse it.

The results show that our method is applicable in the BIP context and can be

extended to other embedded system frameworks in general.
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Chapter 10

Discussion and Future Work

This thesis work enables verification at RTL by introducing a novel methodology

that takes an RTL module, (1) separates it into sequential and combinational blocks,

and (2) inserts memory related concerns into the sequential RTL block. The method

is automatic, and is implemented for non-parametric and parametric Verilog mod-

ules, as well as for BIP embedded system framework.

The thesis proves the transformations of the methodology correct. The imple-

mentation for Verilog is validated by checking equivalence of the original and trans-

formed modules using an industrial tool. The methodology differs from existing

techniques in that it targets memory related design concerns, and it inserts them

at RTL. It is independent of the used verification technique, and is compatible with

existing design flows. The methodology is currently integrated in the IBM design

flow. It reduced the verification effort by more than 50% when used with imported

IPs, and by at least 30% when used with internal IPs. Future extension of this work

can involve the support of verification of non-memory related concerns at RTL. An-

other possible direction is expanding on design management at RTL. For example,

moving design components from one physical design block to another. Applying

changes at RTL level makes it easier for the designer to understand feedback from

physical level tools, and allows reuse of the modified RTL without the need to repeat
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changes at lower design levels.
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Appendix A

Abbreviations

ABIST Array Built-In Self Test

ATC Assignment Type Conflict

BIP Behavior Interaction Priority

BIST Built-In Self Test

CEC Combinational Equivalence Checking

COM Concern Oriented Methodology

C/S-RTL Combination Sequential Separated RTL

DFT Design for Testability

FF Flipflop

IP Intellectual Properties

IC Instantiation Condition

IoT Internet of Things

LBIST Logic Built-In Self Test

MTM Memory Technology Mapping

PD Pervasive Design

POR Power on Reset

RTL Register Transfer Language

SAT The Boolean Satisfiability Problem
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SEC Sequential Equivalence Checking

SMT Satisfiability Modulo Theories

SoC System on Chip

TLM Transaction Level Modeling

VHDL VHSIC Hardware Description Language
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