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A B S T R A C T

Evolutionary artificial neural networks and support vector machines were investigated for the modeling of NOx

emissions from gas turbines. For ANN’s, a genetic algorithm (GA) with indirect binary encoding was employed to
obtain optimal multi-layer perceptron (MLP)-type architectures. The contribution of this research includes the
use of an improved GA objective function that takes advantage of the number of effective parameters provided
by Bayesian regularization. For SVM’s, a GA is also used with a search space covering all hyperparameters,
including the choice of the kernel itself. The objective function took advantage of the number of support vectors
to yield models that are more capable of generalization and are less computationally expensive. To test the
performance of these models, three datasets describing NOx emissions from three different turbines were used. In
previous works, these emissions were modeled using a shallow network architecture obtained by trial and error.
When the performance of the models was compared, the optimized ANN’s reduced the mean squared error (MSE)
over testing sets by up to 90%, and optimized SVM’s led to a reduction of up to 70%; with the latter’s greatest
advantage being computational efficiency and consistency with the different GA runs. The GA converged in a
period in the order of minutes, which is more efficient than trial-and-error procedures. This work shows that
more attention should be given to the influence of machine learning model architectures on the accuracy of
PEMS models, as the computational cost of the GA is well justified by the resulting high accuracy.

1. Introduction

Strict environmental regulations require chemical plants to con-
stantly monitor their emission levels in order to keep them within
certain limits. Traditionally, emissions from process equipment are
continuously monitored and analyzed by instruments distributed
around main emission sources; an approach known as hardware-based
Continuous Emissions Monitoring Systems (CEMS). More recently, and
with the advance of computers, software-based applications are gaining
more acclaim due to the resulting significant reductions in capital and
operating costs [1]. These methods form what is known as Predictive
Emissions Monitoring Systems (PEMS) – and are being developed and
approved by local authorities and governments within Europe and the
United States since the 1990′s [2]. PEMS employ a variety of “black-
box” modeling algorithms to accurately predict emissions levels based
on current process operating conditions and plant historical data [3].

PEMS provide several advantages over their hardware-based coun-
terparts, most notably the reduction in capital, operating, and main-
tenance costs. CEMS are still relatively expensive to purchase, they

require daily deployments of calibration gases to make sure the in-
struments are working properly, and due to the harsh environments to
which the instruments are exposed, they require frequent offline
maintenance, leading to data blackouts. On the other hand, PEMS are
much cheaper as they do not require as much maintenance and can
provide emissions data much faster allowing for corrective actions to be
taken early [3].

As summarized in [4], PEMS algorithms can be roughly grouped
into three categories: (1) empirical models based on a certain type of
physical interpretation, and obtained by curve-fitting of experimental
data; (2) statistical models relying less on physical equations and using
statistical procedures for the evaluation of experimental data; and (3)
machine learning-based “black-box” models that completely ignore
physical interpretations and rely solely on historical emissions data to
maximize their accuracy and generalize to new process parameters.

The third category has gained more popularity in the last decade
due to the increase in computational power of modern computers, al-
lowing proper construction and training of machine learning models. Of
these models, ANN’s have proven to be very successful in the modeling
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of highly complex problems – particularly emissions from different
process equipment.

ANN-based PEMS have found several applications in the process
industry, such as thermal power plants [5–7], palm oil mills [1], in-
cinerators [8,9], boilers [10–12], gas turbines [13–17], coal combustors
[18], wastewater treatment plants [19], and general industrial areas
[20]. In addition to the process industry, ANN-based PEMS also gained
popularity in applications such as diesel engines [21,22], passenger cars
[23], and general assessment of air quality in urban environments [24].
Different architectures and training techniques can also be found, with
multi-layer perceptron (MLP) networks being most popular and ex-
hibiting superior performance. In addition to MLP’s, architectures such
as radial-basis function neural networks (RBFNN) [25], generalized
regression networks [10], and fuzzy neural networks [6] can be found
in the literature.

Besides ANN’s, support vector machines (SVM’s) can also be found
in the literature on PEMS [8,10,18,26–28]. Zhou et al. [10] has parti-
cularly justified the use of the SVM’s over ANN’s by the fact that the
latter suffers from a number of weaknesses, including the time-con-
suming task of selecting a proper architecture, and the great risk of
obtaining an overfitting model as a result. In contrast, SVM training
results in a global minimum, the model parameters of SVM’s are fewer
than those of ANN’s, and good generalization is easier to achieve be-
cause the training of SVM’s seeks to minimize an upper bound on the
expected risk, whereas the traditional empirical risk minimization is
employed in the case of ANN’s. Nonetheless, the use of SVM’s as a
standalone PEMS model is relatively uncommon.

The architecture design of the vast majority of ANN-based PEMS
boils down to a mere trial-and-error activity, using some rules of thumb
obtained with experience, with little emphasis put on the architecture
itself – a common trend observed in the applied science literature [29].
However, the generalization ability of any ANN is greatly affected by its
architecture. The automated design of ANN architectures is an active
field of research, and despite the lack of a formal architecture design
method, several techniques have been proposed in the literature, and
have been shown to perform well in several applications [29,30].

In this paper, we use the genetic algorithm (GA) to optimize ANN
architectures and SVM models for application in a PEMS designed for a
compressor-driving gas turbine. The paper begins with a brief theore-
tical background on ANN’s, architecture optimization, SVM’s, and hy-
perparameter optimization. We describe also the details of the metho-
dology applied to perform architecture and hyperparameter
optimization, particularly by presenting the objective functions used
and the different elements taken into consideration when it comes to
the training and construction of the different models. Next, we present
the modeling results and we compare them to a simple one-layered
ANN used in previous works on the same datasets, and we show that the
GA-optimized models delivered indeed superior performance.

2. Artificial neural networks (ANN’s)

ANN’s are computational models that are inspired by the human
brain and were first proposed by McCulloch and Pitts in 1943. These
powerful models have been shown to be capable of learning and
modeling a wide range of problems, including regression, classification,
pattern recognition…etc. Besides PEMS, several examples illustrating
the application of ANN’s in engineering problems exist in the literature
[29,31]. In particular, feedforward ANN’s employing a multi-layer
perceptron architecture (MLP) have been shown to be universal func-
tion approximators that can be applied to virtually any modeling pro-
blem [30]. A MLP is a type of ANN composed mainly of computational
units known as neurons, and arranged in successive layers, with
weighted connections (synapses) existing between successive layers
(Fig. 1). The first and the last layers correspond to the input and output
layers respectively, and intermediate layers are known as hidden layers
whose number depends on the complexity of the problem at hand.

In each layer, neurons receive a weighted sum of signals from
neurons in the preceding layer and send an output signal to the neurons
in the following one after processing the inputs through an activation
function. This process can be formulated by:
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Where ωi,j,k is the weight between neuron j in layer k− 1 and neuron i
in layer k, yi,k is the output of neuron i in layer k, Bi,k is the bias value
applied to neuron i in layer k, Φ [.] is the activation function and M k( ) is
the number of neurons in layer k.

A MLP could be written as a function f x ωˆ ( , ) parametrized by a p-
dimensional input vector x and a n-dimensional vector of weights ω. In
supervised learning, given a dataset of N instances of inputs with cor-
responding desired outputs (targets), we construct a cost function de-
scribing the distance between targets and outputs from f̂ , and we
minimize it to yield the set of weights for which f̂ is an accurate model
approximator. This is done via a variety of training techniques whose
details along with a more detailed description of ANN’s can be found in
[30].

2.1. The ANN architecture design problem

However, the design of the function f̂ itself, i.e. the network ar-
chitecture design, is not a straightforward problem, and despite the lack
of a formal method for MLP architecture determination, the literature is
rich in optimization methods used for that purpose. Architecture design
for MLP’s consists mainly of determining an appropriate number of
hidden layers with an appropriate number of neurons in each layer. The
search can also be extended to include elements like training algorithm
parameters, activation functions, and number of inputs/features [30].

The architecture optimization problem can be regarded as a search
over the space of possible architectures or topologies, with the objective
function taking architecture elements as inputs and yielding a corre-
sponding performance measure. This function however is discrete and
ill-behaved and cannot be handled by gradient-based optimization al-
gorithms [29]. Nonetheless, metaheuristic approaches can be used, and
ANN components can be optimized separately or simultaneously
[29,30]. When architecture and weights are considered separately, the

Fig. 1. Model of a sample MLP architecture with one hidden layer.
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evolutionary algorithm at hand sets a population of networks with
different architectures, trains every network with traditional gradient-
based techniques, and evaluates their performance, before generating
subsequent generations using stochastic operators. The genetic algo-
rithm (GA) is especially useful with that regard as it operates on a coded
form of the problem’s parameters, does not require its objective func-
tion to be continuous and/or differentiable, and its stochastic nature
reduces the chances of reaching local optima by employing a wide-
range search [29].

The GA has been used before within the framework of the afore-
mentioned approach, albeit being almost nonexistent within industrial
PEMS applications. Niska et al. [32] used the GA to design ANN’s for
the forecasting of pollutant levels in urban areas, Benardos and Vos-
niakos [33] modeled elastic deflection in turning, and Carvallho et al.
[31] used the same methodology to estimate and identify pollution
sources.

In the present work we formulate the problem of MLP architecture
design as a combinatorial optimization problem where the search is
performed over the space of possible arrangements of neurons in hidden
layers. Since regression problems can be efficiently modeled using two
or three hidden layers [34], the search is limited with respect to the
number of hidden layers to a maximum of three. The problem then boils
down to the question of determining an appropriate distribution of
neurons among these layers, with other architecture parameters like
activation function and learning rate being fixed. In particular, the
hyperbolic tangent function is only considered here as it is the most
common. Thus, the objective function is constructed where the input
vector represents the number of neurons in each hidden layer, and the
output is the performance measure of the corresponding architecture.

2.2. Objective function

Benardos and Vosniakos [33] and Carvalho et al. [31] proposed
objective functions that penalized for three main criteria: (1) the
training error, (2) generalization error, and (3) the penalty for network
complexity. The sum of squared error (SSE) taken over the training
dataset can be used to account for the first criterion, while the second
criterion uses the SSE taken over some testing dataset. As for the third
criterion, network complexity is usually translated into a function of the
total number of parameters (weights and biases) present in the network.
However, an exponential function should be used since the total
number of parameters varies in a nonlinear fashion with the distribu-
tion of neurons in the hidden layers, and an exponential function allows
the penalty to gradually increase when the total number of parameters
is low and rapidly when the latter is high [31,33]. Carvalho et al. [31]
added the number of training epochs to the network complexity penalty
term with the observation that more complex networks will take more
time to train.

The evaluation of architectures is usually done by training the
networks using the Levenberg-Marquardt (LM) algorithm with early
stopping before applying the objective function. In the present work we
employ a different strategy in this performance evaluation, by taking
advantage of the Bayesian Regularization (BR) method. BR can be used
in lieu of LM and traditional backpropagation, with the main difference
being the imposition of a sufficiently large regularization term on the
weight-updating rule. This creates training conditions that force un-
necessary weights to converge to zero [29]. As a result, not only better
generalization can be achieved, but we can also obtain an estimate of
the number of effective parameters that actually contribute to the
network parameters. Networks that are too complex will result in a
number of effective parameters that is much lower than the total
number of network parameters, and therefore our objective function
would penalize for the difference between the original number of
parameters and the effective one yielded by BR. In that process, our GA
will favor simpler networks where that difference is low, and it will
accomplish an implicit pruning of the network architectures – an

architecture optimization procedure that is well described in the lit-
erature [29,30].

For the training and generalization error criterion Eavg, we employ a
weighted average of the two errors exhibited over training and testing
datasets respectively. In particular:

= +E ρ E ρ Eavg Test Train1 2 (2)

The errors ETest and ETrain are expressed as sum-of-squared-errors
(SSE), given by:
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Where yi denotes original model targets and ŷi denotes outputs from the
ANN. N denotes the number of training instances for ETrain and testing
instances for ETest. The weights ρ1 and ρ2 are found in [0; 1] and are
chosen such that ρ1 < ρ2 to focus more on the generalization ability of
the ANN at hand.

For the network complexity term NC, we employ an exponential
function of the number of network parameters and we add the ratio of
the effective number of parameters to the total number of parameters to
the penalization as well:

= + −NC a e a γ γ(1 / )γ
e1 2 (4)

With γ being the total number of parameters, γe the number of effective
parameters, and a1, a2 being weighing terms.

The resulting objective function fGANN−obj is thus given by:

= = + − +−f M M M NC E a e a γ γ ρ E ρ E( (1), (2), (3)) . ( (1 / ))( )GANN obj avg
γ

e Test Train1 2 1 2

(5)

2.3. Chromosome encoding

Since the search space in question consists of determining the op-
timal distribution of neurons among the three hidden layers, we employ
an indirect binary encoding scheme [31], whereby a network archi-
tecture is represented as a string consisting of 12 bits, with every four
bits representing the number of neurons in the corresponding layer
(Fig. 2). The four bits limit the number of neurons in every layer to 15
neurons.

3. Support vector machines (SVM’s)

3.1. Background

SVM theory as known today has been developed over the past few
decades and has been firmly rooted in the framework of statistical
learning theory, or VC Theory developed by Vapnik and Chervonenkis

Fig. 2. Examples illustrating the encoding method used for ANN's.
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[35]. The algorithm was firstly developed to handle classification pro-
blems, and later expanded for regression problems. Support vector re-
gression (SVR) has found several applications in the modeling of en-
gineering systems besides PEMS, such as engine power and torque
estimation [36], traffic flow modeling [37], instrumentation en-
gineering [38]…etc.

In SVR, we are presented with a set of data of N ob-
servations  ⊂ ×y y yx x x{( , ), ( , ), ...( , )}N N

d
1 1 2 2 with the goal of ap-

proximating a function  → =f f yx: ; ( )d , using a function f∗ that
has at most ε deviation from the targets yi and is as flat as possible [35].
In the case of linear SVR, we are interested in functions of the form:

= +∗f bx w x( ) , (6)

where ∈w d and ∈b .
The flatness requirement implies that one must seek small values for

the weights vector w. This can be formulated as a convex optimization
problem, which becomes more computationally efficient in its dual
Lagrangian form:
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The constant C > 0 determines the trade-off between the flatness of
f∗ and the amount up to which deviations larger than ε are tolerated.
The constants αi and ∗αi are the Lagrangian multipliers. From the de-
rivation of (7) (which has been omitted here), one arrives also at the
conclusion that:
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Thus:
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To make the algorithm non-linear, one expresses the inner product
x x,i j as a kernel function k(xi, xj) that accomplishes an implicit
mapping to a higher dimensional space. The validity of a certain
function as a kernel is subject to several conditions that can be found in
[35] along with a more detailed description of SVR theory. A variety of
kernel functions has been described in the literature and shown to sa-
tisfy the conditions described in [35]. The ones considered in this study
are given in Table 1.

3.2. Hyperparameter optimization

The performance of a SVM model depends heavily on the choice of
the C parameter and the corresponding kernel-specific parameter. So
far, no systematic approach has been conceived to properly determine
these parameters, and most often this activity is done via trial-and-
error. In PEMS applications, Zhou et al. [10] proposed an ant colony
optimization (ACO) routine to find an optimal C and a Gaussian kernel-
specific parameter, ν. Huang et al. [39] and Wu et al. [40] used a GA to
select the same parameters for an SVM model used in classification
problems. Utsun et al. [41] used the GA to look for, in addition to C and

ν, an optimal value for ε – the radius of the ε-insensitive tube. In these
studies, the kernel function was fixed, and the optimization routine was
made to only look for two or three additional parameters that describe
the SVM model. In this paper, the search space for the GA is expanded
in order to look for an optimal kernel function, in addition to its optimal
parameter, C, and ε. In the software implementation, every kernel
function in Table 1 was translated to a specific integer in the chromo-
some representing the SVM model.

The objective function had a similar structure to Eq. (5): a training/
testing error criterion with a penalty reflecting the model’s tendency to
generalize or to overfit. In the case of SVM’s, the model’s complexity is
reflected by the number of support vectors that are yielded after
training. Therefore, the objective function is given by:

= +−f κ p C ε η ρ E ρ E( , , , ) ( )obj GASVM Train Test1 2 (10)

Where κ is an integer associated with a kernel function from Table 1, p
is the kernel-specific parameter, η is the number of support vectors
associated with the model, and the weights ρ1 and ρ2 are chosen in the
same manner described with Eq. (5). The errors ETrain and ETest are also
taken as a SSE over the corresponding dataset.

4. Summary of the model design process

Fig. 3 shows the steps taken to arrive at an optimal architecture for
ANN’s and SVM’s used in the present work.

5. Data acquisition and pre-processing

Three datasets were used in this study and were provided by K.K.
Botros from NOVA Chemicals Research & Technology Centre in Canada.
In [14,13,16], emissions tests were performed on three non-DLE gas
turbines used in natural gas compressor stations in Alberta, Canada.
The tests measured the NOx emissions from these turbines as a function

Table 1
The kernel functions considered in this paper.
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of some process parameters, which varied from one set to another de-
pending on the type of turbine studied. Table 2 lists the details con-
cerning the datasets used in this study.

In each case, a portion of the dataset (around 10%) was left out for

post-GA testing. Subsequently, the proposed algorithms divided the rest
of the data into two sets using interleaved indices such that around
75–80% of the data was used for training of the ANN and SVM models,
and 20–25% for testing and evaluation of the fitness functions. Before

Fig. 3. Steps taken to design optimal ANN and SVM
models.

Table 2
Details of the datasets used in evolving and training the ANN and SVM models.

Data Set Inputs Output Nb. of Instances Dataset Source

Data 1 • Ambient temperature T (°C)

• Engine shaft speed N1 (RPM)

• Air compressor discharge pressure P3 (kPa-a)

• Fuel flowrate Qf (m3 h−1)

NOx Flowrate (kg h−1) 472 [13]

Data 2 • Ambient temperature T (°C)

• Engine shaft speed N1 (RPM)

• Engine shaft speed N3 (RPM)

• Air compressor discharge pressure P3 (kPa-a)

• Fuel flowrate Qf (m3 h−1)

NOx Flowrate (kg h−1) 395 [16]

Data 3 • Ambient temperature T ( °C)

• Engine shaft speed N1 (RPM)

• Engine shaft speed N3 (RPM)

• Air compressor discharge pressure P3 (kPa-a)

• Fuel flowrate Qf (m3 h−1)

• Energy load Ws (kW)

NOx Composition (ppm) 410 [14]
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being processed by the ANN’s and SVM’s, inputs were normalized to fall
in the range [−1; 1].

6. Results and discussion

6.1. GA results

For ANN architecture optimization, we run the GA with the objec-
tive function depicted in Eq. (5). Since the main purpose of the GA is to
obtain an ANN with maximum generalization ability, we assign a 10%
weight to the training error and a 90% weight to the testing error. For
penalties involving network complexity, the weighing factors a1 and a2
were chosen such that a1= 10−4 and a2= 100. These values were
selected after some experimentation with different combinations and to
prevent the exponential term from dominating the objective function.
For every dataset, the GA was run for several times, and the best-per-
forming results are depicted in Table 3.

For SVM hyperparameter optimization, the GA was also for run
several times for each dataset, with the objective function depicted in
Eq. (10) and with the same weights attributed previously to the training
and testing errors in the case of GA-NN. Results of the best runs are
shown in Table 4.

In addition to low MSE’s, the obtained models present a minimal
degree of computational complexity. In the case of ANN’s, the best
performing networks contain two hidden layers with a maximum of five
neurons in each. In addition, the number of effective parameters is al-
ways very close to the number of total parameters in the networks. For

SVM’s, the number of support vectors was considerably lower than the
number of instances in each dataset. It appears that second and third-
degree polynomial kernels performed best, as all of the GA runs con-
verged to this kernel type. It is interesting to see that the GA results in
the case of SVM’s were more consistent than in the case of ANN’s for a
given dataset. This is probably due to the problem of local minima in
ANN training: the GA evaluates every ANN and SVM individual’s ob-
jective function by training them before computing the SSE over testing
data. For ANN’s, the training could sometimes result in a local
minimum, which could lead to certain individuals being discarded in
one run while the same individuals might survive all the generations of
a different run in which they converged to a global (or near-global)
minimum. In contrast, SVM training always result in a global minimum,
since the optimization problem is convex. This leads to more consistent
results which are observed in Table 4.

6.2. Comparison with previous works

In a previous work ([14,13,16]), an ANN with one hidden layer,
composed of two neurons with a logistic activation function, was sug-
gested by trial and error and used to model the datasets in Table 1. To
compare the GA-obtained models with the one-layered ANN, we select
the best-performing models from Tables 3 and 4, and we evaluate the
MSE and coefficient of determination R2 exhibited by each of the
models over new testing data. Figs. 4 and 5 depict these values along-
side the ones exhibited by the single-layered neural networks. In ad-
dition, Figs. 6–8 show plots of outputs from each of the GA-NN, GA-
SVM and the one-layered network compared with original target va-
lues.

6.2.1. GA-NN’s performance
In all datasets, GA-NN’s have shown superior performance, espe-

cially when compared to the networks that were conceived by trial-and-
error. In particular, the MSE over testing data was considerably reduced
by the GA-NN models from the value shown by the one layered net-
work, with the reduction starting at ∼50% in dataset 2 and reaching
∼90% in dataset 1. The coefficient of determination was also higher for
GA-NN in all three datasets.

It is noteworthy to see that the GA yielded ANN’s with at least two
hidden layers and two neurons in each layer, a fact that reflects the
degree of non-linearity in the relationship between the inputs and the
outputs. The one-layered network was obviously unable to properly
capture this degree of nonlinearity and thus was unable to perform as
well as the GA-NN’s.

6.2.2. GA-SVM’s performance
Except for dataset 2, the same performance improvement was ob-

served for the SVM models, with a 50% reduction in the MSE over

Table 3
Neural network architectures obtained by the GA.

Dataset Run Hidden Layers MSE over
Testing
Set

Total Number
of Parameters

Effective Number
of Parameters
(approximate)

1 1_1 3× 2a 0.436 26 24
1_2 3× 7 1.293 51 47
1_3 4× 3 1.522 39 37
1_4 3× 2 0.436 26 24

2 2_1 4× 3 0.141 39 35
2_2 5× 4 0.126 59 54
2_3 3× 2 0.09 26 24
2_4 5× 4×1 0.063 61 54

3 3_1 4× 6 1.866 65 61
3_2 3× 4 1.78 42 39
3_3 4× 2 1.87 41 38
3_4 3× 8 2.53 62 57

a By this notation we mean that the network is composed of – in addition to the input
and output layers k two hidden layers with four neurons in the first and two in the second.

Table 4
SVM models obtained by the GA.

Dataset Run Kernel Type Kernel
Parameter

C ε MSE Over
Testing
Set

Number of
Support
Vectors

1 1_1 Polynomial 3 293 0.90 0.99 102
1_2 Polynomial 3 294 0.93 1.007 99
1_3 Polynomial 3 330 0.92 1.013 99
1_4 Polynomial 3 305 0.94 1.005 99

2 2_1 Polynomial 2 729 0.99 0.16 11
2_2 Polynomial 2 858 0.99 0.16 11
2_3 Polynomial 2 804 0.99 0.16 11
2_4 Polynomial 2 523 0.96 0.16 12

3 3_1 Polynomial 3 745 0.86 3.97 104
3_2 Polynomial 3 901 0.79 4.17 108
3_3 Polynomial 3 905 0.79 4.24 108
3_4 Polynomial 3 744 0.86 3.97 104

Fig. 4. Mean squared error returned by each of the models over the testing set.
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dataset 3 and a 70% reduction over dataset 1. In dataset 2, the SVM
models performed roughly as well as the one-layered network.

In the case of SVM’s, the time required for the GA to converge was
observed to be considerably less than that required for the GA to reach
an optimal ANN architecture. In that respect, SVM’s present an

advantage over ANN’s, despite exhibiting a lower performance. In the
following section we present more details regarding computational is-
sues.

6.3. Computational requirements

Being a stochastic algorithm, the speed of the GA is hard to predict
accurately. However, by fixing a number of individuals during every
generation and setting a limit on the maximum number of generations
for every run, a few remarks can be made regarding the computational
complexity of the GA.

The speed-limiting step in the algorithm depicted in Fig. 3 would be
the training of the created models in each generation. The size of the
training dataset being fixed, the training time required for ANN’s would
depend on the architecture set by the GA, and that required for SVM’s
would depend on the hyperparameters which are also set by the GA –
mainly the kernel function. Since the procedure used by the GA to set
the architectures and the hyperparameters is based on probabilistic
models, it is hard to predict how fast the algorithm will converge.
However, we ran the algorithm on dataset 1 with different dataset sizes,
and we measured the time required for the algorithm to converge. The
tests were run for two cases: in the first case, we keep the objective
functions as depicted in Eqs. (5) and (10). In the second case, we omit
the terms that penalize for network complexity and SVM support vec-
tors – in other words, the GA would penalize only for the generalization
error. The tests were run on a 64-bit Windows 10 PC with a quad-core
Intel i7 processor clocked at 2.6 GHz and 16 GB of RAM. Results are
shown in Fig. 9.

Fig. 9 shows that the GA was considerably affected by the absence of
the complexity terms in the objective functions; for both ANN and SVM
cases, and for most of the tested dataset sizes. Without complexity-pe-
nalizing terms, the GA created models whose fitness evaluation took a
considerably larger amount of time compared to the case where com-
plexity was penalized. This shows the importance of penalizing for
model complexity in both ANN and SVM cases.

On the other hand, SVM hyperparameter optimization was faster
than ANN architecture optimization, and it took almost half the time
required for the latter to converge. As mentioned previously, the speed
limiting step in the GA runs would be the training of each ANN and
SVM. In general, ANN training is more complex than SVM training, as it
consists of a larger number of weight and bias elements. Moreover,
since ANN training doesn’t always result in a global minimum, this
training had to be repeated more than once which further extended the
duration of ANN architecture optimization. In this regard, SVM’s pre-
sent an important advantage over ANN’s, especially when computa-
tional speed is of utmost importance in industrial settings.

Fig. 5. R2 value returned by each of the models over the testing set.

Fig. 6. Dataset 1: testing data outputs for each of the studied models compared with
original targets.

Fig. 7. Dataset 2: testing data outputs for each of the studied models compared with
original targets.

Fig. 8. Dataset 3: testing data outputs for each of the studied models compared with
original targets.
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The time required for the GA to converge generally increases with
dataset sizes, which is expected since larger datasets introduce more
complexity in model training – but lead to more robust models. The
exception in the first two dataset sizes introduced to the GA-NN run
without complexity terms could be attributed to the insufficiency of
training data for ANN’s, which pushed the GA to make up for poor
performance by creating more complex networks, hence increasing the
time required for the run to converge.

7. Conclusion

This work investigated the use of ANN’s and SVM’s in modeling NOx

emissions from gas turbines. In particular, the architectures of the ANN
and SVM models were optimized to obtain models that possess high
generalization ability with the least computational cost. As a result, the
problem was formulated as a combinatorial optimization problem with
the search undertaken over the space of the models’ hyper-parameters.
The GA was invoked with suitable objective functions to perform this
search, and model-specific penalties were introduced to allow the GA to
perform a faster and more reliable search. In particular, the BR method
was used for ANN training and to include the number of effective
parameters in the objective function; and for SVM’s, the number of
support vectors was used as a penalty.

Comparison of GA-generated models with the one-layered ANN’s
trial-and-error design has shown that the use of GA is well justified
given the significant improvements observed in terms of performance.
In all of the three tested datasets, the GA-NN models predicted emis-
sions most accurately. As for the SVM models, in most of the cases they
performed better than the trial-and-error networks, albeit less accurate
than the ANN’s. However, SVM’s have shown certain advantages over
ANN’s: (1) the fact that their training always results in a global
minimum leads to more consistency in the GA-based hyperparameter
optimization, which in turn alleviates the need to run a GA for several
times; (2) their low computational cost makes them more attractive in
industrial PEMS applications. Nevertheless, for both ANN and SVM
cases, the proposed GA returned optimal architectures in a time in the
order of minutes, which demonstrates an important advantage over
trial-and-error procedures where the architecture design activity could
take days and satisfactory results are obtained mostly based on luck.

The implementation of PEMS that rely on GA-optimized models is
becoming more attractive with the advancements of modern compu-
ters. For emissions monitoring and environmental engineering, highly
accurate emissions monitoring systems can lead to major improvements

in plant operation, which directly translates to a marginal reduction in
environmental damage and emissions tax costs. Nevertheless, more
investigation should be performed regarding the question of de-
termining optimal neural network architectures and SVM hyperpara-
meters. Even though the GA partially alleviates the cumbersome trial-
and-error activity of choosing optimal architectures and hyperpara-
meters, there is still a degree of ambiguity present in the choice of the
objective function, and namely in setting appropriate weighing factors
for the different terms in the objective function. For ANN’s, the re-
quirement that the GA operates on a fixed chromosome length and thus
the need to set a limit on the number of layers and neurons in each layer
restricts the search to a portion of the solution space, and possibly
prevents the user from reaching better solutions. Finally, the GA search
for ANN’s employed in the present work could be expanded to include
more parameters, such as the choice of the activation functions in each
layer and the choice of certain training algorithm-related parameters.

Acknowledgments

The authors would like to thank the Munib & Angela Masri Institute
of Energy and Natural Resources for their financial support.

References

[1] A.L. Ahmad, et al., Emission control in palm oil mills using artificial neural network
and genetic algorithm, Comput. Chem. Eng. 28 (12) (2004) 2709–2715.

[2] E. Vanderhaegen, et al., Predicitve emissions monitoring using a continuously up-
dating neural network, Proceedings of the ASME Turbo Expo, Glasgow, UK, 2010.

[3] K. Smith, D. Cole, Software vs. hardware approach to emissions monitoring, Pulp
and Paper Industry Conference, 2015 61 st IEEE (2015).

[4] O. Skreiberg, et al., Comparing empirical: statistical and neural network models
calculating NOx emissions from gas turbines, Int. J. Energy Clean Environ. 8 (3)
(2007) 221–237.

[5] G. Ferretti, L. Piroddi, Estimation of NOx emissions in thermal power plants using
neural networks, J. Eng. Gas Turbines Power-Trans. ASME 123 (2) (2001) 465–471.

[6] E. Ikonen, K. Najim, U. Kortela, Neuro-fuzzy modelling of power plant Flue-gas
emissions, Eng. Appl. Artif. Intell. (13) (2000) 705–717.

[7] Y. Tunckaya, E. Koklukaya, Comparative analysis and prediction study for effluent
gas emissions in a coal-fired thermal power plant using artificial intelligence and
statistical tools, J. Energy Inst. 88 (2) (2015) 118–125.

[8] E. Pathmanathan, R. Ibrahim, V.S. Asirvadam, CO2 emission model development
employing particle swarm optimized −Least squared SVR (PSO-LSSVR) hybrid al-
gorithm, 4th International Conference on Intelligent and Advanced Systems (2012).

[9] S.M. Zain, K.K. Chua, Development of a neural network predictive emission mon-
itoring system for flue gas measurement, IEEE 7th International Colloquium on
Signal Processing and Its Applications (2011).

[10] H. Zhou, et al., Modeling NOx emissions from coal-fired utility boilers using support
vector regression with ant colony optimization, Eng. Appl. Artif. Intell. 25 (1)
(2012) 147–158.

[11] J. Song, et al., A globally enhanced general regression neural network for on-line
multiple emissions prediction of utility boiler, Knowl.-Based Syst. 118 (2017) 4–14.

[12] P. Tan, et al., Modeling and reduction of NO X emissions for a 700MW coal-fired
boiler with the advanced machine learning method, Energy 94 (2016) 672–679.

[13] K.K. Botros, M. Cheung, Neural network based predictive emission monitoring
module for a GE LM2500 gas turbine, Proceedings of the 8th International Pipeline
Conference, Calgary, Alberta, Canada, 2010.

[14] K.K. Botros, C. Selinger, L. Siarkowski, Verification of a neural network based
predictive emission monitoring module for an RB211-24C gas turbine, Proceedings
of ASME Turbo Expo 2009: Power for Land, Sea and Air, Orlando, Florida, USA,
2009.

[15] K.K. Botros, et al., Measurements of NOx emissions from DLE and non-DLE gas
turbine engines employed in natural gas compressor stations and comparison with
PEM models, Proceedings of the 2014 10th International Pipeline Conference,
Calgary, Alberta, Canada, 2014.

[16] K.K. Botros, et al., Data from predictive emission modules implemented on GE-
LM1600, GE-LM2500 and RR-RB211Gas turbines employed in natural gas com-
pressor stations, 19th Symposium of the Industrial Applications of Gas Turbines
Committee, Banff, Alberta, Canada, 2011.

[17] W.G. Lamont, M. Roa, R.P. Lucht, Application of artificial neural networks for the
prediction of pollutant emissions and outlet temperature in a fuel-staged gas turbine
combustion rig, Proceedings of ASME Turbo Expo 2014: Turbine Technical
Conference and Exposition, Dusseldorf, Germany, 2014.

[18] L. Zheng, S. Yu, M. Yu, Prediction of nitrogen oxides from coal combustion by using
response surface methodology, International Conference on Computer Distributed
Control and Intelligent Enviromental Monitoring (2012).

[19] S. Sun, et al., Reduction and prediction of N2O emission from an Anoxic/Oxic
wastewater treatment plant upon DO control and model simulation, Bioresour.
Technol. 244 (2017) 800–809.

Fig. 9. Time required for the GA to converge vs. the number of instances in the dataset for
four different cases.

M. Azzam et al. Journal of Environmental Chemical Engineering 6 (2018) 1044–1052

1051

http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0005
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0005
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0010
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0010
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0015
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0015
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0020
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0020
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0020
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0025
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0025
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0030
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0030
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0035
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0035
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0035
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0040
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0040
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0040
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0045
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0045
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0045
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0050
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0050
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0050
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0055
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0055
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0060
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0060
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0065
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0065
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0065
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0070
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0070
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0070
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0070
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0075
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0075
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0075
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0075
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0080
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0080
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0080
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0080
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0085
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0085
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0085
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0085
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0090
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0090
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0090
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0095
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0095
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0095


[20] R.M. Durao, M.T. Mendes, M.J. Pereira, Forecasting O3 levels in industrial area
surroundings up to 24 h in advance, combining classification trees and MLP models,
Atmos. Pollut. Res. 7 (November (6)) (2016) 961–970.

[21] S.A. Provataris, et al., Prediction of NOx emissions for high speed DI Diesel engines
using a semi-empirical, two-zone model, Energy Convers. Manage. 153 (2017)
659–670.

[22] S. Dharma, et al., Experimental study and prediction of the performance and ex-
haust emissions of mixed Jatropha curcas-Ceiba pentandra biodiesel blends in
diesel engine using artificial neural networks, J. Clean. Prod. 164 (2017) 618–633.

[23] R. Jaikumar, S.S. Nagendra, R. Sivanandan, Modeling of real time exhaust emis-
sions of passenger cars under heterogeneous traffic conditions, Atmos. Pollut. Res. 8
(1) (2017) 80–88.

[24] W. Sun, C. Wang, C. Zhang, Factor analysis and forecasting of CO 2 emissions in
Hebei, using extreme learning machine based on particle swarm optimization, J.
Clean. Prod. 162 (2017) 1095–1101.

[25] W.K. Yap, V. Karri, Emissions predictive modelling by investigating various neural
network models, Expert Syst. Appl. 39 (3) (2012) 2421–2426.

[26] B. Liu, et al., A novel optimal support vector machine ensemble model for NO x
emissions prediction of a diesel engine, Measurement 92 (2016) 183–192.

[27] Y. Lv, T. Yang, J. Liu, An adaptive least squares support vector machine model with
a novel update for NOx emission prediction, Chemom. Intell. Lab. Syst. 145 (2015)
103–113.

[28] G. Najafi, et al., SVM and ANFIS for prediction of performance and exhaust emis-
sions of a SI engine with gasoline-ethanol blended fuels, Appl. Therm. Eng. 95
(2016) 186–203.

[29] S. Curteanu, H. Cartwright, Neural networks applied in chemistry. I. Determination
of the optimal topology of multilayer perceptron neural networks, J. Chemom. 25

(10) (2011) 527–549.
[30] V.K. Ojha, A. Abraham, V. Snasel, Metaheuristic design of feedforward neural

networks: a review of two decades of research, Eng. Appl. Artif. Intell. 60 (2017)
97–116.

[31] A.R. Carvalho, F.M. Ramos, A.A. Chaves, Metaheuristics for the feedforward arti-
ficial neural network (ANN) architecture optimization problem, Neural Comput.
Appl. 20 (8) (2011) 1273–1284.

[32] H. Niska, et al., Evolving the neural network model for forecasting air pollution
time series, Eng. Appl. Artif. Intell. 17 (2) (2004) 159–167.

[33] P. Benardos, G.-C. Vosniakos, Optimizing feedforward artificial neural network
architecture, Eng. Appl. Artif. Intell. 20 (3) (2007) 365–382.

[34] M.T. Hagan, et al., Neural Network Design, (2014).
[35] B. Scholkopf, A.J. Smola, Learning with Kernels, MIT Press, Cambridge, MA, 2002.
[36] M.H. Ahmadi, et al., Connectionist intelligent model estimates output power and

torque of stirling engine, Renew. Sustain. Energy Rev. 50 (2015) 871–883.
[37] Y. Cong, J. Wang, X. Li, Traffic flow forecasting by a least squares support vector

machine with a fruit fly optimization algorithm, Procedia Eng. 137 (2016) 59–68.
[38] L. Zhu, et al., A resonant pressure sensor capable of temperature compensation with

least squares support vector machine, Procedia Eng. 168 (2016) 1731–1734.
[39] C.L. Huang, C.J. Wang, A GA-based feature selection and parameters optimization

for support vector machines, Expert Syst. Appl. 31 (2) (2006) 231–240.
[40] C.H. Wu, et al., A real-valued genetic algorithm to optimize the parameters of

support vector machine for predicting bankruptcy, Expert Syst. Appl. 32 (2) (2007)
397–408.

[41] B. Utsun, et al., Determination of optimal support vector regression parameters by
genetic algorithms and simplex optimization, Anal. Chim. Acta (544) (2005)
292–3995.

M. Azzam et al. Journal of Environmental Chemical Engineering 6 (2018) 1044–1052

1052

http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0100
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0100
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0100
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0105
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0105
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0105
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0110
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0110
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0110
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0115
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0115
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0115
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0120
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0120
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0120
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0125
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0125
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0130
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0130
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0135
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0135
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0135
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0140
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0140
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0140
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0145
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0145
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0145
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0150
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0150
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0150
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0155
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0155
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0155
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0160
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0160
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0165
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0165
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0170
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0175
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0180
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0180
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0185
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0185
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0190
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0190
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0195
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0195
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0200
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0200
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0200
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0205
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0205
http://refhub.elsevier.com/S2213-3437(18)30020-4/sbref0205

	Application of evolutionary neural networks and support vector machines to model NOx emissions from gas turbines
	Introduction
	Artificial neural networks (ANN’s)
	The ANN architecture design problem
	Objective function
	Chromosome encoding

	Support vector machines (SVM’s)
	Background
	Hyperparameter optimization

	Summary of the model design process
	Data acquisition and pre-processing
	Results and discussion
	GA results
	Comparison with previous works
	GA-NN’s performance
	GA-SVM’s performance

	Computational requirements

	Conclusion
	Acknowledgments
	References




