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a b s t r a c t

Spark is a framework used to analyze big data applications. In this paper, we introduce a framework
to build complex Spark applications by composing simpler ones. We use two levels of granularity for
composition. The fine (resp. coarse) granularity focuses on composing sub-Spark (resp. Spark) applications
to build a more complex one. Composition takes as input a configuration file that defines the connection
between sub-spark and Spark applications. Moreover, in case of composing sub-Spark applications, we
introduce different scenarios to automatically persist and un-persist most used data to achieve a better
performance.We also present amethod to parameterize a system consisting of several Spark applications
with respect to their quality of executions. Then, we introduce several strategies to dynamically select the
maximum quality levels to execute the given Spark applications, while meeting a user-defined deadline.
We present experimental results showing the effectiveness of our method with respect to composition,
performance and quality of service of Spark applications.

© 2018 Elsevier B.V. All rights reserved.

1. Introduction

Since 2003, Big Data has become the new trend after Google
started working with its project Google File System (GFS) [1], and
this huge interest in Big Data has advanced the development of
systems for large scale analytics. The MapReduce programming
model proposed in [2,3] was the first to efficiently process data
on a cluster. However, MapReduce has several limitations: (1) it
introduces latency between each map and reduce step because of
shuffling its data to the network and writing them to the disk; (2)
it is not interactive as it can only process data in batches; (3) it
is unable to support iterative applications, which are required by
most algorithms in data science and machine learning toolboxes;
(4) it is not user friendly as it can only support two functions map
and reduce. For this, Sparkwas proposed in [4] to allow interactive
and iterative jobs and after that evolved to be one of themost active
open-source Apache projects with a huge developer and user com-
munity. Spark abstracts data collections as Resilient Distributed
Datasets (RDDs), which are partitioned across several nodes so that
they can be operated on in parallel. The Spark programmingmodel
is easy to use and have extensible APIs in different languages such
as Scala, Java, Python, and R. It is based on higher-order functions
that execute user-defined functions. These higher order functions
are of two types: Transformations and Actions. Transformations,
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such asmap and filter, apply a function on each RDD element and
result in a newRDD. Actions trigger the execution of such functions
and producemeaningful results which is returned to the coordina-
tor program, called driver. For each action in a Spark application, a
job is performed, which includes several RDD transformations.

Spark’s scheduler creates a physical execution plan for the job
based on the RDD lineage (aka RDD dependency graph) which is a
directed acyclic graph (DAG) of transformations. The physical plan
is divided into stages. A stage is a sequence of transformations that
can be pipelined (executed, without data movement, in parallel
over all data partitions). Pipelining transformations are deliber-
ately grouped together in a single stage to speed-up performance.
The sequence of computations defined by a stage instantiated over
a single data partition is called a task. A task is the actual unit of
execution of the physical plan.

The contribution of this paper is two-fold.

• Component-based Spark. Spark applications are getting
larger and more complex, calling for a shift from Spark pro-
gramming to Spark system composing. Therefore, we define
a high-level specification language to develop Spark ap-
plications independently and automatically compose them.
For each application, we export its input and output in-
terfaces, then we define a configuration file to compose
those interfaces. Our language handles two cases of com-
posing Spark applications. The first case, coarse grained
composition, each Spark application is considered as one
component that can run as a whole and writes its output
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to distributed file system that can be later on read by an-
other Spark application as input. In this case, our method
automatically augments each application with the proper
code to send (e.g., when a Spark application terminates) and
receive from/to other applications. Whereas the other case,
fine grained composition, we consider sub-Spark applica-
tions, which can be composed to generate a more complex
one. Each sub-Spark application consists of a sequence of
computation blocks separated with place holders denot-
ing input and output RDDs or location in a distributed file
system. As such, a mapping can be defined between the
place holders of sub-Spark applications. Then, our method
automatically merges sub-Spark applications by renaming
variables and ordering blocks of executions, and generates a
monolithic Spark application. Moreover, for the fine grained
composition, we define a method to persist outputs that
are used by several other sub-Spark application in order
to improve the overall execution time of the new resulting
program. These two cases of composition allows to simplify
the development of complex system consisting of several
dependent Spark applications. Furthermore, for the same set
of (sub-)Spark applications, several systems may be built by
simply changing the input configuration file.

• Adaptive Execution of Spark Applications. Several compa-
nies provide services to deploy and run Spark applications
on the cloud (e.g., Amazon Web Services, Microsoft Azure).
The pricing generally depends on the power of the allocated
nodes and the execution time needed to run the appli-
cations. However, execution times may considerably vary
over time as they depend on the application. Furthermore,
non predictability of the underlying platform and operating
systems are additional factors of uncertainty. For this, we
propose amethod to run a sequence of parameterized (Qual-
ity of Service) Spark applications within a specified time.
Parameterized applications are those that can be augmented
with an extra parameter denoting the quality level. For
example, machine learning and graph analytics are good ex-
amples of parameterized applications, since their quality de-
pend on the number of rounds (the more rounds the better
quality). Consequently, using ourmethod, cloud services can
provide userswith the ability to specify a deadline/price and
a sequence of Spark applications to be executed using the
best quality levels possible. A controller iteratively selects
the best quality for each Spark application depending on the
remaining deadline and time already used.

This paper is an extended version of our earlier work in [5].
More specifically, this paper provides the following additional
contributions: (1) integrating the fine grained composition of sub-
Spark applications and distinguishing it from the coarse grained
composition defined in the previous work, (2) defining several
strategies to automatically (un)persist data for the fine-grained
composition, (3) extending the experimental resultwork by adding
new case studies, in addition to (4) extending the related work.

The remaining of this paper is structured as follows. Section 2
defines the language for the coarse grained composition of Spark
applications. Section 3 describes the fine grained composition
of sub-Spark applications, and defines the strategies used for
(un)persisting data. Section 4 defines a method to adapt the qual-
ity levels to execute Spark applications while respecting a given
deadline. Section 5 discusses related work. Finally, Sections 6 and
7 draw some conclusions and perspectives.

2. Coarse grain composition of Spark applications

Given a set of dependent Spark applications, we define a coarse
grain composition,which automatically generates thewait/receive

Fig. 1. Representation of dependencies between sub-jobs.

and notify/send setup between them. Each spark application takes
a set of inputs (e.g., location to files) and produces a set of outputs
(files). We distinguish between free and direct input. A free input
is an input mapped to an output of a different spark application,
while a direct input is a one mapped to a direct path. Formally, a
spark application is defined as follows:

Definition 1 (Spark Application). A spark application SA is defined
as a set of tuple (ins, outs), where:

• ins = freeIns ∪ directIns is the set of inputs;
• outs is the set of outputs.

Given a user-specified configuration, spark applications are
composed by mapping outputs of spark applications to free inputs
of other applications. Formally a configuration is defined as fol-
lows:

Definition 2 (Configuration). Given a set of spark application
{SAi}i∈I , a configuration C is a function defined by C : Input →

Output , where:

• Input =
⋃

i∈ISAi.freeIns;
• Output =

⋃
i∈ISAi.outs.

Example 1. Fig. 1 shows an example of composing spark applica-
tions. The system consists of five Spark applications SA1, . . . , SA5.
SA1 has one direct input i1 and two outputs o1 and o2. SA2 has one
free input i1 and one output o1. First output o1 of SA1 is mapped to
the free input i1 of SA2.

Definition 3. Given a set of spark applications {SAi}i∈I , and a
configuration C , we define the directed graph G = (V , E), where:

• V = {SAi}i∈I , is the set of vertices representing the Spark
applications in the set;

• E = {(SAi, SAj) | ∃ out ∈ SAi.outs ∧ freeIn ∈ SAj.freeIns :

C(freeIn) = out}, is the set of edges representing themapping
between {SAi}i∈I .

Based on the build graph from {SAi}i∈I and C , a configuration is
valid iff:

• Free inputs are mapped to outputs of different applications.
That is, if C(SAi.fi1) = SAj.o1, then i ̸= j, where fi1 is a free
input in SAi and o1 is an output in SAj.

• The directed graph G obtained from {SAi}i∈I and C does not
contain cycles, that is no vertex is reachable from itself.

Example 2. The system defined in Fig. 1 is valid since (1) all free
inputs are mapped to outputs of different applications; and (2) the
graph obtained by connecting outputs to free inputs is acyclic.
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2.1. Semantics and code generation

Given a set of Spark applications and a configuration C , we
first check the validity of configuration C , then we automatically
synthesize the glue of each Spark application that corresponds to
configuration C . A glue surrounds each Spark application by the
corresponding synchronization and communication primitives.
The code generation is depicted in Listing 1. It mainly consists of
the following five steps:

Listing 1: Automatic Glue Generation of a Spark Application
Step 1: Fill Inputs
f o r (input ∈ SAi.ins) {

i f ( isFreeInput(input) ) {
source = input.from;
index = input.index;
inputs.add(source.getInput(index));

} e l s e {
inputs.add(input.value);

}
}

Step 2: Wait Signals
f o r (input ∈ SAi.freeIns) {

waitSignal(input.from);
}

Step 3: Fill Outputs
f o r (output ∈ SAi.outs) {

outputs.add(output);
}

Step 4: Run Spark Application
run( " path " , inputs, outputs);

Step 5: Send Signals
f o r (output ∈ SAi.outs) {

free-inputs = C−1(output)
f o r (free-input ∈ free-inputs) {

sendSignal(free-input.id);
}

}

1. Fill input: inputs are mapped to their corresponding paths.
In case of a free input, an output of different Spark applica-
tion is filled. In case of direct input a direct path is filled.

2. Wait signals: Spark applications with free inputs freeIns
wait for signals from other Spark applications with outputs
mapped to freeIns. This phase may require a setup phase to
set the connections between processes (e.g., sockets, shared
semaphores, signals).

3. Fill outputs: outputs are mapped to their corresponding
paths.

4. Run: Run Spark application.
5. Send signals: Upon completion, Spark applications, with

outputs mapped to free inputs freeIns, send signals to the
Spark applications corresponding to freeIns.

2.2. DSL implementation

We define a Domain Specific Language (DSL) using JSON rep-
resentation that defines Spark applications and a configuration to
connect them. Each Spark application is identified by an identifier
id, a path where the Spark program exists path, number of inputs
ni, and number of outputs no. Then, the configuration maps inputs
to direct locations or to output of other Spark applications (in case
of free inputs). Listing 2 depicts the general structure to specify a
set of Spark applications and a configuration. It mainly consists of
two parts:

• The first part defines the set of Spark applications with
their corresponding interfaces (i.e., an identifier, location,
number of inputs and number of outputs).

• The second part defines the configuration which connects
Spark applications (i.e., connect output to free inputs).

Listing 2: General shape of a configuration file.
{ " spark-applications " :[

{ " id " : " id " , " path " : " path " , " ni " : " n " , " no " : " n " },
{ " id " : " id " , " path " : " path " , " ni " : " n " , " no " : " n " },

...
{ " id " : " id " , " path " : " path " , " ni " : " n " , " no " : " n " },

]}

{ " configuration " :[
{ " id " : " id " ,

" i " :[ " i1 " , " i2 " , ...],
" o " :[ " o1 " , " o2 " , ...],

},
{ " id " : " id " ,

" i " :[ " i1 " , " i2 " , ...],
" o " :[ " o1 " , " o2 " , ...],

},
...
{ " id " : " id " ,

" i " :[ " i1 " , " i2 " , ...],
" o " :[ " o1 " , " o2 " , ...],

}
]}

Listing 3 shows an example of system that corresponds to Fig. 1.
It consists of two parts: (1) spark applications, and (2) configura-
tion. Spark application SA1 has one input, which is a direct input,
and two outputs. Spark application SA2 has one input and one
output. The first input ismapped to the output of Spark application
SA1 (i.e., #SA1.o1).

Listing 3: Configuration File Corresponding to Figure 1
{ " spark-applications " :[

{ " id " : " SA1 " , " path " : " path1 " , " ni " : " 1 " , " no " : " 2 " },
{ " id " : " SA2 " , " path " : " path2 " , " ni " : " 1 " , " no " : " 1 " },
{ " id " : " SA3 " , " path " : " path3 " , " ni " : " 1 " , " no " : " 1 " },
{ " id " : " SA4 " , " path " : " path4 " , " ni " : " 2 " , " no " : " 1 " },
{ " id " : " SA5 " , " path " : " path5 " , " ni " : " 1 " , " no " : " 1 " },

]}

{ " configuration " :[
{ " id " : " SA1 " ,

" i " :[ " pathin1 " ],
" o " :[ " patho1 " , " patho2 " ],

},
{ " id " : " SA2 " ,

" i " :[ " #SA1.o1 " ],
" o " :[ " patho1 " ],

},
{ " id " : " SA3 " ,

" i " :[ " #SA1.o2 " ],
" o " :[ " patho1 " ],

},
{ " id " : " SA4 " ,

" i " :[ " #SA2.o1 " , " #SA3.o1 " ],
" o " :[ " patho1 " ],

},
{ " id " : " SA5 " ,

" i " :[ " #SA4.o1 " ],
" o " :[ " patho1 " ],

}
]}

3. Fine grain composition of Spark applications

In the previous section, we explain a method to compose sep-
arate Spark applications with respect to a pre-defined dependen-
cies. Dependencies are defined according to the final output of an
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application (output file). Then, other applications can be notified
to process files generated by other applications. That is, dependen-
cies during the execution of an application are not possible. For
instance, a computed RDD of a given application cannot be used
by another application. In this section, we define a more refined
dependency system.

A fine grain composition allows to build a complete Spark appli-
cation given sub-Spark programs embedded with certain instruc-
tions expressing input/output place holders. Similar to the coarse
grained case, the composition is based on information provided in
a configuration file. Using our method a user writing a sub-Spark
application is capable of in/outsourcing datasets in form of RDD or
file to other sub-Spark applications developed by other user in the
same project. This is done by using specific predefined instructions
called place holder instructions. Consequently, this allows to build
complex Spark application from simpler ones. Moreover, it allows
to track data dependencies within a Spark application, which helps
in automatically (un)persisting most used data.

Note that, this approach is more efficient than using function
calls for two main reasons. First, using functions limit the scope of
all the intermediate RDDs, produced while computing the desired
output dataset, to the function’s scope, whichmakes the developer
incapable of using any of them within a different computation in
the same sub-Spark program. Second, component-based applica-
tions are easier to maintain and modify. For example, updating
an input interface point to receive different output dataset only
requires modifying the configuration file while keeping the input
sub-Spark set unchanged. Furthermore, sub-Spark applications are
(1) self-contained, (2) easier to understand, and (3) integrated
easily to a Spark project as it only requires knowing the configu-
ration file of the project without examining any of the previously
developed code.

In the sequel, we defined place holder input/output instruc-
tions.

Definition 4 (Place Holder Instructions). A place holder describes
waiting input, providing output, or declaring end of scope of in-
put/output place holders:

• val X = input(T ), indicating that the application is waiting for
a dataset of type T to be used in the upcoming code.

• output(X), indicating that the application will provide
dataset X resulting from previous computation to other sub-
Spark application.

• endOfScope(X), indicating that the user is no longer using
dataset X in his application.1

A sub-Spark application is then defined as a sequence of instruc-
tions consisting of computation blocks separated by place holder
instructions.

Definition 5 (Sub-Spark Application). A sub-Spark application SSA
is defined by a sequence of blocks S = (a1, a2, . . . , an), where each
block ai can either represent a place holder or a computation block.

For a n-tuple t = (t1, . . . , tn), we define t2s(t) the set contain-
ing the elements in tuple t , i.e., t2s(t) = {t1, . . . , tn}.

For a given sub-Spark application SSA, let SSA.ins (resp. SSA.outs)
denotes all the inputs (resp. outputs) place holder blocks. Formally,
Formally,

• SSA.ins = {ai ∈ t2s(SSA) | ai represents an input place
holder block}.

• SSA.outs = {ai ∈ t2s(SSA) | ai represent an output place
holder block}.

1 Note this can be removed by integrating static code analysis.

Given a set of sub-Spark applications {SSAi}i∈I and a user-
defined configuration file C , which models the mappings between
the inputs and outputs of sub-Spark applications. Formally, a con-
figuration C is defined by C : Input → Output , where:

• Input =
⋃

i∈ISSAi.ins;
• Output =

⋃
i∈ISSAi.outs.

For set of sub-Spark applications {SSAi}i∈I and a configuration C
we define the directed graph G = (V , E), where:

• V = ∪i∈I t2s(SSAi), is the set of vertices representing the
set of blocks for each of the sub-Spark application SSAi;

• E = L ∪ G, with:

– L = ∪i∈I{(a
(i)
k , a(i)k+1) | 1 ≤ k < |SSAi| ∧ SSAi =

(a(i)1 , . . . , a(i)
|SSAi|

) }, represent the local edges between
blocks in the same sub-Spark application,

– G = {(aout , ain) | i, j ∈ I∧i ̸= j∧aout ∈ SSAi.outs∧ain ∈

SSAj.ins ∧ C(ain) = aout} represent the global edges
defined by the mappings in C .

A configuration C is said to be valid iff:

• Each input in
⋃

i∈ISSAi.ins is mapped to an output with
respect to configuration C . Formally, ∀ in ∈

⋃
i∈ISSAi.ins :

∃ out ∈
⋃

i∈ISSAi.outs ∧ C(in) = out;
• Inputs are mapped to outputs of different applications. For-

mally, ∀ in ∈ SSAi.ins ∧ out ∈ SSAj.outs : C(in) = out ⇒

i ̸= j;
• The directed graph G obtained from {SSAi}i∈I and C does not

contain cycles.

3.1. Semantics and code generation

Fig. 2 shows the general design of our framework. The frame-
work takes as input a set of sub-Spark application files and a con-
figuration file. The sub-Spark files are transformed by the ‘‘Spark
File Parser’’ to a set of sequences {SSAi}i∈I . Whereas, the ‘‘JSON
File Parser’’ extracts the configuration C , containing the mappings
between the input/output interfaces, from the configuration file.
Then, the sub-Spark sequences {SSAi}i∈I and the configuration C
are fed to the composition system that handles the corresponding
merging into one single Spark sequence. Listing 4 depicts the algo-
rithm used by CBSpark system, it consists of four main steps. The
first step builds the graph G from {SSAi}i∈I and C according to the
description in the previous section. Once G is build ‘‘isValid(G)’’
checks the validation of configuration C . If C passes the validation
test, G is transformed by ‘‘transformToSequence(G)’’ into a se-
quence of blocks ordered by their topological order in G. Formally:

Listing 4: Automatic Merging of Sub-Spark Applications
G = buildGraph ({SSAi}i∈I, C);
if( isValid(G) ) {

SA = transformToSequence(G);
applyPersistStrategy(SA);

}

Definition 6. Given a graph G, a sequence of blocks S =

(a1, a2, . . . , an) is defined such that, if ∃ a path from ai to aj then
ai will come before aj in S.

Notice that several possible sequences can be obtained from the
same graph S, since two blocks may not have a path connecting
them (i.e., are independent). However, all the sequences generated
based on Definition 6 are semantically equivalent, since two blocks
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Fig. 2. Design of component based Spark.

that have no path in G performs computations independent from
each other. Hence, the order by which they are executed will not
affect the final result of the program.

In the final step of the algorithm, automatic (un)persisting of the
output datasets is applied. The (un)persisting of outputs in SA is ex-
plained in details in the next section. Once the final Spark sequence
is generated, the ‘‘Code Generator’’ transforms this sequence to the
final Spark application file.

3.2. Automatic persisting of output RDD

Within a configuration, a dataset that is outsourced by a sub-
Spark application can have several inputsmapped to it. In addition,
it may be used locally in further downstream computation. To this
end, multiple actions can be called on a single output dataset, and
since Spark recomputes an RDD each time an action is called on it,
the overall execution time of the resulting Spark application can be
very slow. In order to avoid such drawback in our composition, we
suggest an optimization technique based on RDD reuse by persist-
ing them in-memory, which can introduce a huge improvement in
terms of speed. Throughout the rest of this section, we refer to the
set of sub-Spark applications as {SSAi}i∈I , the configuration as C ,
the graph build from {SSAi}i∈I and C as G, and the final sequence of
blocks for the resulting Spark application as SA.

Let SA.outs denotes all the output place holders of the given
Spark application. Formally, SA.outs =

⋃
i∈ISSAi.outs. For each

out ∈ SA.outs, we define two main attributes:

1. count(out) to denote the number of actions in the reachable
computation blocks from the node out in GraphG. Formally,

count(out)

=

∑
i ∈ reachable(out) ∧ i is a computation block

count(i, out),

where, count(i, out) returns the number of actions in the
computation block i that includes (directly or indirectly) out
in its lineage.

2. ScopeEnd(out) to denote the index of the last endOfScope
block that corresponds to out or the inputs mapped to out .
Formally,

scopeEnd(out) = Max
i = out ∨ C(i) = out

endOfScopeIndex(i),

where, endOfScopeIndex(i) returns the index (in the se-
quence SA) of the endOfScope block that corresponds to i
(input or output).

Persisting strategy. A persisting strategy defines a criteria that
decides for each out RDD, out ∈ SA.outs, whether to be persisted or
not. We distinguish between three different persisting strategies:

• Persist All: a naive strategy where every output RDD is se-
lected to be persisted;

• Persist ‘‘n’’ Top Used: in this strategy the ‘‘n’’ out ∈ SA.outs,
that has the highest count(out) values are persisted;

• Persist ‘‘n’’ Top Used Within the Same Scope: this strategy
is similar to the previous strategy, except that it takes the
scope of the RDD into consideration. For this, the out ∈

SA.outs, that has the highest count(out) values are per-
sisted, such that no more than ‘‘n’’ RDDs with overlapping
scopes are selected at the same time. Therefore, it is possible
to persist more than ‘‘n’’ output dataset in the entire SA.

Persisting task. The automatic (un)persisting of RDDs is performed
by injecting the sequence of blocks of SA with blocks having the
persist() and unpersist() instruction calls corresponding to
the selected output datasets. The persist action is added just after
the output placeholder. Whereas, the unpersist action is added
after the returned value of the scopeEnd function. To this end, the
persisting task is defined as a function that takes an out ∈ SA.outs,
and returns the corresponding index of the persist and unpersist
action, in case out was selected to be persisted, otherwise it returns
a pair of −1. Formally,

Definition7 (Persisting Task). Apersisting task is a functiondefined
by P : SA.outs → N × N:

P(out) =

{
(index(out) + 1, scopeEnd(out) + 1), if out ∈ P
(−1, −1), otherwise

where, P represent the set of output RDD that satisfy the defined
strategy.

Example. Fig. 3 depicts an example consisting of 13 sub-Spark
application with the configuration shown in Listing 3(a). Fig. 4
shows the automatically graph built for the given scenario, the red
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(a) Mappings from inputs to outputs. (b) The sub-spark components.

Fig. 3. Simulated scenario 3.

Fig. 4. Graph built given the simulated scenario.

edges correspond to the givenmappings in 3(a) and the black edges
correspond to the local ordering between blocks within the same
sub-Spark application. Moreover, each output block is labeledwith

the count of reachable actions (i.e., count), and the block that
represents the end of scope for this output ends (i.e., scopeEnd).
For the sake of simplicity, we eliminate the placeholder blocks
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(a) Before persisting.

(b) After persisting the three top used output RDDs.

Fig. 5. The final sequence SA of scenario 3.

corresponding to the ‘‘endOfScope instruction and replace it with
labels of the directly preceding block. For example, the end of the
scope of ‘‘O1’’ is block ‘‘C2’’, hence ifO1was selected to be persisted
the unpersist instruction should be embedded directly after C2.
Listing 5(a) represent the monolithic Spark program SA obtained
from applying topological sort on the built graph,2 and Listing 5(b)
presents the application SA after applying the persist 3 top used
strategy.

3.3. Benchmarks

In order to evaluate the automatic persisting approach and the
proposed strategies, we have conducted two experimental sets to
test whether the performance of automatic persisting strategies.
We run all the experiments on a cluster of four Linux machines
(64-bit Ubuntu 16.04 LTS), each with 8 cores, Intel Core i7-6700
processor, and 32 GBmemory. The machines are connected with a
500 MBit Ethernet. Furthermore, we run Spark 2.2.0 using Yarn [6]
cluster mode on top of Hadoop Distributed File System (HDFS)
version 2.8.1 with 128 MB block setting. In this environment the
application are submitted using spark-submit with client deploy
mode, 30 GB driver memory, and 3 executors each with 5 cores
and 25 GB executor memory. Moreover, we use the ‘‘GeoNames’’
database [7] covering all countries with over eleven million place
names.

Scenario 1. In our first scenario, several sub-Spark applications are
composed to produce a Spark application with four output RDDs
such that the actions invoked on these RDDs do no overlap. We
compare the performance of no persisting with persist (1, 2, and
3) top used RDDs and persist all strategy. Note that, we exclude
the persist top used within same scope strategy since we have no
overlapping between the RDDs’ scopes. Fig. 6 shows the execution
time of the Spark application while varying the number of output
RDDs persisted and for datasets of sizes of 50 and 100GB. We
notice that persisting all RDDs gives the best performance. Thiswas
expected as in this scenario there is no overlap between the actions
invoked on RDDs. As such, the more persisting of RDDs would give
a better performance.

2 Note that variable renaming may be needed to avoid any conflict.

Scenario 2. In this scenario, we modify the sub-Spark applications
used in scenario 1 such that the scopes of the output RDDs in the
produced Spark application overlap as shown in shown Fig. 7. In
this scenario, we add two extra strategies: (1) persist top used
within the same scope, which persists the RDDs O2 and O3; and
(2) persist 2 top used within the same scope, which persists the
RDDs O1, O2, and O3. Fig. 8 shows the execution time of the Spark
application for the several persisting strategies. In this scenario, we
notice that persisting the most used RDDs within the same scope
give the best performance, which is more efficient than persisting
all the RDDs. This ismainly due to the fact that persist all strategy is
persisting three RDDs in-memory at the same time (because of the
overlapping between actions invoked on the RDDs). This may add
an extra overhead due to the time spent by the garbage collector to
free up the persisted memory and reload new intermediate RDDs.

Lessons learned. Persisting of RDDsmay drastically affect the over-
all performance of a Spark application. Moreover, depending on
the application and the underlying machines, different persisting
strategies may give different performance. For instance, persisting
all RDDs would not be the best choice in all the cases. Therefore,
compilersmust be augmentedwith automatic persisting strategies
that take into account the structure of the application aswell as the
machines specification (e.g., RAM size).

4. Real-time adaptive QoS of Spark application

It is difficult to predict the execution time of a set of Spark
applications and can vary between two different runs. Moreover,
deploying a set of Spark applications on the cloud can be very
expensive and can vary on-demand, i.e., depending on the needed
time. In this section, we propose a novel technique that allows
users to submit a set of Spark applications with a deadline to
execute all of them. For this, we consider quality-based Spark
applications, i.e., each Spark application can be executed using
different quality levels. We build a controller that adaptively se-
lects the maximum quality levels for each Spark application while
respecting the given deadline. This approach would be a great fit
for Quality of Service applications. For the sake of simplicity, we
consider a subset of CBSwhere Spark application defines a pipeline
(i.e., the output of Spark application i is connected to the input of
Spark application i + 1).

Quality of Service (QoS) applications such as machine learning
and graph analytics, iteratively process the data. That is multiple
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Fig. 6. Comparison of several persisting strategies for scenario 1.

Fig. 7. The overlapping between the scopes of the output RDDs.

rounds of computation are performed on the same data. Therefore,
the number of rounds can be easily tuned to achieve a better
quality of the end result. In general, the quality is proportional
to the number of rounds, and the execution times of applications
are unknown increasing functions with respect to quality level
parameters (i.e., increase the quality implies increase of execution
time). In case of big data, these applications can be easily and ef-
ficiently implemented using Spark which provides: (1) scalability;
(2) implicit distribution; (3) fault tolerance.

We introduces the adaptive method for QoS management of
sequence of Spark applications. Given a sequence of parameterized
spark applications and a deadline to be met, the method allows
adapting the behavior of each application by adequately setting its
quality level parameter while respecting the given deadline. The
objective is to not miss the deadline and to select the maximum
quality levels.

We consider Spark applications forwhich it is possible, by using
timing analysis and profiling techniques, to compute estimate of
worst-case execution times and average execution times for dif-
ferent quality levels. Worst case and average execution times will
be used to estimate the execution times of Spark applications, and
hence select the best quality while not exceeding the deadline.

We implement a controller that iteratively takes as input the
current Spark application SAi to be executed and the actual time3
of the previously executed Spark applications, and it selects the
quality level q to execute SAi so that we would be able to execute
the remaining applicationswhile not exceeding the deadline. Then,
the new deadline will be computed with respect to the actual
execution time of SAi(q). The controller must maximize the overall
quality levels. For this, it may follow several strategies. For in-
stance, it may select the maximum quality level of the current
application, however, this will end up by giving priority for first
applications (i.e., selecting maximum quality) and low priority last
applications (i.e., selecting minimum quality). Another option is
to make the selected quality levels smooth (i.e., low deviation of
quality levels with respect to the average quality). Consequently,

3 Note that the actual execution times will be only known after executing the
application and will be used to adapt the remaining deadline.

we implement three different policies that are supported by the
controller: (1) safe; (2) simple; (3) mixed.

Remark. Note that we present this technique to a sequence of
complete Spark applications (coarse-grained case). In the fine-
grained case, we can apply this technique using two different
approaches, either (1) assign quality levels to themonolithic Spark
application, which is obtained using the fine grain composition
technique, and use the adaptation between different complete
Spark applications; or (2) assign quality levels to each of the
computation block and use the adaptation techniques between
them.

4.1. Controller — proposed policies

We consider parameterized Spark applications, i.e., their ex-
ecution times depend on the input quality. Moreover, non-
predictability of the underlying cluster is another factor of uncer-
tainty. For this, we consider that the execution times are unknown
but bounded. A parameterized application can be defined as fol-
lows.

Definition 8 (Parameterized Spark System). A parameterized Spark
system PSS is a tuple PSS = (SA, av, wc,D), where

• SA is a sequence of Spark applications SA = [SA1, . . . , SAn].
• tav : SA × Q → R+, is a function that returns the average

execution time, tav(SAi, q) for a given Spark application SAi
and a quality level q. Q = [qmin; qmax] is a finite interval
of integers denoting quality levels. We assume that, for all
SAi ∈ SA, q ↦→ tav(SAi, q) is a non-decreasing function.

• twc
: SA × Q → R+, is a function that returns the worst-

case execution time, twc(SAi, q) for a given Spark application
SAi and a quality level q. We assume that, for all SAi ∈ SA,
q ↦→ twc(SAi, q) is a non-decreasing function.

• D ∈ R+ is the global deadline to be met.

Let ti−1 be the actual execution time to execute SA1, . . . , SAi−1.
That is, the time to execute the remaining Spark applications
(i.e., SAi, . . . , SAn) is D − ti−1. The controller must select the max-
imum quality levels for the remaining Spark applications while
respecting the new deadline. We define txe to be an estimation
of the execution time of a sequence of Spark applications for a
given quality, txe ([SAi, . . . , SAn], q). Since our goal is not to exceed
the deadline, our estimation should be an over-approximation
(i.e., based on worst-case execution times) of the actual execution
time. We distinguish several policies to estimate execution times
of the remaining applications.

Safe Policy (tsfe ): this defines an obvious policy to ensure safety
(deadline is met) but gives more priority/time (i.e., higher quality)



Z. Shmeis, M. Jaber / Future Generation Computer Systems 86 (2018) 629–640 637

Fig. 8. Comparison of several persisting strategies for scenario 2.

to first applications. Given a sequence of Spark applications and
a quality level q, tsfe is defined as follows: tsfe ([SAi, . . . , SAn], q) =

twc(SAi, q) +
∑n

k=i+1t
wc(SAk, qmin).

Simple Policy (tspe ): this defines another policy to ensure safety
and improves smoothness (distributed quality over all the re-
maining applications) by combining worst-case and average case
execution times. tspe is defined as follows: tspe ([SAi, . . . , SAn], q) =

Max
{
tsfe ([SAi, . . . , SAn], q), tave ([SAi, . . . , SAn], q)

}
, where tave ([SAi,

. . . , SAn], q) =
∑k=n

k=i t
av(SAi, q).

Mixed Policy (tmx
e ): the mixed policy defines a generalization of

the simple policy to improve smoothness by taking into account
all possible sequences. tmx

e is defined as follows: tmx
e ([SAi, . . . ,

SAn], q) = Maxk=n
k=i−1 {tave ([SAi, . . . , SAk], q) + tsfe ([SAk+1, . . . ,

SAn], q)}.

Theorem1. Given a pipeline of Spark applications [SA1, . . . , SAn] and
a deadline D. The controllerwill not exceedD for all the defined policies
(i.e., Safe, Simple and Mixed) provided that the worst execution time
is always greater than the actual time.

Proof. For a given quality q, the mixed policy has a higher over-
estimation of the execution time than the simple policy. Moreover,
the latter has a higher over-estimation of the execution time than
the safe policy. Formally, the above policies satisfy the follow-
ing property: tmx

e ([SAi, . . . , SAn], q) ≥ tspe ([SAi, . . . , SAn], q) ≥

tsfe ([SAi, . . . , SAn], q).
Moreover, as the safe policy is based on worst-case execution

times, it clearly satisfies the safety requirement (i.e., deadline not
exceeded at all iterations). Consequently, all the policies satisfy the
safety requirement. □

4.2. Controller — quality manager algorithm

The controller as depicted in Fig. 9 must iteratively select max-
imum quality levels (optimality) while guaranteeing safety (dead-
line must be met). For this, at each iteration i, it selects (depending
on the policy used) the quality level of the next Spark application
according to the following:

Max {q | txe ([SAi, . . . , SAn], q) + ti−1 ≤ D}

where ti−1 is the actual execution time after executing SA1, . . . ,

SAi−1, SAi is the current application to be executed and txe is an esti-
mation of the execution time to execute the reaming applications,
i.e., SAi, . . . , SAn. This estimation can be computed using one of the
three policies defined in Section 4.1 (i.e., average, simple, mixed).

Table 1
Example of average, worst-case and actual execution times.

Quality wcet avet acet

1 1 1 1
2 5 2 2
3 6 3 3
4 7 4 4

Example 3. Given a sequence of three Spark applications
SA1, SA2, SA3 with deadline equals to 9, where the average (avet),
worst case (wcet) and the actual (acet) execution times (for all of
them) are given in Table 1.

• In case of safe policy, the quality levels 4, 1, 1 will be se-
lected for applications SA1, SA2, SA3, respectively. The initial
estimation under the safe policy is, tsfe ([SA1, SA2, SA3], 4) =

7+ 1+ 1 = 9, which is equal to the initial deadline. As such,
the quality level for SA1 selected is 4. After executing SA1 with
quality 4, the new remaining deadline would be 5, which is
equal to the previous deadline minus the actual execution
time of SA1 with quality 4 (which we assume it is equal to 4
as depicted in Table 1). Then, tsfe ([SA2, SA3], 2) = 5 + 1 = 6,
which is greater than the remaining deadline. As such, the
quality level selected for SA2 is 1.

• In case of simple policy, the quality levels 3, 2, 1 will be se-
lected for applications SA1, SA2, SA3, respectively. After exe-
cuting the first applicationwith quality 3, the new remaining
deadline would be 6 = 9−3 (where 3 is the actual execution
time (acet in Table 1 quality 3) that we get after executing
SA1). Since, t

sp
e ([SA2, SA3], 3) = max{6 + 1, 3 + 3} = 7 is

greater than the remaining deadline, i.e., 6, then the next
quality selected for SA2 cannot be 3.

• In case of mixed policy, the quality levels 2, 2, 2 will be se-
lected for applications SA1, SA2, SA3, respectively. After exe-
cuting the first applicationwith quality 2, the new remaining
deadline would be 7 = 9−2 (where 2 is the actual execution
time (acet in Table 1 quality 2) that we get after executing
SA1). Since, tmx

e ([SA2, SA3], 3) = max{3+ 3, 3+ 6, 6+ 1} = 9
is greater than the remaining deadline, i.e., 7, then the next
quality selected for SA2 cannot be 3.

4.3. Experimental results

We consider three built-in Spark applications using MLlib [8,9]
(1) K -means clustering; (2) Logistic Regression; and (3) Support
Vector Machine (SVM). We adapt these application to run in five
different quality levels from 1 to 5 (highest quality). Each quality
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Fig. 9. Adaptive Spark.

Table 2
Worst case running time.

Algorithms Q1 Q2 Q3 Q4 Q5

K -means 115 s 125 s 135 s 140 s 145 s
Logistic Regression 120 s 135 s 140 s 150 s 155 s
SVM 130 s 170 s 190 s 235 s 345 s

Table 3
Average case running time.

Algorithms Q1 Q2 Q3 Q4 Q5

K -means 95 s 115 s 125 s 130 s 135 s
Logistic Regression 110 125 s 130 s 145 s 150 s
SVM 90 s 140 s 160 s 205 s 315 s

represents a specific number of iterations (higher quality more
iterations). For example, quality level 4 and 5 in case of SVM
correspond to 50 and 100 iterations, respectively. We evaluate the
performance of each quality level by measuring the accuracy of
training on testing datasets.

We compute the average and worst-case execution times by
running several benchmarks. Tables 2 and 3 depict the worst-case
and average execution times for specific number of instances and
features. Note that these execution times depend on the parame-
ters of each algorithm (e.g., number of features, size of training set).
For this, in the general case, the average and worst-case execution
times are functions with respect to input parameters. For the sake
of simplicity, we only consider fixed value of parameters. More-
over, we consider that the deadline is greater than the summation
of worst case execution times of the lowest quality. In practice,
the deadline should be consistent with the average andworst-case
execution times in order to allow for a smooth execution of the
applications.

We test our implementation by considering a sequence of seven
Spark applications: SA1 (SVM), SA2 (Logistics Regression), SA3 (K -
means), SA4 (Logistics Regression), SA5 (K -means), SA6 (SVM) and
SA7 (SVM). The deadline is 1000 s. Fig. 10 depicts the quality levels
selected by the controller using safe, simple and mixed policies,
respectively. Clearly, the quality levels selected using the safe
policy gives more priority to first applications. The simple policy
provides a small smoothness of quality levels. The mixed policy
provides a fair distribution (good smoothness) of quality levels
between all applications.

5. Related work

5.1. Data-parallel pipeline

Cascading [10] and FlumeJava [11] are Java libraries that
simplify the development of data-parallel pipelines. Unlike our
method: (1) the proposed frameworks/libraries are not compatible
with Spark applications; (2) they allow pipelines/graph modeling
within an application and not between applications. Note that, our

Fig. 10. Selected quality by the controller using safe, simple and mixed policies.

method can be combined with those frameworks to give more
composition expressiveness.

5.2. Large scale graph processing

Pregel [12] and Giraph [13] are systems for large scale graph
processing. The two systems are inspired by the Bulk Synchronous
Parallel BSP model [14]. Such systems take as input a directed
graph and they define programs to express a sequence of iterations
(receive messages, send messages, local computation) depending
on the vertex identifier. Our approach differs from this work in the
following aspects. First, they are not applicable to Spark. Second,
they are only specific to graph processing. Note also that our
approach can be applied on top of these systems.

5.3. High-level specific big data library

Several high-level specific libraries were proposed to process
big data. For example, MLlib [8,9] provides machine learning li-
brary on top of Spark. Apache Mahout [15] allows to build an en-
vironment for quickly creating machine learning applications. Our
high-level specific language allows to compose different applica-
tions written using different high-level libraries. Thus, developers
can easily build a complex systemconsisting of several applications
using several libraries.

5.4. Adaptive QoS

In [16–18], they proposed solutions to achieve a soft real-time
execution multimedia applications based on several techniques
such as Markov decision process, reinforcement learning and Ear-
liest Deadline First (EDF).

In [19], they proposed a method where the quality levels can
be set adequately in case of multimedia applications so that the
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following QoS requirements are respected: (1) Safety — No dead-
line is missed; (2) Optimality — Maximize the available time; and
(3) Smoothness of quality levels. Our method is a variation of the
method presented in [20]wherewe apply it on a sequence of Spark
applications. To the best of our knowledge, we have not seenmajor
work that allows the cloud to be parameterized to dynamically
allocate maximum quality levels for a sequence of submitted jobs
while respecting a user-input deadline (i.e., price/cost).

5.5. Dynamic partitioning

In [21], they introduce an algorithm for dynamic partitioning
of RDDs with a view to minimizing resource consumption. The
algorithm uses analytical models for expressing the running time
as a function of the number of machines employed. Unlike our
method, it allows to dynamically select quality levels for a whole
Spark application. Note that the twomethods may be combined to
tune the granularity of dynamism.

5.6. Automatic checkpointing

In [22], they proposed an automatic checkpoint algorithm on
Spark to avoid the cost of re-computation of the long lineage of RDD
in case of failure. Their algorithm is composed of two stages, first
selecting the data to checkpoint and then determining the time to
perform the checkpoint. Unlike them we propose to persist RDDs
inmemory instead of check-pointing them, this can reduce the disk
I/O overhead.Moreover, their selection of data is based on selecting
all RDDs that are included in the lineage ofmore thanone jobwhich
is similar to the persist all strategy proposed in 3 (which showed
bad performance in case of large datasets). Moreover, the decision
of check-pointing is performed during runtime and not compile
time (i.e., based on code static analysis).

6. Conclusion

We have presented a new approach for linking sub-Spark and
Spark applications to build a complex one based on a user-defined
configuration file. Given a set of sub-Spark or Spark applications,
a configuration file defines a directed graph denoting the mapping
between the applications, i.e., each edge is a dependency between
two (sub)applications. Dependency denotes order of execution
and data dependency (e.g., RDD dependency or the input of an
application requires the output of a different application).We have
implemented a Domain Specific Language (DSL) to easily define
interfaces as well as connections between them. Moreover, we
introduce a place holders to simplify the composition of sub-Spark
applications. Our framework automatically build the final system
with respect to the input configuration. Additionally, we have in-
troduced several strategies to automatically (un)persist most used
data.

We have also defined a method that allows clusters to be aug-
mented with controllers in order to automatically manage quality
levels of a sequence of Spark applications. Thus, ourmethod allows
users to run a set of applications with the best possible quality
without violating time constraints (e.g., deadline). We discussed
several policies in order to either give more priority for early
applications or to obtain a fair quality between all the applications.

7. Future work

The future work goes into several directions. First, we con-
sider to define a unified DSL that combines several frameworks
and not only Spark as well as combine coarse- and fine-grained
composition. Second, we will support several clusters, and hence

efficiently transferring RDDs and files between different clusters
(at synchronization points) become a challenging task. Another
direction is to extend the controller to take as input a graphof Spark
applications (not only a sequence). For this, the controller should
be augmented with a scheduler to select the best next (sub)Spark
application in addition to the next quality level.
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