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A B S T R A C T

Efficient distribution system state estimation (DSSE) is becoming increasingly important in modern grids.
Building the gain matrix is carried out at every iteration of the weighted least squares (WLS) DSSE algorithm
that employs the normal equations approach, and the computation of this matrix occupies a substantial portion
of the total execution time. This paper presents a two-phase algorithm for the efficient gain matrix calculation
suitable for modern CPU architectures. The preparation phase creates the necessary structures for effective
data streaming and code execution. The gain matrix is calculated in the second phase using the prepared
data and single instruction multiple data (SIMD) intrinsics. The Jacobian measurement matrix is organized
as a sparse matrix of small dense blocks with double-precision complex values. The implementation exploits
memory-aligned data blocks that require fewer CPU instructions and provide higher memory access speeds, in
addition to modern C++ features for utilizing the instruction pipelining technique fully. Numerical results are
reported on sizeable distribution networks having up to 3124 multi-phase nodes and 9537 three-phase nodes.
They show that the proposed approach for computing the gain matrix is up to three times faster than the
sparse matrix–matrix multiplication function in the SuiteSparse package, which makes the procedure useful
for the development of real-time DSSE software.
1. Introduction

State estimation is a central function in the operation of energy man-
agement systems in both the transmission and distribution networks.
The power systems literature shows an increased interest in having
faster state estimation solutions, ranging from SCADA rate [1], i.e., to
the tune of five seconds on practically sized networks, to subsecond
state estimation [2,3]. The benefits of the rapid solution are numerous,
including more time for operators to call on corrective control actions
and multiple state estimation solutions for erroneous data removal [3].
Fast state estimation is also becoming more critical with the increase
of smart grid technologies being introduced and the rapid changes
effectuated by renewables and their associated uncertainties. Although
much progress has been achieved towards advancing the convergence
and speed of numerical methods for state estimation, a substantial
portion of time remains for data processing and updating. In fact,
[4] recently reports that up to 50% of the time of real-life weighted
least-squares (WLS) state estimation goes to the gain matrix formu-
lation and vector updates, which form part of the normal equations
approach. It is known that for positive-sequence representations that
are typical of transmission networks, the structure of the gain matrix

∗ Corresponding author.
E-mail addresses: idzafic@etf.unsa.ba (I. Džafić), rabih.jabr@aub.edu.lb (R.A. Jabr).

can be obtained from the network topology and measurement types
and distribution, and this leads to a significant speedup in the gain
matrix computation [5]. This paper builds on the fundamentals in [5]
for rapid computation of the gain matrix in multi-phase distribution
system state estimation (DSSE) while exploiting modern CPU intrinsics.
Specifically, it contributes custom-tailored BLAS (Basic Linear Algebra
Subprograms) subroutines that are precisely designed for the gain ma-
trix computation of multi-phase DSSE and implemented using advanced
vector extensions (AVX-2) [6].

With improving computer technology, high-performance computing
(HPC) provides an opportunity to provide more timely state estimation
solutions that support efficient and secure network operation [7]. Older
approaches for parallel and distributed computing [8,9] had assump-
tions on local observability, which were later relaxed through the devel-
opments in [10], and some traded speed for accuracy. Graph comput-
ing [4,11] recently emerged as a parallel computing technique that fa-
vors graph-based in place of traditional relational database and comput-
ing approaches. Refs. [4,11] demonstrated the graph-based approaches
on positive sequence networks and showed significant improvement in
computing speed as compared to the traditional method.
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Nomenclature

𝑛 Number of nodes.
𝑉𝑖 Complex voltage of node 𝑖 (𝑖 = 1… 𝑛).
𝑁 𝑖𝑛𝑗 Set of nodes with injection measurements.
𝑆𝑖 Set of nodes adjacent to node 𝑖 (𝑖 = 1… 𝑛).
𝑁 (𝑖)

𝑁𝑝ℎ Number of phases of the 𝑖th (𝑖 = 1… 𝑛)
node.

𝑚 Number of measurements.
𝑀 (𝑖) 𝑖th measurement (𝑖 = 1…𝑚).
𝑀 (𝑖)

𝑁𝑝ℎ Number of phases of the 𝑖th (𝑖 = 1…𝑚)
measurement.

𝑌𝑇 Power network graph.
𝐺 Complex gain matrix.
𝐺𝑖𝑗 Block element of 𝐺 in the 𝑖th row and the

𝑗th column (𝑖, 𝑗 = 1… 𝑛).
𝐺𝑇 Gain matrix graph.
𝐺⋂(𝐴) Column intersection graph of matrix A.
𝑛𝑛𝑧𝐴 Number of non-zero elements of matrix 𝐴.
𝑐𝑝𝐴, 𝑟𝑜𝑤𝑠𝐴 Structure of matrix 𝐴 in compressed for-

mat.
𝑑𝑎𝑡𝑎𝐴 Data of matrix 𝐴 in compressed format.
𝑚𝐴, 𝑛𝐴 Number of rows and columns of matrix 𝐴.
𝐻 Complex Jacobian measurement matrix.
𝐻

𝑇
Conjugate transpose of 𝐻 .

𝐻∗𝑖 𝑖th (𝑖 = 1… 𝑛) column of 𝐻 .
𝛥(𝑖)
𝑗 Block element of 𝐻 in the 𝑖th row and the

𝑗th column (𝑖 = 1…𝑚, 𝑗 = 1… 𝑛).
𝐻 (𝑖𝑗)

𝑛𝑛𝑧 List of shared non-zero rows in the 𝑖th and
the 𝑗th column of 𝐻 (𝑖, 𝑗 = 1… 𝑛).

𝑊 Block diagonal matrix of measurement
weights.

𝑊𝑖 Diagonal matrix of the 𝑖th (𝑖 = 1…𝑚)
measurement weight.

To the best of the authors’ knowledge, there is no previously pub-
ished work presenting an efficient gain matrix computation algorithm
or multi-phase systems. Many prototype implementations of state es-
imation methods implicitly assume that the gain matrix calculation
s efficiently done in MATLAB, by making use of a built-in sparse
atrix–matrix multiplication function [12]. As an alternative, Hachtel’s

ormulation for DSSE avoids the computation of the gain matrix [13,
4]. However, this comes at the expense of substantial additional
torage [15].

This paper is based on a complex-variable version of multi-phase
SSE [16,17], which was previously shown to be more efficient than

he real-variable DSSE. It presents a specialized technique for predicting
he non-zero structure of the gain matrix in the power system multi-
hase DSSE. The method makes use of the power network graph
ogether with the locations of the injection measurements to form the
olumn intersection graph of 𝐻 . The non-zero structure of the gain

matrix is directly inferred from the graph. The main contributions of
this paper are:

• Using the network topology and measurement type as the basis
of graph-based gain matrix formation.

• The AVX-2 implementation of the custom-tailored BLAS subrou-
tines specifically designed for multi-phase gain matrix computa-
tion.

The proposed matrix–matrix multiplication method applies in general
to polar or rectangular coordinates. Still, modern processors with SIMD
2

instructions are better tailored to complex numbers, and this motivated
the choice of the complex variable implementation. Given that the
article focuses on forming the gain matrix, the reported comparison
is with the sparse matrix–matrix multiplication function in the SuiteS-
parse package (SSMult) [18,19], which is essentially the same as the
MATLAB general-purpose sparse matrix–matrix multiplication method.
The custom-tailored matrix–matrix multiplication is helpful for devel-
opers in the industry who work on real-time applications. In this case,
the computational performance is critical, and reducing the execution
time is always welcome.

The rest of the paper is organized as follows. Section 2 reviews the
computation of the gain matrix in complex variable state estimation,
and Section 3 introduces the modern CPU architecture features that are
utilized to achieve high performance. In Section 4, the proposed matrix
storage format is described together with the graph-based approach for
gain matrix structure prediction. Section 5 explains the proposed algo-
rithm for efficient gain matrix calculation. Section 6 reports numerical
results on multi-phase distribution networks having up to 3124 nodes
with one, two, or three phases each in addition to a network with and
9537 three-phase nodes. Performance comparison is provided between
the proposed approach and the sparse matrix–matrix multiplication
function in the SuiteSparse package (SSMult) [18,19]. The paper is
concluded in Section 7.

2. Complex variable state estimation

Most state estimation programs in practical use are formulated as
overdetermined systems of nonlinear equations and solved as WLS
problems [20–22]. Ref. [23] reports on the statistical framework for
the suitability assessment of various state estimation methodologies for
DSSE, in which it is concluded that the WLS algorithm is the best-suited
method for the DSSE problem. Also, recent research has shown that
in the presence of phasor measurements, the complex variable normal
equations approach is computationally favorable and that its software
implementation is best adapted to modern processors that employ
single instruction multiple data (SIMD) processor extensions [16]. The
computation of the gain matrix 𝐺 is a primary step carried out at
every iteration of the complex-variable WLS algorithm, employing the
Gauss–Newton method [16,17]:

𝐻
𝑇
𝑊𝐻𝛥𝑥 = 𝐻

𝑇
𝑊 (𝑧 − ℎ)

𝐺𝛥𝑥 = 𝐻
𝑇
𝑊𝛥𝑧

(1)

The problem defined by (1) is also called the Normal Equations
formulation. This method requires the calculation of the complex gain
matrix:

𝐺 = 𝐻
𝑇
𝑊𝐻 (2)

where 𝐻 is the measurement Jacobian matrix, 𝑊 is the diagonal
atrix of measurement weights, 𝐻

𝑇
is the conjugate transpose of 𝐻 ,

also known as the Hermitian transpose (the bar sign (∙) refers to the
conjugate matrix).

One of the problems of the Normal Equations formulation is in
modeling of zero injections. Zero injections are nodes in a network
that have neither loads nor generators. The application of the Normal
Equations formulation requires assigning very high weights to such zero
injection measurements. This leads to ill-conditioning of the gain matrix
𝐺. The Equality Constrained formulation is an extension of the Normal
Equations formulation where zero injections are modeled as equality
constraints:
[

𝐻
𝑇
𝑊𝐻 𝐸

𝑇

𝐸 0

]

[

𝛥𝑥
𝜆

]

=

[

𝐻
𝑇
𝑊𝛥𝑧
−𝑒

]

[

𝐺 𝐸
𝑇
]

[

𝛥𝑥
]

=

[

𝐻
𝑇
𝑊𝛥𝑧

] (3)
𝐸 4 𝜆 −𝑒
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Both the Normal Equations and the Equality Constrained formu-
lations require the calculation of the gain matrix 𝐺. The gain matrix
computed in (3) is more sparse since the measurement model for zero
injections is moved to matrix 𝐸. The formation of the measurement
functions (matrices 𝐻 , 𝐸 and vectors 𝛥𝑧, and 𝑒) that account for the
coupling between phases is presented in earlier work [17].

This paper presents a high-performance way of computing the gain
matrix for multi-phase power systems. Thus, the proposed work does
not affect handling bad data or measurement noise. The proposed
method is exact and does not affect the overall accuracy of the tech-
niques that use the gain matrix. The gain matrix maintains the same
non-zero structure over the iterations of the WLS state estimator. The
proposed gain matrix calculation is based on the network graph, which
can handle radial and meshed topology. Lastly, it can be applied to
any modern state estimation, including distribution generation, en-
ergy storage, electric vehicles, photovoltaics, and wind generators.
The main contribution of this paper is a high-performance algorithm
that efficiently uses modern CPU architecture by applying information
extracted from the network topology.

The matrix 𝐺 is symmetric and complex-valued. Since power net-
works can practically be extensive, 𝐺 is built and stored as a sparse
matrix in compressed format for improving computational efficiency
and reducing memory storage requirements. The sparse matrix algo-
rithm performs computations in two phases to exploit sparsity: the
first phase predicts the non-zero structure of 𝐺 from the non-zero
structure of 𝐻 , and the second phase performs the numerical mul-
tiplication in a static data structure [12]. Prototype state estimator
implementations in MATLAB employ a builtin sparse matrix–matrix
multiplication function, in which the non-zero pattern is computed
based on a theorem due to Gilbert (Theorem 2.1 in [18]), and better
performance can be obtained from a specialized technique for positive
sequence networks [5]. The next section discusses aspects of modern
CPU architecture that were exploited for fast gain matrix computation
in multi-phase networks.

3. Modern CPU architecture

This section provides a high-level overview of modern CPUs tech-
niques employed to improve the gain matrix computation performance:
instruction-level parallelism, data prefetching, and data-level paral-
lelism.

3.1. Instruction-level parallelism (ILP)

Instruction-level parallelism within a single processor is imple-
mented using a concept called instruction pipelining. Pipelining is one
of the critical techniques used to speed up CPUs [24]. The basic
five-stage pipeline is shown in Fig. 1. Actions required to execute a
single instruction are: instruction fetch (IF ), instruction decode (ID),
instruction execution (EX), memory access (MEM), and register write
back (WB). Pipelining takes advantage of parallelism that exists among
these actions and improves performance by overlapping the execu-
tion of multiple instructions. During the marked clock cycle, all five
instructions are in the pipeline.

The modern CPU pipeline architecture can only be fully utilized
if the processor can fetch the next instruction during its designated
clock cycle. This is not the case on a conditional branching. Therefore,
branching can cause a significant performance loss [24].
3

Fig. 1. Modern CPU with a five-stage pipeline.

Fig. 2. Data streaming: a – without prefetching and b – with prefetching.

3.2. Data prefetching

Many modern workloads for HPC and data processing are heavily
bound by memory-latency [25]. Bringing the required data into fast
cache memory before the processor requests it is one of the well-studied
techniques to hide memory latency. This process is referred to as data
prefetching. Hardware prefetching is used when it is possible to detect
common memory access patterns (i.e., operations on dense matrices
and array iterations). However, irregular memory access patterns are
challenging to prefetch because they do not follow simple stride-like
patterns [26]. Examples of these include addresses that are loaded
based on indices stored in arrays, like in the compressed format used
in this paper.

The idea behind software prefetching is to use algorithmic knowl-
edge to explicitly insert asynchronous prefetch instructions in order to
bring the required data into the cache hierarchy early. As a result, the
performance is improved by overlapping computation with memory
access, as shown in Fig. 2.

3.3. Data-level parallelism (DLP)

Advanced vector extensions (AVX-2) is a SIMD instruction set sup-
ported by recent CPUs. It adds packed floating-point operations (both
single- and double-precision) using 256-bit wide registers [6]. There-
fore, it allows the simultaneous processing of two double-precision
complex values (two real and two imaginary parts). The computation is
cast in terms of intrinsic vector functions to attain high performance for
matrix–matrix multiplication; the outcome is access to vector registers
and instructions.

Consider for illustration the method used to compute 𝐶 = 𝐴
𝑇
𝐵,

where 𝐴, 𝐵, and 𝐶 are 2 × 2 matrices of complex numbers:
[

𝑎1𝑇

𝑎2𝑇

]

[

𝑏1 𝑏2
]

=
[

𝑎1𝑇 𝑏1 𝑎1𝑇 𝑏2
𝑎2𝑇 𝑏1 𝑎2𝑇 𝑏2

]

=
[

𝑐1 𝑐2
]

𝑎𝑖, 𝑏𝑖, and 𝑐𝑖 are columns of 𝐴, 𝐵 and 𝐶 matrices, respectively; 𝑎1
and 𝑎2 are loaded to registers once and used in the computation for
both columns. The columns of 𝐵 are streamed through the register.
When the column 𝑐1 is computed, 𝑏1 is no longer needed, and the
same register can be reused for 𝑏2. The computation of column 𝑐1
is illustrated in Fig. 3. ∑ marked with + (+∕−) denotes horizontal
sum (alternating sum) operation. It can be observed that only four
instructions are used to compute all sixteen partial products. It can also
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Fig. 3. Vectorized matrix–vector multiplication using AVX-2.

be seen that the number of floating-point multiplications required to
multiply two complex rows, each of which has two complex double-
precision numbers, is four using AVX. Ordinary multiplication of just
two complex double-precision scalars requires the same number of
floating-point operations. This represents the essence of computational
data parallelism or code vectorization. For vectors with two complex
entries, the computing power is almost doubled.

4. Non-zero structure of the gain matrix

Many sparse matrix algorithms begin by predicting the non-zero
structure of the output from the non-zero structure of inputs [12].
Since the network and measurement set remain constant throughout
the iterations of the WLS algorithm, the non-zero structure of the
Jacobian matrix, and hence the gain matrix, do not change. Therefore,
the preparation phase needs to be carried only once, during the first
iteration of the algorithm, and it is used for the subsequent iterations.

There are several benefits to performing the structural phase before
the actual gain matrix computation is carried out. Memory can be
allocated efficiently since the number of non-zero elements is known
beforehand. Furthermore, the code can be streamlined from the first
iteration. The computation is carried out simply by executing a list
of prepared function objects – c.f. Section 5.1. Moreover, appropri-
ately placed prefetching intrinsics can significantly enhance the code
execution performance – c.f. Section 5.2.

The concepts in this paper are illustrated using a simple multi-phase
power system network shown in Fig. 4. The circles represent nodes
(vertices), and solid lines represent actual branches (edges). The non-
zero structure of the network topology matrix can be directly inferred
from the network graph. It has non-zero elements on the diagonal and
a non-zero element in row 𝑖 – column 𝑗 (and row 𝑗 – column 𝑖) for every
branch between nodes 𝑖 and 𝑗. The topology matrix is symmetric; thus,
4

Fig. 4. Multi-phase power network graph (solid lines) and its augmented graph.

Fig. 5. Non-zero structures of the network topology matrix and the gain matrix.

only the upper part is shown in Fig. 5. Fig. 6 depicts the measurement
Jacobian matrix. Each row represents a measurement equation, and
each column a state variable. The partial derivatives of a measurement
function w.r.t. the state variables are in general non-zero only for nodes
adjacent to the measurement point. Branch measurements give rise to
non-zero terms only in columns corresponding to the branch terminal
nodes. Injection measurements produce non-zero terms in the injection
node and in all of its adjacent nodes. Due to the topology of the
power system where each node is connected to just a small subset of
other nodes, the measurement Jacobian matrix is a highly sparse block
matrix. Each block is a small dense matrix.

Graph theory is a useful language to state and prove the results of
structure prediction [12]. The column intersection graph of an arbitrary
matrix 𝐴𝑚×𝑛 is the undirected graph 𝐺⋂(𝐴) whose vertices are 1, 2,… , 𝑛,
nd whose edges are {(𝑖, 𝑗) ∶ ∃𝑟 𝑤𝑖𝑡ℎ 𝐴𝑟𝑖 ≠ 0 𝑎𝑛𝑑 𝐴𝑟𝑗 ≠ 0}. Thus,
he vertices of 𝐺⋂(𝐴) are the columns of 𝐴, and an edge joins two
ertices whose columns share a non-zero row in 𝐴. Unless there is a
umerical cancellation, 𝐺⋂(𝐴) is equal to 𝐺(𝐴𝑇𝐴) [27]. The matrix
f measurement weights does not affect the non-zero structure of 𝐺
ince it is a block diagonal matrix with strictly positive elements. The
atrices 𝐻 and 𝐻 have the same non-zero structure. Therefore, from

(2) it follows that:

𝐺 = 𝐺(𝐻
𝑇
𝑊𝐻) = 𝐺⋂(𝐻) (4)
𝑇
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Fig. 6. Measurement Jacobian matrix 𝐻 .
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The graph 𝐺𝑇 is shown in Figs. 4 and 5 gives its topology matrix. The
injection measurements introduce the dashed lines in Fig. 4 and the
colored blocks in Fig. 5.

Define the augmented graph of the power network as the graph
featuring the actual network connectivity with edges added such that
each vertex having an injection measurement forms a clique with its
adjacent vertices (dashed lines in Fig. 4). It follows that 𝐺⋂(𝐻) and
the augmented graph are the same graphs. For an observable network,
the non-zero structure of the gain matrix is given by the augmented
graph of the power network.

The graph-based procedure for predicting the gain matrix non-
zero structure is given in Alg. 1. The gain matrix is symmetric; thus,
only the upper half is stored using the column-compressed (CC) format.
In the column-compressed format, three arrays are used to represent
an arbitrary matrix 𝐴. Column pointers array (𝑐𝑝𝐴) of length 𝑛𝐴 +
1 and row indices array (𝑟𝑜𝑤𝑠𝐴) of length 𝑛𝑛𝑧𝐴 store the structure
of the matrix. In contrast, the non-zero entries are stored in data
5

d

array (𝑑𝑎𝑡𝑎𝐴) of length 𝑛𝑛𝑧𝐴. 𝑐𝑝𝐴 is used to index the start and end
locations of non-zero elements within each column such that the range
𝑟𝑜𝑤𝑠𝐴[𝑐𝑝𝐴[𝑖]]… 𝑟𝑜𝑤𝑠𝐴[𝑐𝑝𝐴[𝑖 + 1] − 1] lists row indices of non-zero ele-

ents in the 𝑖th column. 𝑐𝑝𝐴[𝑖] also gives the total number of non-zero
lements in columns 𝑗 where 𝑗 < 𝑖.

Once the positions of the non-zero elements in 𝐺 are determined,
he gain matrix building algorithm proceeds to the second phase of per-
orming block element by block element multiplication of two columns
f 𝐻 . If 𝐺𝑖𝑗 = 𝐺

𝑇
𝑗𝑖 ≠ 0 based on the matrix structure prediction, then its

numerical value is:

𝐺𝑖𝑗 = 𝐻
𝑇
∗𝑖𝑊𝐻∗𝑗 (5)

4.1. Measurement Jacobian matrix format

The shape of the Jacobian matrix block elements 𝛥(𝑖)
𝑗 = 𝜕𝑀 (𝑖)

𝜕𝑉𝑗
epends on the number of phases of the measurement (𝑀 (𝑖) ) and the
𝑁𝑝ℎ
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Algorithm 1 Graph-based prediction of the gain matrix structure.
1 // create the graph of the gain matrix - 𝐺𝑇
2 𝐺𝑇 ← 𝑌𝑇 // copy 𝑌𝑇 into 𝐺𝑇
3 for 𝑖 = 1 ∶ 𝑛
4 if 𝑖 ∈ 𝑁 𝑖𝑛𝑗

5 foreach 𝑗 in 𝑆𝑖

6 foreach 𝑘 in 𝑆 𝑖

7 if 𝑘 > 𝑗 and 𝑘 ∉ 𝐺𝑇 (𝑗)
8 // add node 𝑘 to adjacency list of the node 𝑗
9 𝐺𝑇 (𝑗) ← 𝐺𝑇 (𝑗) + {𝑘}
10 end foreach
11 end foreach
12 end if
13 end for
14 // store gain matrix in CC format - 𝑐𝑝𝐺 , 𝑟𝑜𝑤𝑠𝐺

15 𝑐𝑝𝐺 ← [0]
16 𝑟𝑜𝑤𝑠𝐺 ← []
17 𝑛𝑛𝑧 ← 0
18 for 𝑖 = 1 ∶ 𝑛
19 foreach 𝑗 in 𝐺𝑇 (𝑖)
20 if 𝑗 ≤ 𝑖
21 𝑟𝑜𝑤𝑠𝐺 ← 𝑟𝑜𝑤𝑠𝐺 + {𝑗 − 1} // zero-based
22 𝑛𝑛𝑧 ← 𝑛𝑛𝑧 + 1
23 end if
24 end foreach
25 𝑐𝑝𝐺 ← 𝑐𝑝𝐺 + {𝑛𝑛𝑧}
26 end for

number of phases of the corresponding node (𝑁 (𝑗)
𝑁𝑝ℎ). They are 𝑘 × 𝑙

atrices of complex values where 𝑘, 𝑙 = 1…3. In Fig. 6, solid circles
represent matrix non-zero elements. Some zeros (empty circles) are
included in a compressed matrix format. This was done to increase the
code maintainability and simplify the computational algorithm, at the
cost of some additional storage requirements. The data in the measure-
ment Jacobian matrix is stored using the column-oriented approach, as
indicated by the arrows.

The extended column-compressed format used to store the measure-
ment matrix is shown in Fig. 7. Arrays 𝑐𝑝𝐻 and 𝑟𝑜𝑤𝑠𝐻 are used to store
the structure of the matrix where each of the block elements of 𝐻 is
considered as a single entry. The values are stored in the 𝑑𝑎𝑡𝑎𝐻 array:
olid circles for non-zero entries and empty circles for zero entries. The
rray 𝑠𝑡𝐻 stores the structure of each block element of the matrix 𝐻 :
he index of the first element in the 𝑑𝑎𝑡𝑎𝐻 array, the number of rows,
nd the number of columns. The index of the block first element is some
ort of accumulator; every time 𝛥(𝑖)

𝑗 is stored, its value is incremented
y 𝑀 (𝑖)

𝑁𝑝ℎ𝑁
(𝑗)
𝑁𝑝ℎ. When 𝑀 (𝑖)

𝑁𝑝ℎ𝑁
(𝑗)
𝑁𝑝ℎ is odd, 16 bits of padding are added.

The proposed format provides efficient access to the structure and
ata for an arbitrary block element 𝛥(𝑖)

𝑗 . The number of block elements
tored before 𝛥(𝑖)

𝑗 is given by 𝑁𝑝𝑟𝑒𝑣 = 𝑐𝑝𝐻 [𝑗−1]+𝑟𝑜𝑤𝐼𝑑𝑥, where 𝑟𝑜𝑤𝐼𝑑𝑥
is the index of the (𝑖 − 1)𝑡ℎ row; thus, 𝑠𝑡𝐻 [3𝑁𝑝𝑟𝑒𝑣] represents the index
of the first element of 𝛥(𝑖)

𝑗 , while the number of rows and the number of
olumns are 𝑠𝑡𝐻 [3𝑁𝑝𝑟𝑒𝑣 + 1] and 𝑠𝑡𝐻 [3𝑁𝑝𝑟𝑒𝑣 + 2]. Block element values
re stored in 𝑑𝑎𝑡𝑎𝐻 [𝑠𝑡𝐻 [3𝑁𝑝𝑟𝑒𝑣]].

. Computation of the gain matrix

There is a vast amount of literature on the subject of gain matrix
omputation for the positive-sequence network state estimation, which
pplies to transmission systems [5]. The per-phase approach is not well
uited to multi-phase distribution systems. Instead, the branch node
odel is adopted. The gain matrix calculation is cast in terms of the

eneral matrix–matrix multiply operation that is a part of the level 3
LAS. From (5) it follows that:

𝑖𝑗 =
∑

(𝑖𝑗)

𝛥(𝑘)
𝑖

𝑇
𝑊𝑘𝛥

(𝑘)
𝑗 (6)
6

𝑘∈𝐻𝑛𝑛𝑧
Fig. 7. Jacobian measurement matrix format.

The procedure of computing the block element 𝐺𝑖𝑗 of 𝐺 is explained
on the example of 𝐺23. From Fig. 6 it follows that:

𝐺23 = 𝛥(3)
2

𝑇
𝑊3𝛥

(3)
3 + 𝛥(4)

2

𝑇
𝑊4𝛥

(4)
3 = 𝐺(1)

23 + 𝐺(2)
23 (7)

A set of methods of the following prototype is implemented:

void mult{m}{n}{k}( const double * D1, const
double *W, const double *D2, double * G);

where 𝑚 is number of phases of the measurement, and 𝑛 and 𝑘 are the
umbers of the phases of the nodes. The function parameters are the
alues of the corresponding block entries of the matrices 𝐻 , 𝑊 and 𝐺.
t follows from (7) that 𝐺23 can be computed by simply executing the

ethods 𝑚𝑢𝑙𝑡332(𝛥(3)
2

𝑇
,𝑊3, 𝛥

(3)
3 , 𝐺23) and 𝑚𝑢𝑙𝑡222(𝛥(4)

2

𝑇
,𝑊4, 𝛥

(4)
3 , 𝐺23).

An illustrative example for the multiplication of two complex ma-
trices using the AVX-2 instruction set is shown in Fig. 8. Both matrices
𝐴 and 𝐵 have two rows and two columns. Matrices can be stored
in row-major or column-major order. In the case shown in Fig. 8,
both matrices are saved in column-major order format. Matrix 𝐴 uses
two 256-bit registers, 𝑎1 and 𝑎2, each holding two complex double-
precision values. Matrix 𝐵 is saved using the same approach. The
multiplication process requires converting matrix 𝐴 from column-major
to row-major order. It is now trivial to apply AVX multiplications with
horizontal addition and to calculate the resulting matrix according to
the instructions given in Fig. 3. This approach reduces the number
of floating-point operations by a factor of two and thus significantly
improves computing performance. The vectorized C++ code for the
𝑚𝑢𝑙𝑡222 method is given [28].
Algorithm 2 Naive gain matrix computation.

1 for 𝑗 = 0 ∶ 𝑛 − 1
2 // for each non-zero row in 𝑗𝑡ℎ column of G
3 foreach 𝑖 in 𝑟𝑜𝑤𝑠𝐺[𝑐𝑝𝐺[𝑗]] ∶ 𝑟𝑜𝑤𝑠𝐺[𝑐𝑝𝐺[𝑗 + 1] − 1]
4 // for each shared non-zero row in 𝑖𝑡ℎ and 𝑗𝑡ℎ column of H
5 foreach 𝑘 in 𝐻 (𝑖𝑗)

𝑛𝑛𝑧
6 if 𝑀 (𝑘)

𝑁𝑝ℎ = 3 and 𝑁 (𝑖)
𝑁𝑝ℎ = 3 and 𝑁 (𝑗)

𝑁𝑝ℎ = 3
7 𝑚𝑢𝑙𝑡333(𝛥(𝑘)

𝑖 , 𝛥(𝑘)
𝑗 ,𝑊𝑘, 𝐺𝑖𝑗 )

8 else if 𝑀 (𝑘)
𝑁𝑝ℎ = 3 and 𝑁 (𝑖)

𝑁𝑝ℎ = 3 and 𝑁 (𝑗)
𝑁𝑝ℎ = 2

9 𝑚𝑢𝑙𝑡332(𝛥(𝑘)
𝑖 , 𝛥(𝑘)

𝑗 ,𝑊𝑘, 𝐺𝑖𝑗 )
10 else if 𝑀 (𝑘)

𝑁𝑝ℎ = 3 and 𝑁 (𝑖)
𝑁𝑝ℎ = 2 and 𝑁 (𝑗)

𝑁𝑝ℎ = 1
11 …
12 …
13 end if
14 end foreach
15 end foreach
16 end for

The basic algorithm for gain matrix computation, given in Alg.
2, does not take full advantage of the modern processor architecture
techniques covered in Section 3. To fully utilize instruction pipelining,
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Fig. 8. Matrix matrix multiplication.

t is essential to avoid conditional statements while forming the gain
atrix. Also, since the non-zero structure of the gain matrix is known,

he data required for the next computation can be prefetched while the
urrent computation is in progress.

.1. Algorithm improvement I

Since the network and the measurement set remain constant
hroughout the iterations of the algorithm, the code can be streamlined.
his can be done by checking all conditional statements in the first

teration of the algorithm and creating a list of function objects to
e called in subsequent iterations (adaptors array in Alg. 3). For each

atrix–matrix multiplication 𝛥(𝑘)
𝑖

𝑇
𝑊𝑘𝛥

(𝑘)
𝑗 , a single function object is ap-

pended to the list. A function object, created using the C++11 function
template std::bind, serves as a wrapper for a function containing the
vectorized code:

template <class F, class... Args>
bind( F&& f, Args&&... args );

where 𝐹 is a callable object, and 𝑎𝑟𝑔𝑠 is a list of arguments to bind [29].

5.2. Algorithm improvement II

The matrix–matrix multiplications are grouped into frames to get
the most out of data prefetching performance improvement. The com-
putation carried out in each frame requires prefetching at most 𝐿 cache
ines. Since cache lines on targeted architecture are 64𝐵 long and each
lement in 𝛥(𝑘)

𝑖 and 𝛥(𝑘)
𝑗 is 16𝐵 long, the number of cache lines required

o prefetch the data for 𝛥(𝑘)
𝑖

𝑇
𝑊𝑘𝛥

(𝑘)
𝑗 is given by:

⎡

⎢

⎢

⎢

16𝑀 (𝑘)
𝑁𝑝ℎ𝑁

(𝑖)
𝑁𝑝ℎ

64

⎤

⎥

⎥

⎥

⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
𝛥(𝑘)𝑖

+ 1
⏟⏟⏟

𝑊𝑘

+
⎡

⎢

⎢

⎢

16𝑀 (𝑘)
𝑁𝑝ℎ𝑁

(𝑗)
𝑁𝑝ℎ

64

⎤

⎥

⎥

⎥

⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
𝛥(𝑘)𝑗

(8)

Creating frames can be considered as a preprocessing step that
needs to be completed only once because the structure of the gain
matrix is constant through the iterations. The procedure is given in the
7

D

highlighted section of the Alg. 3. A frame is a list of triplets (𝑖, 𝑗, 𝑘),

here each defines a single 𝛥(𝑘)
𝑖

𝑇
𝑊𝑘𝛥

(𝑘)
𝑗 operation. The number of cache

ines prefetched in one frame (𝐿) is varied in order to achieve better
erformance. The output of the preprocessing step for the Jacobian
atrix given in Fig. 6 and 𝐿 = 30 is shown in Fig. 9.

The final algorithm, with both function binding and data prefetch-
ng implemented, is given in Alg. 3. The parameter 𝐾 represents the
refetching distance, in the 𝑖𝑡ℎ frame data for the (𝑖 + 𝐾)𝑡ℎ prefetched
rame. The method prefetchFrame(int frameIdx) is simply a series of
mm_prefetch intrinsics.
Algorithm 3 Improved gain matrix computation.

1 static 𝑎𝑑𝑎𝑝𝑡𝑜𝑟𝑠 ← []
2 if 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛 = 1
3 // create data prefetching frames

4 𝑛𝑢𝑚𝑂𝑓𝐶𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛𝑠 ← 0 // number of 𝛥(𝑘)
𝑖

𝑇
𝑊𝑘𝛥

(𝑘)
𝑗 computations

5 𝑛𝑢𝑚𝑂𝑓𝐹𝑟𝑎𝑚𝑒𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠 ← 0 // number of cache lines in current frame
6 // init frames storage structure
7 𝑐𝑝𝐹 ← [0]
8 𝑖𝐹 ← []
9 𝑗𝐹 ← []
10 𝑘𝐹 ← []
11 for 𝑗 = 0 ∶ 𝑛 − 1 // for each column of G
12 foreach 𝑖 in 𝑟𝑜𝑤𝑠𝐺[𝑐𝑝𝐺[𝑗]] ∶ 𝑟𝑜𝑤𝑠𝐺[𝑐𝑝𝐺[𝑗 + 1] − 1] // for each non-zero row in 𝑗𝑡ℎ column of G
13 foreach 𝑘 in 𝐻 (𝑖𝑗)

𝑛𝑛𝑧 // for each shared non-zero row in 𝑖𝑡ℎ and 𝑗𝑡ℎ column of H
14 // number of cache lines for prefetching 𝛥(𝑘)

𝑖 , 𝑊𝑘 and 𝛥(𝑘)
𝑗

15 𝑛𝑢𝑚𝑂𝑓𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠 ← 𝑔𝑒𝑡𝑁𝑢𝑚𝑂𝑓𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠(𝑀 (𝑘)
𝑁𝑝ℎ, 𝑁 (𝑖)

𝑁𝑝ℎ,𝑁
(𝑗)
𝑁𝑝ℎ)

16 if 𝑛𝑢𝑚𝑂𝑓𝐹𝑟𝑎𝑚𝑒𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠 + 𝑛𝑢𝑚𝑂𝑓𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠 < 𝐿 // add computation to the current frame
17 𝑛𝑢𝑚𝑂𝑓𝐹𝑟𝑎𝑚𝑒𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠 ← 𝑛𝑢𝑚𝑂𝑓𝐹𝑟𝑎𝑚𝑒𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠 + 𝑛𝑢𝑚𝑂𝑓𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠
18 else // add computation to the next frame
19 𝑐𝑝𝐹 ← 𝑐𝑝𝐹 + {𝑛𝑢𝑚𝑂𝑓𝐶𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛𝑠}
20 𝑛𝑢𝑚𝑂𝑓𝐹𝑟𝑎𝑚𝑒𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠 ← 𝑛𝑢𝑚𝑂𝑓𝐶𝑎𝑐ℎ𝑒𝐿𝑖𝑛𝑒𝑠
21 end if
22 𝑛𝑢𝑚𝑂𝑓𝐶𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛𝑠 ← 𝑛𝑢𝑚𝑂𝑓𝐶𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛𝑠 + 1
23 // update the list of triplets
24 𝑖𝐹 ← 𝑖𝐹 + {𝑖}
25 𝑗𝐹 ← 𝑗𝐹 + {𝑗}
26 𝑘𝐹 ← 𝑘𝐹 + {𝑘}
27 end foreach
28 end foreach
29 end for
30 // compute gain matrix elements
31 for 𝑓 = 0 ∶ 𝑛𝐹 − 1 // 𝑛𝐹 is the total number of frames (𝑛𝐹 = 𝑙𝑒𝑛𝑔𝑡ℎ(𝑐𝑝𝐹 ) − 1)
32 // prefetch (𝑓 +𝐾)𝑡ℎ frame
33 if 𝑓 +𝐾 < 𝑛𝐹 // check if the frame is already prefetched
34 𝑝𝑟𝑒𝑓𝑒𝑡𝑐ℎ𝐹 𝑟𝑎𝑚𝑒(𝑓 +𝐾)
35 // create function object for data prefetching method
36 𝑎𝑑𝑎𝑝𝑡𝑜𝑟𝑠 ← 𝑎𝑑𝑎𝑝𝑡𝑜𝑟𝑠+{𝑠𝑡𝑑 ∶∶ 𝑏𝑖𝑛𝑑(𝑝𝑟𝑒𝑓𝑒𝑡𝑐ℎ𝐹 𝑟𝑎𝑚𝑒, 𝑓 +𝐾)}
37 end if
38 foreach 𝑡𝐼𝑑𝑥 in 𝑐𝑝𝐹 [𝑓 ] ∶ 𝑐𝑝𝐹 [𝑓 + 1] − 1 // for each triplet in frame 𝑓
39 𝑗 ← 𝑗𝐹 [𝑡𝐼𝑑𝑥]
40 𝑖 ← 𝑖𝐹 [𝑡𝐼𝑑𝑥]
41 𝑘 ← 𝑘𝐹 [𝑡𝐼𝑑𝑥]
42 if 𝑀 (𝑘)

𝑁𝑝ℎ = 3 and 𝑁 (𝑖)
𝑁𝑝ℎ = 3 and 𝑁 (𝑗)

𝑁𝑝ℎ = 3
43 𝑚𝑢𝑙𝑡333(𝛥(𝑘)

𝑖 , 𝛥(𝑘)
𝑗 ,𝑊𝑘, 𝐺𝑖𝑗 )

44 // create function object for matrix-matrix multiplication
45 𝑎𝑑𝑎𝑝𝑡𝑜𝑟𝑠 ← 𝑎𝑑𝑎𝑝𝑡𝑜𝑟𝑠+

{

𝑠𝑡𝑑 ∶∶ 𝑏𝑖𝑛𝑑(𝑚𝑢𝑙𝑡333, 𝛥(𝑘)
𝑖 , 𝛥(𝑘)

𝑗 ,𝑊𝑘, 𝐺𝑖𝑗 )
}

46 else if 𝑀 (𝑘)
𝑁𝑝ℎ = 3 and 𝑁 (𝑖)

𝑁𝑝ℎ = 3 and 𝑁 (𝑗)
𝑁𝑝ℎ = 2

47 𝑚𝑢𝑙𝑡332(𝛥(𝑘)
𝑖 , 𝛥(𝑘)

𝑗 ,𝑊𝑘, 𝐺𝑖𝑗 )
48 // create function object for matrix-matrix multiplication
49 𝑎𝑑𝑎𝑝𝑡𝑜𝑟𝑠 ← 𝑎𝑑𝑎𝑝𝑡𝑜𝑟𝑠+

{

𝑠𝑡𝑑 ∶∶ 𝑏𝑖𝑛𝑑(𝑚𝑢𝑙𝑡332, 𝛥(𝑘)
𝑖 , 𝛥(𝑘)

𝑗 ,𝑊𝑘, 𝐺𝑖𝑗 )
}

50 else if 𝑀 (𝑘)
𝑁𝑝ℎ = 3 and 𝑁 (𝑖)

𝑁𝑝ℎ = 2 and 𝑁 (𝑗)
𝑁𝑝ℎ = 1

51 …
52 …
53 end if
54 end foreach
55 end for
56 else // iteration > 1
57 // instructions are well organized for instruction prefetching
58 foreach 𝑎𝑑𝑎𝑝𝑡𝑜𝑟 in 𝑎𝑑𝑎𝑝𝑡𝑜𝑟𝑠
59 execute 𝑎𝑑𝑎𝑝𝑡𝑜𝑟()
60 end foreach
61 end if

6. Numerical results

The graph-based algorithm for building the gain matrix was imple-
mented in C++ and tested on various power networks with up to 3124
multi-phase nodes and 9537 three-phase nodes. Table 1 reports the
characteristics of the test cases and the execution times for building the
gain matrix using the proposed method and the sparse matrix–matrix
multiplication function in the SuiteSparse package (SSMult) [18,19].

The testing is carried out on nine networks listed in Table 1. The
first three networks are multi-phase radial systems with one-, two-, and
three-phase nodes; they are based on the IEEE 123 node test system
(IEEE-123_𝑚𝜙) [30] replicated two (2×IEEE-123_𝑚𝜙) and four times
(4×IEEE-123_𝑚𝜙) as described in [13]. The fourth and last systems
are three-phase networks: the IEEE-300_3𝜙 is based on the IEEE-300
network [31], and the 9537_3𝜙 is a large-scale network with 9537
nodes [32]. The remaining four systems are three-phase distribution
networks with around 1500 and 3000 three-phase nodes and have
radial (1k5 A_3𝜙, 3kA_3𝜙) and weakly meshed (1k5B_3𝜙, 3kB_3𝜙)
onfigurations. The 1k5 and 3k network instances are described in [33]
nd their data is available from [34]. Although the paper emphasized
SSE, where the systems can be multi-phase, the fast gain matrix
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Table 1
Gain calculation comparison.

Network # of inj. # of br. Avg. exec. time [ms] SUF

meas. meas. SSMult Graph

IEEE-123_𝑚𝜙 120 80 1.077 0.573 1.879
2×IEEE-123_𝑚𝜙 240 162 2.458 1.201 2.046
4×IEEE-123_𝑚𝜙 480 322 3.672 2.058 1.784
IEEE-300_3𝜙 900 0 5.2405 1.912 2.826
1k5A_3𝜙 4386 894 16.178 5.306 3.049
1k5B_3𝜙 4386 0 16.378 5.467 2.996
3kA_3𝜙 9399 1914 34.818 11.063 3.147
3kB_3𝜙 9399 0 34.463 11.432 3.015
9537_3𝜙 28611 0 179.413 55.681 3.222

computation method benefits three-phase systems, as in transmission
network modeling. This has motivated us to include the IEEE-300 and
9537 bus test systems, typical of transmission networks but having
unbalanced loads. Note that unbalanced loads are used in transmission
system SE for power quality studies, for instance, to check voltage
imbalance which is one of the power quality indicators.

Columns 1, 2, and 3 in Table 1 shows the network’s name, the
number of injection measurements, and the number of branch mea-
surements. The execution times of the gain matrix calculation using the
SuiteSparse SSMult function and the proposed algorithm are reported
in columns 4 and 5; the computations were carried out on an INTEL
i7-8265u CPU with 32 GB of RAM. The speedup factor (SUF = SSMult
time/Graph-based-algorithm time), shown in the last column, reaches
a maximum value of around 3. This is a noticeable improvement as the
gain matrix is continuously being computed in real-time state estimator
implementations.

Table 2 shows the effect of the Graph-based gain matrix multipli-
cation on the overall complex multi-phase distribution system state-
estimation (CMphDSSE) algorithm. The comparison, in this case, is
with the CMphDSSE algorithm that uses SuiteSparse SSMult, and all
other implementation details remaining unchanged, thus requiring the
same number of iterations. The overall speedup factor (SUF = SSMult
time/Graph-based-algorithm time), shown in the last column, reaches
a maximum value of around 1.13 because the matrix factorization
method employed in both implementations consumes a large portion
of time. This means that additional improvement in the overall per-
formance of the graph-based CMphDSSE can be obtained by further
speeding up the factorization phase. Still, the reported improvement
is valuable in the context of subsecond state estimation [2,3].
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Table 2
DSSE Computational Performance.

Network CMphDSSE (SSMult) CMphDSSE (Graph) SUF

#Iter. Time [ms] #Iter Time [ms]

IEEE-123_𝑚𝜙 4 37.651 4 35.636 1.057
2×IEEE-123_𝑚𝜙 4 87.440 4 82,413 1.061
4×IEEE-123_𝑚𝜙 4 109.729 4 103.273 1.063
IEEE-300_3𝜙 4 122.060 4 108.090 1.129
1k5A_3𝜙 4 515.725 4 468.238 1.101
1k5B_3𝜙 4 513.272 4 465.627 1.102
3kA_3𝜙 4 1548.739 4 1433.720 1.080
3kB_3𝜙 4 1532.578 4 1422.454 1.077
9537_3𝜙 5 6036.799 5 5368.142 1.125

7. Conclusion

This paper presents a two-phase method for the efficient gain matrix
calculation in multi-phase DSSE. A graph-based algorithm is proposed
for the gain matrix structure prediction. The algorithm is implemented
in C++ using the advanced vector extensions (AVX-2) set of instruc-
tions. The proposed approach is around three times faster than the
SuiteSparse SSMult implementation. When the proposed method is
included in a real-life complex-variable multi-phase distribution system
state estimator, it achieves an overall speedup that reaches 13%. This
level of improvement is significant in real-time applications as it allows
for time to be freed up for other functions, as confirmed by the need
for subsecond state estimation [2,3]. Further advances in factorization
would bring graph-based multiplication to its full potential.
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