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Abstract First introduced by MountCastle, cortical algo-
rithms (CA) are positioned to outperform artificial neural
networks second generations due to their ability to hierar-
chically store sequences of patterns in an invariant form.
Despite their closer resemblance to the human cortex and
their hypothetical improved performance, CA adoption as a
deep learning approach remains limited in energy aware
environments due to their high computational training
complexity. Motivated to reduce CA supervised training
complexity in limited hardware resources environments,
we propose in this paper a piecewise linear or polygonal
weight update rule for a supervised training of CA based on
a linearization of the exponential function. As shown by
our simulation results on 12 publicly available databases
and our developed error-bound proofs, the proposed rule
reduces CA training time by a factor of 3 at the expense of
a 0.5% degradation in accuracy. A simpler approximation
relying on the asymptotes at 0 and infinity reduces training
time by a factor of 3.5 coupled with a reduction of 1.49%
in accuracy.
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1 Introduction

In an era of increased data growth, need for analytics and
green computing, knowledge discovery and machine
learning (ML) faces the challenge of providing robust yet
computationally efficient algorithms suited for large data-
sets in energy aware computing nodes, online learning and
pseudo-real-time predictive applications.

First introduced by MountCastle [1], and inspired by the
human visual cortex cortical algorithms (CA) are posi-
tioned to outperform artificial neural networks (ANN)
second generations due to their ability to hierarchically
store sequences of patterns in an invariant form (i.e.,
extract and hierarchically store increasingly complex
properties of the input data). However, despite their supe-
rior “hypothetical” performance [2-8], CA as a deep
learning technique remain less widely adopted due to their
expensive long training and computational requirements
which prevent them from running in an online learning
mode or on energy aware computing nodes such as hand-
held smart devices or wireless sensors on large datasets. It
is to be noted that most of the research so far on CA has
been limited to applying it [2-5], or a similarly inspired
structure, on isolated English phoneme recognition [9],
modern Arabic speech recognition [6], perceptual grouping
[10], object recognition [11], in addition to some hardware
implementation on GPU [12].

Motivated to reduce CA supervised training complexity
in limited hardware resources environments, we present in
this work a polygonal weight update rule based on the
linearization of the exponential weight update function.
While the linearization of nonlinear activation functions
have been previously implemented in some way for the
learning of multi-layer perceptron and some deep archi-
tectures [13, 14], this task has not been investigated for CA
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and as proposed hereafter. Although hardware speedup is
possible and has been previously investigated for CA [12],
the scope of our work is an algorithm-based speedup ori-
ented toward energy aware computing paradigms. Our
suggested approach leads to a major reduction in CA
training time with a minimal impact on performance as
proven empirically and theoretically later in this work. An
improvement in complexity is crucial in energy aware
computing environments where limited computing power
presents a challenge for several applications.

The rest of the paper is organized as follows: Sect. 2
describes a short primer on CA where we provide a
mathematical structure for CA as we derived it from the
description provided in [1]. Section 3 introduces the pro-
posed weight update rule along with some proofs while
Sect. 4 shows the experimental results on multiple data-
bases. Finally Sect. 5 concludes the paper.

2 Primer on CA
2.1 Structure

As originally proposed by [1], CA are neural networks
constituted of six layers of mini-columns of different
thickness. While CA can be regarded as a type of neural
networks, more specifically deep ANNs due to its hexa-
layered structure; CA presents fundamental differences
with ANNs mainly in its structure and in the training
algorithm. At the structure level, CA is modeled after the
neocortex where the mini-column (association of neurons)
is considered as the basic computation unit, while ANNs
use the neuron as a basic computing unit. The mini-column
is a group of neurons associated to the same sensory input
region combined to produce one output. Connections in a
cortical network, differently from the second generation of
ANN, occur in two directions: horizontal connections
between columns within the same layer, and vertical con-
nections between columns of consecutive layers. While
ANNs suffer from the vanishing gradient problem,
observed when propagating errors across multiple layers;
CA has 6 layers with a decreasing thickness and employs
an algorithm ensuring invariant representations. Its learn-
ing algorithm does not rely on a gradient-based propagated
error, but a series of strengthening and inhibition to mini-
mize the discrepancy between an observed behavior and a
robust representation built based on a repetitive exposure to
the entire data. Thus CA can be successfully trained despite
its deep structure which leads to a more robust perfor-
mance. Figure 1 shows an illustration of a cortical network.
Layers are numbered from in roman numbers and small
rectangles represent mini-columns. A mini-column is a
collection of neurons represented by small circles in layer I
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only for illustration purposes. Dotted lines represent lateral
inhibitory connections while solid lines represent infor-
mation conveying connections shown only in layer I for
illustration purposes. Note that an input received at a col-
umn is shared between all nodes within the said column;
the output of the column is the summation of the contri-
butions of its constituting nodes. A sample column is
shown in Fig. 2 with the nomenclature adopted.

A mathematical representation for CA, as we developed
based on the description provided in [1], can be found in [6].
The weight matrix representing the state of a column ¢ in a
layer [ composed of M nodes at the training epoch ¢ is:

Clern) = [Craenns Cery)s - -+ Cmelt)s - - Comeny] (1)

Cinc1p) can be written as:

T
C(n,c,l‘t) = [C(l,n‘c,l,t)u C(Z‘n.,c‘l,t)7 B C(V‘n,c,l,t)v EER3) C(NH‘n,c,l,t)]
(2)

Ni_; is the number of columns in the layer (I — 1), the
index v represents the number of the issuing column from
the previous layer, and the superscript 7 stands for the
transpose operator. For the rest of this paper, scalar entities
are represented in italic, vector entities in bold, while
underlined variables represent matrices.

Expanding C ;) yields:

[ Chteln Cline) Cumels ]
C(c,l,t) = C(v,l,c,l.r) C(VJI,C.,I,T) C(V‘M‘CJ‘[)
LCW1 1) Cv ) Cve M)

(3)

Defining Y(; ) as the output vector of layer / for epoch ¢ and
Y1) the output of column ¢ within layer [ at time ¢, we can
write:

T
Y(/.t) = [Y(l,l,t)7 B Y(c,],t)a SERY Y(N[.l.,t)} (4)

The output of a neuron is the result of the nonlinear acti-
vation function g(-) in response to the weighted sum of the
connections entering the neuron. The output of a column is
defined as the sum of the outputs of the neurons in this
column:

M
Yiein = Z Yierns  Yers) =8 (Z ConelnY (v,ll,t))
n=1 v
(5)

Y(uc,.1) is the output of the nth neuron constituting the cth
column of the /th layer and the activation function is
defined as follows:



Neural Comput & Applic (2019) 31:1915-1930 1917
Fig. 1 Illustration of a cortical VI
network
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Fig. 2 Nomenclature of connectivity
® :
X)) =
g 1 4+ exp —x¢(x) + Tol 6
() -2 ifx=1 (6)
X)) =
X otherwise
Note that ¥, refers to the input vector X = [X;,...,Xp| and

we denote by D the size of the input vector which corre-
sponds to the number of features or the data cardinality.
Tol is a tolerance parameter empirically selected and it is
assumed constant for all epochs and columns. This
parameter sets the tolerance of the activation function to

large input values, the larger this value is the less sensitive
the activation function becomes.

2.2 Training

(@) Random initialization Initially, the network is
assumed fully connected and all the synaptic weighs
are initialized to random values that are close to 0.

(b)  Unsupervised feedforward The feedforward learning
has the objective of training mini-columns to iden-
tify features not detected by others. When the
random firing of a particular column coincides with
a particular input pattern, this activation is enforced,
through strengthening of the column weights and
inhibiting of neighboring columns.With repeated
exposure, the network extracts features of the input
data, by training the columns to fire for specific
patterns. The weight update rules adopted are shown
in Egs. 7 and 8

Q(Cery)) (7)

Equation 7 suggests that when a node is inhibited, a
value that is proportional to its input ¥, ;_; ;) (which

C(v,n,c,l,H—l) = Y(v.,l—l‘t) X (C(v‘n‘c‘lj) -
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corresponds to the output of the column connected to
it) is subtracted from the corresponding weight value.

C(v,n,cﬁl?z-&-l) = C(vﬁl—l,z)

o
X | Comedn) + Tonedn + |+ oxp e T
P Q(C(c.l.t))
(8)
where Q(C(e1y) is given by:
M N
‘Q(C(c,l,t)) = Z Z Tv,n,clt) C(v,n,c,l,t); Tv,n,clt)
n=1 v=I
. 1 if C(v,n.,c‘l‘t) > €
0 otherwise

where p is a tuning parameter determining the
amount of strengthening to add to a particular
weight, the larger p, the stronger the strengthening.
Smaller values of p may lead to a lengthier training
as minimal change is obtained during strengthening
while large values may drive the network toward
instability. € is empirically chosen as the firing
threshold assumed constant for all epochs and col-
umns. Similarly, Eq. 8 shows that strengthening a
connection occurs by adding a value proportional to
the input weight and in the form of an exponential
function of the weight itself.

(c) Supervised feedback The goal of the supervised
feedback is to create invariant representations of the
same pattern. When a misclassification occurs, the
error occurring at the top layer generates a feedback
signal forcing the column firing for the original pattern
to fire while inhibiting the column that is firing for the
new variation. Over multiple exposures the top layer
reaches a desired firing scheme known as a “stable ac-
tivation”. Once the top level columns start to give a
stable activation for both variations, the feedback
signal is propagated back to the previous layers. Each
layer is trained until convergence.

3 Improved weight update rule

Since CA expensive lengthy training is mainly due to the
computation of the exponential function invoked during the
strengthening weight update process, we propose a piece-
wise linear weight update rule for the strengthening of the
columns. Based on the linearization of the exponential
function as shown below, we aim to reduce the computa-
tional complexity of CA with a minimal deterioration to its
classification accuracy.

@ Springer

The nomenclature we adopt in our work is as follows:
subscripts n, ¢, [ and t represent the node number, the
column number, the layer number and the training epoch,
respectively. As such, C, ,, . represents the weight of the
connection entering node n of column c in layer / during
the training epoch ¢, issued from the output of the vth
column in the previous layer.

The original strengthening exponential-based weight
update rule is given by:

C(v.n,c,l,t+ 1) = C(v,lf 1,1)
p 9)

Clvnern—Tol
1 + exp —Lnetd —
+exp Q(C(c,u))

X C(v,n,c,Ll) + n(v,nﬁcﬁl‘,l) +

3.1 Linearized weight update rule

We rewrite the original strengthening rule given in Eq. 9
for a particular connection Cy, ;) as:

C(V‘il,C,l,t+l> = o{C(v.,n,c,/,t) + H(C(v,n,c,l‘t))

B B
Q(C(v_’mc,l,t)) - | ex C(V,nA’CALt) “Tol + 0 (10)
P 0(Cea)

o= Y(v,lfl,t)v ﬁ =axp, 0= x T(v,n,c,lt)

where Q(C(c“)) is given by:

M N

Q(C(c,l,t)) = Z Z T(v,n,c,lt) C(vAn,c,l,t);

n=1 v=1

1
v, ) = 0

o, f and O are variables that depend on the training epoch
as well as the considered column; therefore, a suit-
able nomenclature would be in the form X ;_;,. For

if C(v,n,c',l.t) > €

otherwise

simplicity in notation, we chose to omit the subscripts and
in this manuscript. In addition, we replace Q(Cy) by @
for the rest of this paper. However in all our derivations
and experiments, they are treated as variables.

It is to be noted that the exponential function is the most
computationally expensive in 5. MATLAB software for
instance uses the binomial theorem to compute an
approximate value of e¢*; practically up to orders ranging
between 5 and 10 [15]. The complexity of computing the
binomial polynomial expanded up to the nth order, is of
O(n* + n) which is evoked numerous times during the
training of a cortical network.

Our proposed weight update rule approximates the
exponential by segments of lines formed by segments of
three lines: the tangents to the curve at 0, the tangent to the
curve at the inflexion point, and the asymptote to the curve
at infinity. When the curve does not admit an inflexion
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point, the exponential function is approximated by the
tangent at 0 and the asymptote at infinity. Therefore, the
linearized weight update rule becomes:

{ C(v$n‘c,l,t+l) = ac(v,n.,c.,l.,t) + d)(c(v‘n,c‘,],t))

4 (1)
(i)(C(v,nﬁcﬁl,Z)) = /“C(v,nﬁc,l,z) + é

where A and ¢ are variables of our proposed piecewise
linear approximation of the exponential function in the
interval under investigation. 4 and ¢ should follow a
nomenclature similar to o, f and 0; however, for the same
reason of simplicity in notation we omit the subscripts for
these variables only in the equations but do account for
their variable nature in the implementation. In our deriva-
tions, A and ¢ are computed once for each column, thus the
computational reduction comes from the fact that while
each neuron requires the computation of the exponential
function in the case of the original weight update rule, the
update of a neuron is reduced to a simple multiplication for
our case—after the parameter 1 and ¢ are computed—as
will be shown in a clearer way later in the manuscript. The
steps required for the computation of our approximation
are as follows:

3.1.1 Compute the inflexion point C,

By definition, for a function to admit an inflexion point, a
necessary but non-sufficient condition is the existence of at
least one root (or zero) for its second derivative. In this case, an
approximation of the inflexion point (to avoid the calculation
of exponentials) is computed using the Taylor approximation
developed to the second order as shown below:

expx~ 1+x+x%/2

(12)

The choice of the second order simplifies the derivation
and it is justified by the fact that the relative error induced
by truncating to the second order would be limited (given
that the values of C,, ;. are normalized and bounded
between —1 and 1).

If we define a = exp [(C(e) — Tol)/Q], then finding
the zeros of the second derivative of 0 with respect to
Clco,1) 18 equivalent to:

2
4 0Cmetn) O(C“’”“")z) —0— é [(1-1/Q)a* + 2a
d(c(v,n,c,lj)) Clap)

+(1+1/Q)]=0

(13)

Equation 13 is quadratic and may admit depending on the
value of the discriminant A; = 4(2/Q* — 1) one or two
solutions given by:

24 VA, , _

—ZZVOL o fA e. Q<2

30 -1/9) if Ay >0ie., |Q/<V2 )
= Q_’l if A =0ie., |Q =2 (14)

) if Aj<Oie., |Q > V2

Solving for Ci. )
exp (C((’.OJ?,) — Tol) /y=a— 1+ (C(C.0717,) - Tol) /v
+ ((Clqan = Tol) /7)*= 0
(15)

Equation 15 is also another quadratic equation with a dis-
criminant Ay = 2a — 1, and it admits one, two or no solution:

Q(—1++/A;) + Tol ifa>1/2
Cloptry = 4 —Q+ Tol ifa=1/2 (16)
P if a<1/2

Since the strengthening rule is evoked for a firing node
(i.e., Copetn > € and Q > 0), one of the solutions for a
positive discriminant is always negative and thus should be
eliminated. Therefore, the inflexion point is found—if it
exists—using Eq. 16.

3.1.2 Calculate the tangent to the curve at the inflexion
point C, 11 (if it exists)

The equation of the tangent to the curve at the inflexion
point C(., 1 is that of a line given by:

C(cn,l,t) — Tol

1
+ Q

<1_

2)

=o+p

1 C(COJJ)—TO] 2
Q

B d0(Ceprn)
¢(C(V"MJ’,)) = O(C(V,,,_,C_l_,)) + mJ Contn (C(v,n,c,l,z) - C(CO,I,t))
p
0 Cc = Cc
(Clant)) = 2Creoun + - Cleg 1) — Tol +1 Cleoy — Tol :
Q 2 Q

+1

d0(Crepan) |
dC(v,n,c,l,t) C

cqshit)

Q

Coorn —Tol 1
2 4 leodd) +§(

)72
C(COJJ) — Tol
Q
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The parameters of the tangent to 6(C,,) at the inflexion
point are given by Eq. 17 and computed only once for each
column. In case 13 or 15 do not admit a solution, no
computations are required and the linearized approxima-
tion is reduced to the asymptote to the curve and the tan-
gent at 0.

3.1.3 Calculate the asymptote to the curve

The horizontal line ¢(C, 1)) = 0 is the asymptote to the
curve approximating 6 since

B

lim +d=9
Clynern— 1 + exp [(C(V‘,M‘[’,)

lim 0=
Cloned) =00

—Tol)/Q]

3.1.4 Calculate the tangent at 0

In a similar manner to the tangent at the inflexion point, the
tangent to the curve at 0 is given by:

Exponential and linear weight update rules with no inflexion
8 T T T T T T T

T T

o
———4| |

o
3
7

Amount of strengthening
o o o o
w R wn (=]
7
/s
/
/
/

o
N
/

0.1

0 01 02 03 C, 05 0.6 07 038 09 1

3
Weight value

Fig. 3 Exponential and piecewise linear weight update rule in the
absence of an inflexion point

dO(Cq. _
¢(C(v‘n‘c‘l.,t)) %J OC(v‘n,c‘l‘I‘) + 0(0) C = Q(C(CO lr)) 9(0) ; H = M
(vmelbt) de(C(lo-’v'J) J dG( (cg.11) ) J dG( <0-“>) J
0(0) = p 4 5 dCuncin 1o Comedy I Crequn Cometn) 4 Cregan
l14+a- T—Ol + E
Q 20 e In the absence of an inflexion point:
Tol Tol?
dH(C ) (1 - 1/9) (l - ? + —2) +1 C(v,n,c,l,t—O—l) = O‘C(v,n,c#l,t) + d)(c(v,n‘,c‘,l.t))
(co,l,t) J o+ B 2Q -3
dC(vﬂC 1y 40 (2 Tol N T012)2 d)(C(v,n,cJ,t)) - C(v,n,c,lj) + é
o d0(Cey 1)) J .
————1,¢=10(0 if 0<Cppern <Cs
(18) dC(v,n.c.l,t) 0 ( ) eli)
A= =90 if >
The linear approximation given by Eq. 11 becomes: 0. i Covmesn) 2 €3
19b
e  When an inflexion point C, ;) exists: (19b)
C(v‘n,c.,l,tJfl) = o{C(v.,n,c,/,t) + qs(c(v,n‘c,l,t))
d)(C(vnclt ) = )“C(VA,n,c,l,t) +¢
d@( C() Lt )
T\ Heldn) — 0(0 if 0<Cpypesn <C
dConery JO, ¢ =10(0) if 0< Cypein <Ci (19a)
d()( (co,l f))
A=——r =0(C. it Ci<Cppein<C
dC \} n Cl ) J C(C(]J«’)’ é ( ( 0717[)) 1 1 o ( w A’Z’t) o 2
A= Oa 5 g if C(v,n.c,l,t) >C

C; and C, represent the intersection of the tangent to
the inflexion point with the tangent to zero and the
asymptote, respectively, calculated for each column
and epoch using:
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C; is the intersection of the tangent to zero and the
0-0(Cegir)

40(Ceq 10))
Cometn |
Figures 3 and 4 illustrate the proposed and original weight

update rule in the absence of an inflexion point and in the
presence of one inflexion point, respectively.

asymptote given by: C3 =
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; Expon(?ntial Iand Ii[near w‘eig ht ‘update, ruIe' with in'flexior'1 point Table 1 Upper bound error and performance degradation
oob ] N 0.3 03 0.7 0.7
p 0.001 0.13 0.001 0.01
S 98y Foemax 0.05 475 0.05 47
§ o7k %AC,, 0.2 20.87 1.78 186.9
’g’ % occurrence 0.7 0.7 0.9 0.9
o 06
k7
S 05
€ o4l Table 1 shows some numerical values of the linearization
g error in percent for some extreme values of ¢ and p. These
< 03r observed over hundreds of training trials and were varied
02} dependently according to Eq. 22. The percentage of
o L . ) ) LN - - occurrence reported is the experimental rate of the occur-
0 C, 02 03 04 05 06 C 08 09 1 rence of the corresponding value of J in case the

Weight value

Fig. 4 Exponential and piecewise linear weight update rule when one
inflexion point exists

In summary the computation of the linearized weight
update rule follows Eq. 11 depending on the existence of
the inflexion point, the parameters of the hyperplane are
determined once per column as detailed previously.

3.2 Error introduced by the linearized weight
update rule

For a particular node Cy, ., the linearization error is
given by E(v,n.c.l,t) = H(C(v,n,c,l,t)) - d)(c(vﬁn,c,l.t))' In the
absence of an inflection point, this error reaches its maxi-
mum at the intersection of the tangent at 0 and the
asymptote forming the linearized rule.

The maximal possible error is:

B

3—T01 (20)

Enax = 0(C3) — ¢(C3) = —————=—
(€)= $(C3) = e

Since T could be considered negligible compared to £,
Eq. 20 becomes:

21)
40(Cley 1) (
-~ | S5-0.25/Q

dCy e JO *+ B85 -025/0)

For large columns, and for the curve to admit no-inflexion
point (case for which the maximum error occurs), |Q| >

V2 and B < a, thus WJOQ:OC and 6(0) %g—i—é,

therefore C3 &~ f/20. Thus the relative linearization error
can be approximated by:

Emax - ap
0(C3) ~ ap +a(1+exp(p/2))

(22)

€max =

strengthening rule is evoked. In other terms, the percentage
of occurrence tabulated is found by calculating the ratio of
the number of occurrence of the corresponding J to the
total number of the strengthening rule was evoked. The
effect of the choice of the tunable parameter p is shown in
Table 1 for two extreme values: 0.001 and 0.1. In our
experiments, p is chosen heuristically after a considerable
amount of trials such as to limit the performance degra-
dation as shown in the table. A value of p equal to 0.001,
ensures a minimal impact on performance. Note that for a
firing node (for which a strengthening rule occurs) 6 = o
since T(vnell) = 1 for C(v,n,c,l,t) > €.

3.3 Convergence error

We demonstrate that the linearization of the exponential
function has minimal impact on performance by calculat-
ing a lower bound for the relative degradation in the cost
function under the linear and exponential weight update
rules for a particular layer.

Let MSE}‘Z(C(WLC_,L,)) be the mean squared error (MSE)
cost function under the exponential weight update rule
relative to layer /, and MSEZZJ(C(VA’”‘CM)) the MSE under the
proposed linear weight update rule for this layer / during
training epoch t. If Y., ; is the desired output of the kth
column in the rth layer, and denoting by Y, the output
vector of layer [ for epoch 7 and Y(. ;) the output of column
¢ within layer / at time ¢, then:

ey 2
MSE Conse) 33 ( S v) 0
c=1 \\n=1

c=1

e 2
MSEIIJ (C(V.n,c,l,t)) = 5 Z <Z ch - ch,l> (24)
n=1

<
I
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v=1

Ni-1
Bv,c :f lz (aC(v,n,c,l,t) + Q(C(V,n,c,l,f>))YV[[711‘| (26)

Subtracting Eq. 23 from Eq. 24

MSElzt( (vyn,elt ) - MSE[ly( (V,n,c,Lt))
M 27
72 Z ve \ Nl (Z(Av,c + Bv,c) - 2ch‘l> ( )
c=1 n= n=1
Ni-1
Let D = Z(ac(v,n,c,l,t) + q’)(C(v,n,c,l,t))) YV,j.l*l (28)
v=1
Ni—y
and £ = Z(ac(v,n,c.l.l‘) + O(C(v.n,c,l,t))) Yv,,,l—l (29)

v=1

Since the strengthening rule occurs for values higher than
the threshold:

AV,C_BV,C :g(D)_g(E)SD_E (30)
and A, + B, =g(D) + g(E) <D+ E (31)
Therefore:
MSEIZI (C(V n,c,l t)) - MSE[lt (C(v n,c,l,t))
32
ZZD E<2D+E)—2YQ,J> (2
c—l n= =1
NI,] N[—]
Now: D —-E< ZEmavaJ—l.t < Zﬂ (33)
v=I v=1
Niy
Similarly: D+ E< > 2(ac+ f+9) (34)
v=1

Given that C,, . is a bounded value, Eq. 32 yields:

MSEIZ,t(C(v.n,c,l,t)) - MSEll,t(C(v,n,c,l,z)> < Nlele,lﬂ

X (a4 p+9)
(35)
From Eqgs. 30, 32 and 35 we can write:
2
MSEllt vnclt 22<Zg dl> (36)
Ny
Note that E < Z aCly e l) (37)
=1
Since f is a decreasing function, therefore:
N Ni-i
E) >f<z aC(V,Il,C,l,Z)) > Zg(ac(vm,c,l,t))
v=1 v=1 (38)

Nii

> Y 46

=Ni_18(x)
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This leads to:

2
MSE[l_,r(C(v,n.L L1) Z (Z N lg - t“d r)

c=

1 al
> 5 {Msz1 2()’ Ny — 2Mg(aN, 1 Yy Y(,,,‘,}
c=1

(39)

Since for large columns M? > M, the second term of
Eq. 39 is negligible compared to the first term, thus:

1
SMPN] g(2)" N, (40)

MSEIIJ(C(V,mc,Z,r)) > 3

Therefore, the relative performance degradation due to the
linearization of the exponential function is bounded by:

MSE[ZJ(C(VJLCJ,I)) - MSEII,z(C(wn,c,lJ))
MSEZIJ (C(v,n.c.l.f))
NM2N?  B(o+ f +0)

2 (41)
%M2N1271g(o() N
1
h b imated by: ~——
where g(«) can be approximated by: g(o) TFopa
(42)
Equations 40 and 41 yield:
MSE[ZJ (C(Vﬁ”vCJJ)) B MSEIIJ(C(V,n,c,l,z))
MSEIIJ (C(v,n,c.l.z))
<AC, =2(1+¢") 20+ p) (43)

Thus the degradation in the performance due to the lin-
earization of the weight update rule is bounded by a finite
value as given in Eq. 43 and is independent of the network
number of nodes per column and the number of columns
per layer. Also shown in Table 1 are some numerical
values for the degradation in performance for some lower
and upper values of ¢ and f§ along with their percentage of
occurrence.

It follows from the values tabulated that p should be
chosen as small as possible to limit the degradation in
performance, as well as the linearization error. However,
choosing p very small could result in a lengthier training
since 0 is proportional to p. The value of strengthening
added to a neuron becomes smaller if p is reduced; there-
fore, more epochs are required to bring a node to its desired
value. The numerical numbers shown in Table 1 represent
an extreme case and hence show the degradation for a
Wworst case scenario.

AC,, represents the relative degradation in performance,
i.e., the relative increase in the cost function due to the
linearized update rule for a random layer r, between two
consecutive training epochs.
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The impact of the linearization error on the convergence
of the entire network is the result of the combination of the
impact on all layers. The same analysis could be conducted
for all layers and keeping in mind that the feedback
training starts with the last layer and moves backwards, it is
reasonable to assume that the error in a particular layer is a
result of the parameters of the linearized weight update rule
and the error in the previous layers. The scenarios pre-
sented in Table 1 are extreme cases and the numerical
numbers obtained show that the impact of the linearization
on the convergence error with the right choice of param-
eters is minimal.

3.4 Hypothetical complexity comparison

This section shows the complexity reduction induced by
our linearized rule in two ways: (1) by estimating the
number of operations required to compute both rules and
(2) by formulating an approximation as the big O com-
plexity of the feedforward training using both rules.

Due to the inability to predict the number of epochs
required to convergence, the computational cost for the
feedforward learning of the algorithm is quantified in terms
of the parameters of the network (number of layers, number
of columns, number of nodes).

3.4.1 Number of required operations

We first derive an estimate of the number of operation
required based on the equations previously developed for
the update of the network using the exponential and the
linear rule. When an inflexion point exits, and for the
update of one column the following computations—here-
after Al, are needed:

e ausing Eq. 14.

e The inflexion point’s location using Eq. 16.

e The tangent to the curve at the inflexion point
according to Eq. 17.

e The tangent to the curve at 0 using Eq. 18.

o C1 and Cz.

When no-inflexion point exists, only the following two
steps- hereafter A2, are executed—since the asymptote
toward infinity is a horizontal line that requires no
computations:

o A =4(2/Q*-1)
e The tangent to the curve at O using Eq. 18
e Compute C;

Table 2 compares the required operations per epoch for the
update of a column of M nodes and the update of a
hypothetical network NT composed of N layers. Each layer
is formed of K columns, and the network is assumed fully
connected. Table 2 accounts for the linearized update rule
in the cases of one or zero inflexion point and the expo-
nential update rule developed up to the nth order. a repre-
sents the case where one inflexion point exists and b the
case of no-inflexion point. Using our proposed polygonal
rule, the initial cost shown is the number of operations
required to compute the coefficients of the linearized
weight update rule. It is equal to 62 (the cost of computing
the steps in Al mentioned earlier) in the case of an
inflexion point and 30 in the case of no-inflexion point
(when computing the steps in A2, updating each node using
only two operations). Using the exponential rule, no initial
cost is required; however the update of a column requires
the computation of the exponential function for each node
in the column. «, f§ and 7y are assumed previously computed
for both cases. The major computation reduction comes
from the fact that during the training process, and for each
cortical column within the network, the linear update rule
is calculated once and the weights of the nodes are updated
using Eq. 19a or 19b. Instead, the computation of the
exponential function is required for the update of each node
using the original weight update rule. This requires (n? +
n+ 6) computations where n is the order of the Taylor
series approximation used to compute the exponential
function. A numerical example is also shown for a six layer
cortical network with M =20, K = 100 and n = 5.

The following remarks and conclusions can be drawn
from Table 2:

e A considerable reduction in the hypothetical number of
operations is possible using the proposed linearized
weight update rule.

e The derived numbers of operations assume a fully
connected network where all the nodes are strength-
ened—a strong statement that may not be practical.
However, the claim of complexity improvement may
be generalized for the training of the network given that

Table 2 Computational

complexity comparison Update rule Required number of operations
Initial cost Column Network Example
Linear a 62 62 +2M NK(62 + 2M) 61,200
Linear b 30 30 +2M NK(30 + 2M) 42,000
Exponential 0 M(n* +n+6) NKM(n? + n + 6) 432,000
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it involves strengthening nodes over a certain number
of epochs required till convergence.

e It is not possible to accurately predict the nodes’ firing
rate (hence the percentage of nodes to strengthen)
neither the amount of epochs to converge thus the
frequency of the strengthening process. Therefore, an
accurate estimate of the improvement for the training of
the entire network is not possible theoretically thus we
resorted to experimental simulations.

3.4.2 Big O complexity

We now formulate an estimate of the reduction in com-
plexity obtained by the linearization process with the fol-
lowing assumptions:

e We only take into account the feedforward learning,
considering that a reduction in this stage can be
extended to the feedback learning given that the same
rules are applied.

e We consider a network of six layers composed of
K columns of M nodes each.

e Since from our empirical studies we noticed more
strengthening happens with the linear rule compared
with the exponential rule, we assume that if the
strengthening rule is called x times in the exponential
case it will be ax times in the linear case and we study
the improvement obtained based on multiple values of
a.

e We assume that additions are performed using the
schoolbook addition with carry and subtractions as well
as using the schoolbook subtraction with borrow, both
having a complexity of O(D) for a D-sized input [16].

e Multiplications and divisions are also performed using
the long schoolbook methods both having a complexity
of O(D?) while the exponential function in the form of
Taylor series has a complexity of O(D/?) [16].

e We are only concerned with mathematical operations in
our analysis and we ignore the memory fetching-related
operations.

The original update rule is of the exponential form and can
be assumed to require O(D/?) operations where D is the
size of the input vector in other terms the number of fea-
tures as mentioned earlier. This is executed for each and
every node in a firing column (thus M times). Given a firing
rate of x (i.e., x% of the columns are firing and require
strengthening), this loop requires x x (MD>?) operations.
Inhibition rule is computed (1 — x) x M times and requires
(1 — x)MD? operations. Since Q requires M additions and
hence M x n operations, the update of a column involves
xMD3/? 4 (1 — x)MD* + MD operations. Therefore, the
complexity of updating the network using the exponential

@ Springer

rule is O(6K(xMD? + (1 — x)MD* + MD)) for the
feedforward learning of one training instance composed of
a feature vector of size D.

A similar analysis can be conducted in the case of the
linear weight update rule which requires the computation
of / and & once for each column and the update of neurons
using Eq. 11 which involves two multiplications. Assum-
ing the worst case scenario where an inflexion point exists
for all nodes, 62 multiplications are required to compute
the parameters of Eq. 11 leading a complexity of
O(ax(2M + 62)D? + (1 — ax)MD?) for one column: thus
O(6K (ax(2M + 62)D? + (1 — ax)MD?)) for the entire
network for a D-sized input.

Figure 5 shows a plot comparing the complexity of both
rules for K = 100, M = 20 and x = 0.3 for multiple values
of a, for the feedforward training of the network using one
D-sized input with D varying from 1 to 1000.

In the case of much higher dimensionality, Fig. 6 shows
a semi-logarithmic plot of the complexity comparison for
the same parameters as in Fig. 5.

The following can be deduced from Figs. 6 and 7:

e The linear update rule complexity remains less expen-
sive than the exponential update rule if evoked up to
five times the exponential rule and for large input sizes
(greater than 450).

e For smaller input sizes (less than 450), the linear update
rule is comparable if not slightly more expensive than
the exponential update rule for a = 5.

e For much larger firing rates, i.e., about ten times the
firing rate in the exponential case, the additional cost
brought by computing the parameters of the linear
weight update rule for each node, overcomes the cost of
computing the exponential rule.

B 1010 Complexity comparison
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Fig. 5 Exponential and linear weight update rules complexity plots
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Fig. 7 Comparison of recognition rates of Exp. 1, Exp. 2 and Exp. 8

e Due to the linearization error, the amount of strength-
ening required to bring a column to a desired state is
higher (in terms of the number of calls of the rule
function) compared to that using the exponential rule.
An empirical analysis based on our experimental results
show that the average ratio of strengthening calls when
using the linear rule versus the exponential one is about
1.3 (i.e., the linear rule is called an average of 30%
more than the exponential one). In such case, the
exponential rule requires about 2.4 x 10° operations for
a 200 sized input and about 2.2 x 10'° operations for an
input size of 500 and 1.2 x 10'! for an input of 1000
whereas the linear rule requires about 1.2 x 10°

operations for an input size of 200, 7.8 x 10° for a
500 sized input and 3.1 x 10'° operations for a 1000
sized input. Thus the relative improvement observed is
about 2 for an input size of 200, 2.8 for an input size of
500 and 3.87 for an input size of 1000.

e A clear advantage of the linear rule is observed for very

large inputs (1000 and above) regardless of the increase
in the firing rate. For example for an input size of 2000
the exponential rule requires about 6.7 x 10'' opera-
tions, compared with 1.1 x 10'!, 1.3 x 10!!, 3.4 x 10"
and 6.3 x 10" for the linear rule leading a gain of 6.3,
49,19 and 1.1 fora =1, 1.5, 5 and 10, respectively.
The same analysis for an input size of 10000 shows a
gain of 13.7, 10.8, 4.3, and 2.3 fora = 1, 1.5, 5 and 10,
respectively.

3.5 Proof of convergence of the linearized weight
update rule

In this section we present a proof of the convergence of the
CA network under the proposed polygonal weight update
rule in a manner inspired by the generalized convergence
theorem for ANNs [17]. Bruck and Goodman [17] states
that the convergence of a neural network is verified when
(1) a so-called defined energy function is shown to be non-
increasing when the state of the network is changed, (2) the
convergence of the energy implies convergence to a
stable state.
The first stated condition can be re-written as:

MSE;, (Cunets) — MSE} (Cunein) =0 (44)

The proof of this condition is straightforward:

Ly

Ni-i
8 (Z (O(C(v,n,c,lj) + d)(c(v,n,c,l,t)))Z;]?t) S 8 (Z Wirx;'fky"»]lﬁl)

v=1 =1
Ni—i Ni—i

since Z(ac(v,n,c,l‘r) + d)(c(v‘n,c,l‘t))) > Z C(v.,n,c.,l,t) Yvﬁl—l,t
v=1 v=1

and the activation function is strictly decreasing.

(45)
The proof of the second condition is as follows:
N M N 2
AC=0— Z( 8 (Z C(V,n,c.l,t+1)> - YQ,,Z)
c=1 n=1 v=1
N/ M N 2
S (zg (z qm,,,)) Y)
c=1 \\n=1 v=1
M N1,1 M Nl—l
=0— Zf( C(v,n.,cJJ)) = Zf <Z C(v,mc,l,t))
n=1 v=1 n=1 v=1
(46)
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This implies that the state of the network is unchanged
between two consecutive training epochs. Since Y., ; is a
finite value, the network converges to a stable state.

4 Experimental results

Simulations were executed using MATLAB 2011a soft-
ware, on an Intel i7 at 2GHz and 6GB RAM under a
Windows 7 Home Premium operating system. We modi-
fied the CNS library—a framework for simulating corti-
cally organized network that is developed by MIT [18], to
implement our proposed weight update rule. The CA used
has 6 hidden layers starting with 2000 columns of 20 nodes
for the first hidden layer and decreasing the number of
columns by half between consecutive layers. We compare
the effect of the choice of the cost function [mean squared
error (MSE) and cross-entropy (CE)], the weight update
rules as well as the performance with a regular artificial
neural network (ANN) and a support vector machine
(SVM) classifier according to eight experiments:

Exp. 1 = CA with exponential rule and MSE

Exp. 2 = CA with linear rule and MSE

Exp. 3 = CA with exponential rule and CE

Exp. 4 = CA with linear rule and CE

Exp. 5 = a two-layer neural network trained using
gradient descent back propagation and MSE cost
function with 2000 neurons in the first layer and 1000
in the second.

e Exp. 6 = ANN with the same structure of a CA, i.e.,
where each layer has the number of nodes equal to that
of columns in the same layer of a CA.

Table 3 Summary of databases

e Exp. 7= One versus one SVM classifier with grid
search to find optimal parameters.

e Exp. 8 = CA with linear rule (where only the no-
inflexion approximation is adopted) and MSE.

Table 3 describes the databases used from the UCI ML
repository [19]. Table 4 compiles the testing recognition
rate in percent, the training time in minutes and the total
number of required iterations for convergence for the linear
and the exponential weight update rules. Results in Table 4
were obtained after a fourfold cross-validation using the
MSE and the well-formed cross-entropy (CE) cost func-
tions at the output layer. Table 4 also compares the two
ANN and SVM classifiers as described before, with Nbr of
epochs being the number of epochs required until network
convergence. For every dataset, the best recognition rate,
the lowest training time and the lowest number of epochs
are shown in bold. For example, for the Isolet database, the
accuracy using CA with linear rule and MSE is 97.5%
while the training time required for training a CA with the
exponential rule and MSE is 54 min.

Table 5 summarizes the statistical analysis of Table 4:
the average improvement in recognition rates, training time
(as a percentage), and the number of epochs (as a per-
centage) observed averaged over all databases. For each
entry in this table, the row label corresponds to the baseline
and a negative number represents a reduction whether in
recognition rate or in training time. For example, com-
paring Exp. 1 to Exp. 2, the former results in a slightly
better recognition rate (in average 0.55%) but requires
about 62% more training time and about 10% less training
epochs.

Furthermore, Figs. 7 and 8 show a comparison of the
recognition rate and training time required for experiments
I, 2 and 8 across all databases. Figure 8 shows the

Number of attributes Best recognition rate (%)

Database Number of instances
Youtube multiview video games 120,000
Higgs 11,000,000
Letter recognition 20,000
Image segmentation 2310
Isolet 7797
Pendigits 10,992
Multiple features 2000
Abalone 4177
Mushroom 8124
Artificial characters 6000
Spambase 4601
Tic-tac-toe endgame 958

1,000,000 99 [20]
28 88.5 [21]
16 97.58 [22]
19 98.6 [23]

617 96.73 [24]
16 98.6 [19]
649 98 [25]
8 79.0 [26]
22 100 [27]
7 99.7 [28]
57 93.52 [29]
9 98.9 [30]
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Table 4 Summary of experimental results
Database Measure Exp. 1 Exp. 2 Exp. 3 Exp. 4 Exp. 5 Exp. 6 Exp. 7 Exp. 8
Youtube Accuracy 99.2 98.7 99.6 99.3 92.6 74.2 90.8 98.4
Training time 1270 182 1384 195 149 578 687 175
No. of epochs 1364 1472 1305 1329 234 698 - 1508
Higgs Accuracy 92.1 91.4 93.2 92.5 85.3 71.2 75.9 90.8
Training time 932 133 954 136 86 194 71 121
No. of epochs 1105 1251 987 1095 196 251 - 1283
Letter recognition Accuracy 98.3 97.9 98.8 98.2 99.1 74.6 85.3 97.3
Training time 223 105 235 110 120 200 271 89
No. of epochs 237 245 225 239 275 406 - 236
Image segmentation Accuracy 99.3 99 99.7 99.2 96.7 84.3 66.00 98.4
Training time 45 23 52 29 4 20 1 19
No. of epochs 77 85 69 78 64 106 - 96
Isolet Accuracy 98.1 97.5 98.7 98.1 90.1 78.9 85.2 96.6
Training time 54 30 67 35 18 49 312 25
No. of epochs 147 160 131 152 229 98 - 174
Pendigits Accuracy 99.8 99.5 100 99.7 98.9 62.5 89.2 98.7
Training time 135 54 154 68 7 122 193 41
No. of epochs 94 110 82 99 106 156 - 136
Multiple features Accuracy 98.6 98 99.1 98.4 90.4 74.1 85.1 97.2
Training time 35 12 42 17 5 117 267 8
No. of epochs 66 74 53 69 65 50 - 88
Abalone Accuracy 91.8 91.3 92.2 91.7 28.7 26.5 45.2 88.9
Training time 56 25 68 31 9 40 148 13
No. of epochs 70 78 62 73 80 91 - 89
Mushroom Accuracy 99.5 99.2 99.7 98.4 99.5 81.2 85.2 98.4
Training time 182 76 190 84 25 54 90 55
No. of epochs 85 92 75 87 105 74 - 108
Artificial characters Accuracy 99.6 99.1 99.8 99.5 99.2 87.2 95.7 98.0
Training time 80 26 86 35 10 56 95 15
No. of epochs 60 65 50 63 80 71 - 72
Spambase Accuracy 94.6 93.8 95.2 94.1 92.8 84.6 88 92.3
Training time 125 50 138 64 25 50 5 42
No. of epochs 30 35 28 32 40 70 - 44
Tic-tac-toe endgame Accuracy 92.8 91.7 93.2 92.5 87.1 73.4 64.50 90.8
Training time 15 6 18 9 2 20 1 3
No. of epochs 28 31 25 28 42 30 - 39

percentage of training time of Exp. 2 and Exp. 8 with
respect to Exp. 1. For example, one can see that for the
Youtube database, Exp. 2 requires about 15% of that
needed in Exp. 1. This is coupled with a decrease of about
0.5% decrease in accuracy as shown in Fig. 7.

Additionally, to compare the effect of the linearization
on resource utilization, Table 6 shows memory usage in
MB for experiments 1, 2, 3, 4 and 8 obtained using
MATLAB’s memory function as well as CPU utilization in
percent.

The following conclusions can be drawn from Tables 4,
5 and 6:

The proposed linearized weight update rule reduces on
average the training time of a cortical network by a
factor of 3 while maintaining an acceptable degradation
in performance of about 0.5% in average in addition to
a slight increase in the required number of training
epochs.
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Table 5 Statistical analysis of

experimental results Exp. 1 Exp. 2 Exp. 3 Exp. 4 Exp. 5 Exp. 6 Exp. 7 Exp. 8
Exp. 1 - 0.55 —0.46 0.17 8.63 24.25 17.30 1.49
62.04 —12.85 53.01 82.32 11.64 —76.02 72.15
—10.69 10.92 —2.52 —4.63 —13.93 . —25.62
Exp. 2 - —1.01 —0.38 8.08 23.70 16.75 0.94
—251.24 —22.64 5137 —148.74 —351.51 25.29
19.40 7.32 5.34 —2.64 - —13.28
Exp. 3 - 0.63 9.09 24.71 17.76 1.95
58.78 84.24 23.64 —48.81 75.39
—15.42 —18.28 —27.48 - —41.58
Exp. 4 - 8.46 24.08 17.13 1.32
58.14 —-95.93 —256.26 37.24
—1.40 —10.34 - —2241
Exp. 5 - 15.62 8.67 —7.14
—571.31 —1037.45 —110.36
—27.16 - —98.46
Exp. 6 - —6.95 —22.76
—70.03 51.35
- —54.55
Exp. 7 - —15.81
—182.22
Exp. 8 -
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Fig. 8 Comparison of training time required for Exp. 1, Exp. 2 and
Exp. 8

e The CE cost function performs slightly better than the
MSE cost function for both exponential and linearized
rule in terms of accuracy at the expense of a minor
increase in training time. A tradeoff between accuracy
and complexity can be attained by combining the
linearized weight update rule with the CE cost function.
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ANN with two hidden layers results in a lower
recognition rate compared to a CA (around 9%) but
requires 82% less training time compared to a CA with
exponential rule and around 51% less compared to a
CA with linear rule.

Comparing CA to a neural network of the same
structure (Exp. 6), it is remarkable that while an
artificial neural network suffered from overfitting
depicted in the poor performance (lower accuracy for
all datasets), not only CA maintained a consistently
better performance but also using our proposed linear
rule a reduction in the training time is observed (about
148%).

Results on the abalone database—a highly unbalanced
one—reinforce the other database results, in terms of a
minor degradation in accuracy, a considerable improve-
ment in training time, an acceptable increase in number
of epochs along with a considerable improvement in the
performance when compared to the state of the art
results for this dataset.

When compared with the state of the art results a clear
improvement is observed using regular CA for all
experiments on all datasets. It is to be noted as well that
our piecewise linear update rule also performed better
than literature despite the degradation observed when
compared to CA exponential update rule.
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Table 6 Resource Utilization Comparison
Database Exp. 1 Exp. 2 Exp. 3 Exp. 4 Exp. 8

Memory CPU Memory CPU Memory CPU Memory CPU Memory CPU
Youtube 25,443 57 25,458 61 25,463 60 25,473 63 25,439 56
Higgs 19,197 55 19,202 59 19,213 59 19,228 62 19,193 53
Letter recognition 4729 41 4744 43 4745 45 4760 48 4725 40
Image segmentation 4608 35 4623 39 4624 37 4629 40 4604 34
Isolet 5310 50 5315 52 5326 51 5331 53 5302 48
Pendigits 4518 34 4528 38 4530 36 4540 39 4512 31
Mutliple features 4779 21 4789 23 4799 25 4814 26 4771 20
Abalone 4567 15 4582 17 4579 17 4589 20 4559 14
Mushroom 4531 48 4536 52 4551 50 4566 52 4523 46
Artificial characters 4666 51 4676 55 4682 54 4697 55 4658 49
Spambase 4923 32 4928 34 4935 34 4940 36 4919 31
Tic-tac-toe 4387 19 4392 23 4407 22 4412 23 4379 18

e For large datasets (namely Youtube) the effect of the
linearization of the exponential function is remarkable,
resulting in a reduction in training time attaining about
sevenfolds. These results are consistent with the
hypothetical complexity analysis conducted in the
previous section, which showed that a larger reduction
in the number of operations is observed for large sized
inputs.

e As previously emphasized, our goal is a suit-
able speedup of the algorithm for energy aware
computing nodes and environments with limited hard-
ware resources; therefore, the minor degradation
obtained in the performance is a reasonable and
acceptable “loss” compared to the “gain” in the
obtained speedup.

e The effect of employing a non-inflexion point approx-
imation where the exponential strengthening rule is
approximated by the tangent to 0 and the asymptote at
infinity is shown in Exp. 8. While an average decrease
of 0.95% in recognition rate is observed compared to
using the full approximation, a reduction of 25% in
training time can be noticed. Compared to the expo-
nential rule, a no-inflexion approximation results in a
degradation of 1.5% in accuracy coupled with a
reduction of about 72% in training time.

e As can be seen in Table 6, the linearization has minimal
effect on memory usage. On average, a slight increase
of about 0.17% in memory usage is observed when
comparing Exp. 2 to Exp. 1 while Exp. 8 requires about
0.12% less memory compared to Exp. 1. An important
aspect in memory requirements in our case is that due
to the high complexity of the network coupled with the
relatively low activity rate a sparse representation

(where only non-negligible values are stored) of the
network’s weights is the most suitable to reduce
memory requirements. Additionally, CPU utilization
is also minimally affected by the linearization: an
increase of about 3% in CPU utilization is seen in Exp.
2. It is to be noted here that CPU utilization is a
relatively poor indicator of an algorithm’s performance
due to the requirements imposed by memory Read/
Write operations, interrupt signals, other background
applications and the operating system’s properties.

5 Conclusion

Previously introduced in the literature as a powerful tool
for several ML tasks, CA suffer from a complex training
process due to the nonlinear strengthening rule invoked
during the update of the neurons’ weights. In this paper, we
have presented a modified weight update rule based on the
linearization of the original exponential strengthening rule.
We also proved that with the proposed weight update rule:
(1) the error inferred is bounded, (2) the degradation in the
performance of the algorithm is confined, (3) fewer com-
putations are needed compared with the original rule and
(4) using the linearized rule, the network converges to a
stable state. Experimental results on several databases
show that our proposed piecewise linear update rule leads
to an empirical reduction in the training time and the total
number of required operations with a minimal degradation
in accuracy and an acceptable increase in the number of
required epochs for convergence. Though it can be argued
that the improvement is limited for small data, big data
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strongly benefit from our proposed algorithm. Roughly
speaking, the proposed weight update rule reduced the
training time by about 62%, as well as the number of
operations required for convergence, with only a 0.5%
degradation in accuracy. A simpler approximation with no-
inflexion point results in a reduction of 72% in training
time at the expense of a degradation of 1.49% in accuracy.
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