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In this paper we propose the design and implementation of ServBGP, a service routing protocol
for managing service collaboration among cloud providers in cloud computing. ServBGP is based on
the policy-driven design of the well-known BGP Internet routing protocol to support the different
service interaction models currently employed in the cloud particularly the monolithic, composite,
and broker-based service models. The main contribution of this work lies in devising a system that
autonomously manages the different aspects of service interaction and collaboration among service
providers from service discovery and advertisement to service consumption and revocation. The ServBGP
routing decision engine is designed to operate by (1) processing cost-bidding service advertisement and
revocation messages from the different cloud providers and (2) extracting objective and trustworthy
feedback which is maintained by certified network entities and which consists of a set of reputation scores
related to quality of service, security, and pricing. The BGP-inspired design choice allows the proposed
system to “stand upon the shoulders of giants” by relying on a time-tested protocol that currently supports
scalable inter-domain routing services among over 120,000 IPv4 prefixes in the Internet. Moreover,
reusing the decision logic of the standard BGP protocol aids in reducing the development and operational
costs, hence shortening the time to market, and utilizing a large set of BGP extensions, particularly, in the
security domain, that have been incorporated into BGP since its inception in 1989. These qualities are of
a chief importance in the cloud community today to ensure the efficient and secure service collaboration
among cloud providers and to support the evolution, scalability, and economic feasibility of the overall
cloud computing infrastructure. A proof of concept implementation of the ServBGP design is realized on
the NetKit network emulation and virtualization platform using the standard BGPv4 protocol. Moreover,
the devised ServBGP design is developed from the ground up and deployed in a real cloud computing
environment using Amazon EC2, Microsoft Azure, and Google App Engine cloud platforms.

© 2012 Elsevier B.V. All rights reserved.

Keywords:

Cloud computing
Service routing
Autonomic routing
BGP policies

BGP decision process
Service reputation

1. Introduction

With the proliferation of the cloud computing market, collab-
oration among cloud providers, no matter how resource-lucrative
they are, will no longer be an option but rather a necessity to han-
dle the ever-increasing customer base. This fact is corroborated by
the numerous published cases of providers’ noncompliance and
service level agreement (SLA) violations that hit the media every
day [1], not to mention the ones that pass unnoticed. The collabo-
ration model in the cloud requires the consumer service requests to
traverse a path of cloud providers for fulfilling its business require-
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ments. Such a path will become more and more complex and dif-
ficult to construct manually as the cloud computing infrastructure
expands with a manifold number of providers entering the mar-
ket continuously and supporting a plethora of software, storage,
infrastructure, and platform cloud services. In other words, the ex-
pansion in the cloud computing market not only renders the cloud
provider choice challenging but also the protocols that manage the
individual service selection and interaction among the different
cloud providers. This is particularly manifested in composite and
broker-based cloud services that rely on the interaction of a num-
ber of different cloud providers to yield the service outcomes and
end results. Although the dramatic increase in the number of cloud
providers and services aids in the evolution of a highly competitive
cloud computing market; the service selection process is currently
done manually without relying on objective quality of service and
security criteria or on autonomic price bidding service advertise-
ments. This renders the service selection process prone to adopting
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non-optimum provider paths for delivering the composite service
which in many cases does not comply with the required perfor-
mance, security, and pricing specifications. This fact will be more
and more obliging with the widespread adoption of cloud comput-
ing which necessitates the presence of an autonomic and policy-
driven service routing and selection protocol for supporting the
scalability and efficient operation of composite service advertise-
ment, publishing, discovery, consumption, and revocation in the
cloud.

In this paper we propose the design and implementation
of ServBGP, a service routing protocol for managing service
collaboration among cloud providers in cloud computing. ServBGP
is based on the policy-driven design of the well-known Border
Gateway Protocol (BGP) [2] Internet routing protocol to support
the different service interaction models currently employed in the
cloud particularly the monolithic, composite, and broker-based
service models. The main contribution of this work lies in devising
a system that autonomously manages the different aspects of
service interaction and collaboration among service providers from
service discovery and advertisement to service consumption and
revocation. The ServBGP routing decision engine is designed to
operate by (1) processing cost-bidding service advertisement and
revocation messages from the different cloud providers and (2)
extracting objective and trustworthy feedback consisting of a set of
reputation scores related to quality of service, security, and pricing,
and such feedback is maintained by certified network entities. The
BGP-inspired design choice allows the proposed system to “stand
upon the shoulders of giants” by relying on a time-tested protocol
that currently supports scalable inter-domain routing services
among over 120,000 IPv4 prefixes in the Internet. Moreover,
reusing the decision logic of the standard BGP protocol [2] aids in
reducing the development and operational costs, hence shortening
the time to market, and utilizing a large set of BGP extensions,
particularly, in the security domain, that have been incorporated
into BGP since its inception in 1989. These qualities are of
chief importance in the cloud computing community today to
ensure the efficient and secure service collaboration among cloud
providers and to support the evolution, scalability, and economic
feasibility of the overall cloud computing infrastructure. A proof of
concept implementation of the ServBGP design is realized on the
NetKit [3] network emulation and virtualization platform using the
standard BGPv4 protocol. Moreover, the devised ServBGP design
is developed from the ground up and deployed in a real cloud
computing environment using the Amazon EC2 [4], Microsoft
Azure [5], and Google App Engine [6] cloud platforms.

The rest of this paper is organized as follows: in Section 2
we present a literature survey of the main protocols related to
the work proposed, particularly in the service selection domain.
Section 3 describes the ServBGP design and architecture. This
includes a comprehensive discussion of the system model, the
protocol messaging structure, and the policy-based decision
process. A proof of concept implementation of ServBGP is
presented in Section 4 which demonstrates the correctness of
the routing protocol, its operation and scalability in a real cloud
computing environment, and the analysis of the main qualities of
a routing protocol such as convergence, resiliency, and network
traffic overhead. Conclusions are provided in Section 5.

2. Literature review

Most of the work presented in the literature focused on the ser-
vice selection problem, which is concerned with finding efficient
algorithms for selecting individual services based on predefined
criteria and constraints. To the best of our knowledge, ServBGP
is the first self-contained autonomic service routing protocol that
aims at finding the best provider path for fulfilling performance,

security, and cost service requirements in collaborative cloud com-
puting environments.

In the service selection research track, conformist approaches
[7-10] rely solely on QoS measures of the delivered services to de-
cide on the optimal aggregation strategies. The authors of [11] ar-
gue that the customers’ satisfaction with different QoS attributes
does not vary linearly with the actual attribute values. Instead,
they propose a method that models the customers’ satisfaction as
a function of the different attributes that form a web service in a
more precise manner. Their approach relies on the “mid-level split-
ting” method and the “Hypothetical Equivalents and Inequivalents
Method” (HEIM). Mid-level splitting is used to track the change in
the customer’s preference as compared to the change in certain at-
tribute values, while HEIM is used to assign weights to the different
attributes that constitute the service according to the customer’s
preferences. The application of this approach involves intensive
polling of potential customers, and hence the authors concede
that this may sometimes become tedious for the customer. They
suggest instead, generating a set of canonical curves that the cus-
tomer can eventually associate his preferences with, without going
into the polling procedure. Nevertheless, this method seems very
generic and its adoption will incur significant overhead.

In [12] the issue of selecting one service from a group of
similar services is also studied. The presented solution relies
on the fact that when having a large customer base, a certain
group is bound to have common preferences and thus will
select services in the same way. The proposed model aims to
provide recommendations for customers demanding services in
an unknown market using a collaborative filtering technique. This
technique measures the correlation between customers’ ratings to
different services using the Pearson’s product-moment correlation
coefficient. The method is applied as follows: when a customer
is seeking a specific service, the correlation coefficients of this
customer to other customers, who already rated the service, are
calculated. The customers that have the highest similarity score
with the requesting customer are selected. Then, a prediction of
the customer rating for the service in question is calculated from
a weighted combination of the selected neighbors’ ratings. This
method takes advantage of the similarities in customers’ behavior,
but it may fail when a certain customer population is polluted by
a large group of malicious users who rate services unfairly, thus
rendering this method faulty, biased, and subjective.

In [13], the primary concern addressed by the authors is the
way service discovery is done after users give the behavioral
specifications they are looking for. So the primary goal of this
work is to rank services according to their suitability with the
specifications of the requesting user. This is done by transforming
the problem from a one dealing with service behavior matching
to a graph matching problem, and then using algorithms to
reach the optimal solution. First, to transform the problem into a
graph, the flattening strategy is used, where the required activities
in the service become a graph fragment. Then a graph error-
correcting matching algorithm that allows movements between
the graph states is employed, and each movement induced by
this algorithm represents a more complete solution than the one
obtained from the previous state, i.e. the new state matches the
user’s specifications more precisely. Eventually, the algorithm
converges to a state representing a service that is close to
the specifications given by the user. The authors applied their
approach to Business Process Execution Language (BPEL) which
has emerged as a standard for specifying and executing web
services-based processes.

In [14], a new approach is applied to select web services ac-
cording to user’s demands and constraints. The authors claim that
their method is the first one in the literature that takes into consid-
eration both transactional and QoS requirements in the selection
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process. Transactional requirements take into consideration the ef-
ficiency of delivering the service to the customer, along with other
measures. The approach presented chooses a web service from a
group of available ones by first establishing a risk notion that cov-
ers the transactional requirements and indicates whether the re-
sult can be compensated. The second step is to assign different
weights to the services according to their QoS measures. The selec-
tion is done in two separate steps whereby transactional selection
is done first, followed by the QoS selection.

In [15], the same problem of service selection is studied. The
goal in this approach is to find the set of service providers that
minimize the execution time subject to cost and execution time
constraints. The authors present two approaches to solve this
problem; the first approach will definitely lead to an optimal
solution, while in the second approach a suboptimal solution is
found but on the expense of a much reduced searching set. In the
first approach an exhaustive search is avoided by disregarding all
sub-selections that violate cost and time constraints. The second
approach reduces the computational complexity incurred in the
first approach by using only a subset of the solution space and then
moving between solutions in this region until reaching the point
closest to the time and cost constraints.

The works in [16-18] compare services based on their
nonfunctional components and accordingly select the closest set
of services compliant with the customer requirements. This is also
considered as a solution to the QoS-aware Service Selection or
Optimal Service Selection problem.

In the field of cloud interoperability and provider collabora-
tion, the main deviation in the literature was towards detailing a
set of use cases and scenarios for achieving cloud interoperabil-
ity and mitigating the challenges that hamper the implementa-
tion of a standardized federation among hybrid clouds [19]. In [20],
Bernstein et al. identified a set of protocol implementations and
formats for pushing provider interoperability in virtualized cloud
data centers. The significance of this work resides in comprehen-
sively enumerating a candidate base set of protocol implementa-
tions, termed as the “Intercloud Protocols”, for targeting the low
level as well as the high level challenges facing cloud interoper-
ability and cooperation. The intercloud protocols presented ad-
dressed a plethora of implementation aspects such as network
addressing, time synchronization, multicasting, mobility, virtual
machine management, trust, identity, location, security, and mes-
saging among others. The work in [20] concluded by empha-
sizing the necessity for implementing a profile of protocols and
formats both inside the cloud and in between hybrid clouds to
achieve the service interoperability properties desired in future
cloud architectures.

The works in [21,22] proposed the use of the Extensible
Messaging and Presence Protocol (XMPP) [23] as a standardized
communication protocol for facilitating interoperation among
heterogeneous cloud providers (analogous to what XML has
promised in the Web services domain). The importance of XMPP
lies in its support of one-to-one, one-to-many and many-to-many
network interaction models. Basically XMPP is a collection of XML-
based mechanisms for providing near-real-time communication,
presence, and request/response services. XMPP is an adapted and
extended version of the well-know Jabber protocol to support
instant messaging and presence functionality.

The Cloud Computing Interoperability Forum (CCIF) [24] is
promising to develop a standardized cloud computing ecosystem
to allow heterogeneous cloud platforms to interact transparently
and seamlessly. CCIF aims to achieve cloud interoperability via
the realization of a set of features and mechanisms: (1) design-
ing a standardized cloud application programming Interface (API),
(2) establishing a universal cloud interface for remote interaction
and management, (3) developing a set of common cloud defini-
tions for provider interaction, (4) achieving integration with hybrid

management models via a standard schema specification, and (5)
targeting Paa$S and IaaS cloud computing architectures. The above
interoperability features are comprehensively presented in [25].
Unfortunately the CCIF proposals were not well received by leading
cloud providers such as Microsoft and Amazon which puts more
roadblocks in the way of standardized cloud interoperability ini-
tiatives.

In the field of security in cloud interoperation, most of the
research focused on establishing trust managements models
among cloud customers and providers residing in disparate trust
domains. In [26], Li and Ping present a trust model for enhancing
the security and interoperability among cloud customers and
providers in cloud computing. The core of this work allows a
customer to securely select various cloud providers, individual
services, and computing resources in cooperative heterogeneous
cloud domains. The proposed model greatly follows previous trust
and reputation research in distributed systems and the Internet.
The main idea is that when a customer wants to consume a cloud
service and when a service provider wants to execute a service or
cooperate they both have to make a trust decision. Only when the
individual trust values of the communicating entities is higher than
a particular threshold value, the cloud transaction can be initiated.
In the proposed model the threshold value is customizable and the
cloud entity or its respective trust domain can independently set
its threshold based on the application security requirements and
constraints. Simulation experiments demonstrate the capability of
the proposed trust model to promptly and safely establish trust
relationships among customers and providers in hybrid cross-
cloud environments.

In [27], Jesang, Ismail, and Boyd provide a comprehensive
survey of trust and reputation systems in distributed systems
and the Internet. This work analyzes the current trends and
achievements in this field and recommends the establishment of a
set of coherent patterns to govern the development of collaborative
trust and reputation systems. A similar survey, but with less
discussion and analysis, is presented in [28]. In [28], the authors
provide an extensive list of the different approaches to trust
and reputation establishment and discuss how these models may
fit in a service-oriented computing architecture such as cloud
computing.

The ServBGP protocol presented in this paper is based on
the standard BGPv4 Internet routing protocol. BGP is a very
popular routing protocol used for inter-domain routing between
Autonomous Systems (ASs). The most important property that
makes BGP so popular is that it supports policy based routing
whereby the different organizations that constitute the Internet
are able to set different conditions and policies that would affect
the way their traffic is routed. The implementation of policies in
BGP is achieved by changing the attribute values of weight, local
preference, and multi-exit discriminator (MED) [2]. In addition to
that, BGP also supports path vector routing where the route with
the shortest AS path is chosen.

Portions of the work presented in this paper have appeared as
an extended abstract in [29]. We significantly revised the article
and added major extensions and technical details to the protocol
design as compared to [29]. Moreover, the realization of a real
cloud implementation of the service routing protocol on top-notch
cloud provider platforms such as Amazon, Microsoft, and Google,
has considerably achieved improved experimental results and
served in executing better analysis of the protocol convergence,
scalability, resiliency, and overhead characteristics.

3. System design
3.1. System model
The ServBGP system model is presented in Fig. 1. This model

resembles a cloud computing service architecture and is composed
of the following entities:
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Fig. 1. ServBGP system architecture.

A cloud customer requesting a cloud service. The requested
service may be a software, storage, platform, or infrastructure
service.

. A cloud service provider (CSP) which fulfills directly or

indirectly, totally or partially the different customer services.

The cloud computing model assumed in this work further

classifies the CSPs into the categories presented in Fig. 2.

a. Root CSP: this type of CSP administratively owns a particular
cloud service. A type I root CSP fully executes the different
service components in its address space, or might collaborate
with other CSPs to fulfill the various service requirements.
This is achieved by each provider executing a subset of the
service module (in the SOA [30] terminology this process is
known as service composition). A type II root CSP owns a
service without even executing any of its modules. This is
done by collecting the different service components from
a set of one or more service providers and publishing the
service aggregation as an abstracted unit without revealing
the details of this aggregation or any of the CSP partners.

b. Broker CSP: a broker CSP is an agent authorized by a par-
ticular root CSP to advertise its service(s) without participat-
ing in the service execution. What differentiates a broker CSP
from a type Il root CSP is that the former does not claim the
ownership of the service or any of its components. A bro-
ker CSP utilizes its partnership with a particular root CSP to
get competitive service offers (mainly cheaper than the di-
rect cost advertised by the root CSP) and to advertise them
on behalf of the service owner.

For example, in Fig. 3 the service provider P, is a type I root

CSP that publishes a Relational Database Management System

(RDBMS) service by executing the database business logic and

collaborating with CSPs P; and P, to support the indexing and

the replication services, respectively. Provider Ps is a type II

root CSP that employs the DBMS service provided by P, and the

storage service provided by P; to publish an integrated database
system with the supporting storage infrastructure. Pg is a broker

CSP that solely advertises the database service provided by Ps to

other CSPs or end consumers.

/ \.

Root Broker
Owns a Service Advertlses a Serwce

.

Type | Type Il
‘ Totally.’Pamally Aggregates a Set of

Executes a Service/, | Service Components |
N . 4

Fig. 2. ServBGP cloud service provider categories.

The CSP model described above requires the consumer service
requests to traverse a path of different CSP types to achieve
the business requirement. Such a path will become more and
more complex and difficult to construct manually as the cloud
computing model evolves with an ever-increasing number
of providers entering the market everyday and supporting a
plethora of software, storage, infrastructure, and platform cloud
services.

Each service provider operates a set of one or more service
routers (SR). A SR can be a traditional router running a
ServBGP process or a dedicated computing system. The main
responsibility of a SRis to run the ServBGP core routing protocol
and accordingly to autonomously forward the consumer service
requests along appropriate provider paths based on pricing
and reputation criteria. In other words, SR executes a BGP-
like policy-based decision process to construct the service
routing table which contains the best provider paths that should
be traversed by the consumer service requests to fulfill the
business requirements of their services.

. Reputation Repository (RR): the reputation repository main-

tains reputation records for the different services published by
registered CSPs in the cloud. The reputation records consist of
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Fig. 3. A sample CSP collaboration scenario.

a set of quality of service and security reputation scores gener-
ated by trusted authorities upon continuously monitoring the
provider site. The use of trusted third parties in security proto-
cols is in many cases unavoidable to satisfy a set of security or
application-specific requirements. This fact is corroborated by
a wide set of successful protocol implementations that rely on
trusted entities to deliver its security and trust commitments.
A paragon example is the well-known PKI infrastructure used
in the Internet today where all the communicating parties hier-
archically trust one or more root Certification Authorities (CAs)
to authenticate the principals’ public keys. Another important
example is the DNSSEC protocol for securing the domain name
system interaction in the Internet. In DNSSEC a chain of trust
that traverses the DNS hierarchy is established. This chain starts
with the local DNS servers and ends with a set of fully-trusted
root DNS servers. Add to this the signals received from the cloud
computing industry itself where the notion of a trusted author-
ity is getting more hype in the cloud supported by practical
products proposed by big names such as RSA as indicated in the
Cloud Trust Authority [31] and in the availability of account-
able reputation ranking schemes for cloud providers as that pre-
sented in [32]. More discussion on the reputation repository and
the scores it provides is presented in Section 3.3.

3.2. Service advertisements

In the ServBGP model, CSPs expose their services to the outside
world by a set of service advertisement messages (SAMs) having
the structure presented in Fig. 4. The SAMs constitute, together
with the service reputation scores (presented in Section 3.3), the
main information source utilized by the ServBGP routing decision
engine to select optimum provider paths for executing consumer
services. For a particular cloud service, root CSPs initially generate
the SAM and send it to a federation of root and broker service
providers. These providers in turn use it to either construct a new
composite service (type Il root CSP) or simply re-advertise it with
a new cost that guarantees an appropriate business profit (broker
CSP).

The set of CSPs traversed by a SAM contrives a possible can-
didate path that will be followed by a consumer service request to
execute the service. It is the responsibility of the routing decision
engine to select the best path based on the CSP policies. Each SAM
consists of the SAM header followed by a set of one or more SAM
updates. The integrity and authenticity of the message contents are
protected using an authentication structure appended to the end of
the message.

The SAM header consists of the following fields:

e Advertising Provider ID (PID): this field indicates the identifica-
tion number of the advertising CSP sending the message.

e Destination PID: this is the identification number of the CSP
destined to receive the advertisement message.

o Number of SAM updates (NSU): this field designates the number
of SAM update blocks following the SAM header.

Each SAM update is responsible of advertising a single service and
consists of the following fields:

e Service ID (SID): this is the unique service identification number
per CSP. The (SID, PID) pair provides a globally unique identity
for the advertised service.

e Service Cost: this field indicates the cost of the cloud service as
specified by the advertising provider.

e Service Type: this field designates the service type, i.e. Software
as a Service (SaaS), Storage as a Service, Platform as a Service
(PaaS), Infrastructure as a Service (laaS), Privacy as a Service
(PasS), RDBMS, etc.

e Service Description: this field includes service-specific meta-
data information that describes the different aspects of a service
operation.

e Provider Path (PR_PATH): this field stores a sequence of PIDs
indicating the provider sites that have been so far visited by
the SAM update. The provider path represents a vector that is
constructed by each provider appending its PID to the end of
the PR_PATH received in the SAM update. Initially, when the
message is first generated by the root CSP, the PR_PATH solely
contains the PID of this root CSP.

e Path Loading Factor (LF_PATH): this field stores a sequence

of percentage values that map in a one-to-one fashion to the
PIDs in the PR_PATH vector. These values indicate the overall
percentage loading in terms of computing resources (CPU,
memory, bandwidth, etc.) on the respective provider site. The
selection of the conceptual algorithms and tools to calculate
the individual values on the LF_PATH is implementation-
dependent. In other words the respective cloud provider may
select the necessary performance monitoring mechanisms
and tools to calculate the individual service loading factors
experienced on its computing and storage resources. Very
popular performance analysis mechanisms and profilers are the
Amazon CloudWatch [33], the VTune [34] and the Performance
Counter Monitor [35] tools from Intel, the AVIcode application
monitoring tool [36] from Microsoft, and the Performance
Manager Software [37] from HP.
Analogous to how the PR_PATH is constructed; the LF_PATH
is incrementally generated when each provider visited by the
SAM update appends its loading factor to the end of the
LF_PATH vector received in the advertisement. Initially, the
LF_PATH consists of the PID of the root CSP generating the SAM
update.

e Update Mode: this field indicates whether the update is
for declaring the presence of the service or indicating its
revocation.

The authentication structure contains a cryptographic digital
signature on the whole SAM advertisement. The message contents
are signed using the advertising PID private key. Each destination
PID verifies the authenticity and integrity of the message (the
message was actually sent by the advertising PID and its content
was not modified on the network links) using the advertising PID
public key.

The authentication structure provides a basic authentication
and integrity mechanism for protecting the ServBGP message
exchange. Future work will adopt the security features and
extensions of the S-BGP protocol. The adoption is believed to be
very smooth due to the full compliance of the ServBGP protocol
with the standard BGPv4 protocol specifications.

SAM messages are periodically sent by the SR router every
configurable time interval Tsav (Tsam is set to 5 s in the sample
implementation presented in Section 4.2). If the SAM messages of
a particular cloud service are not heard by peer SR routers for a
time period of 4tsay, this service is declared dead by the ServBGP
instance running on the peer SR routers and its reachability
information is removed from the routing tables.
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Fig. 4. ServBGP service advertisement message format.

3.3. ServBGP reputation messages

The second component utilized by the ServBGP policy-based
routing engine to select appropriate provider paths for executing
service requests, is a set of performance and security reputation
scores extracted by the SR from certified reputation repositories
managed by trusted third party reputation entities. The reputation
scores used in ServBGP comply with the RaaS cloud reputation
ranking system [32,38]. This choice is based on the approach
followed in this protocol, which unlike traditional reputation
systems, does not rely on subjective feedback from cloud
customers but rather carry out the reputation calculation based
on observable actions extracted from the computing cloud itself.
This feature allows the system to be impervious to attacks such as
slandering and oscillation which represent major concerns in most
reputation schemes.

Reputation scores from other schemes can also be included
in custom message fields as will be presented shortly. The
ServBGP reputation message has the format presented in Fig. 5. A
detailed description of the algorithmic aspects for reputation score
calculation is presented in Appendix.

The ServBGP reputation message consists of three main
parts: the header section, the reputation scores section, and the
authentication structure section.

The header section includes the PID and SID fields, which
indicate that the reputation scores included in the message
correspond to the service ID (SID) provided by provider ID (PID).

The reputation scores section contains the different security
and QoS reputation scores for the particular service. The score
values range from 1 to 10 where 10 represents the highest
reputation. For a detailed description of how the reputation scores
are calculated and maintained refer to Appendix. The main fields
in the reputation scores section are:

e Security Reputation Score (SRS): this field reflects the service
resiliency against known network and software vulnerabilities
and the strength of the cryptographic mechanisms employed to
secure the service data and transactions.

e QoS Reputation Score (QRS): this field includes a weighted
average of two performance-related reputation scores.

o Data Retrieval Reputation Score (RRS): this is a QoS repu-
tation field that specifies how reputable the service is in
handling data retrieval operations.

o Data Processing Reputation Score (PRS): this is a QoS repu-
tation field that specifies the reputation of the service in
carrying out data processing operations.

e Custom Reputation Scores: this field optionally includes one or
more reputation scores from other reputation ranking schemes.

e Score Publication Date: this field designates the date on which
the reputation scores included in the message are published
by the trusted reputation entity. The score publication date
reflects the nature of the reputation calculation process where
the reputation scores are calculated periodically by the trusted
reputation entity which can carry out the calculation on a
monthly, quarterly, semi-annually, or annual basis.
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Basing the QoS reputation on the data retrieval and processing
operations is adopted since these operations represent the general
atomic primitives upon which all higher level cloud transaction
constructs are built.

The Cumulative SRS (CSRS), Cumulative RRS (CRRS), and
Cumulative PRS (CPRS) fields, respectively, provide a cumulative
representation of the SRS, RRS, and PRS fields over the time period
specified by the Cumulative Score Start Date and Cumulative Score
End Date fields. The same applies analogously for any added
custom reputation score. The main purpose of the cumulative
scores is to reflect a smooth continuous representation of the
service reputation that can be extrapolated over a relatively
long time period. The process of how the cumulative reputation
scores are generated from the individual scores is comprehensively
described in Appendix.

The authentication structure section contains a digital signature
over the whole message content to protect the integrity and
authenticity of the message from the reputation repository to the
SR. The signature is generated using the trusted reputation entity’s
private key. The SR, pulling the message from the reputation
repository, verifies the integrity and authenticity by checking the
signature using the trusted reputation entity’s public key.

It should be noted here that the confidentiality of the
information exposed by the different protocol messages is
considered a valid concern when designing routing protocols.
This issue was given exceptional attention during the early
design phases of the ServBGP protocol. The main information
sources utilized by the ServBGP routing engine, represented
in service advertisement and reputation score messages, are
entirely comprised of public fields and attributes whose disclosure
do not in any way jeopardize the security or privacy of the
providers, impact their inherent competitive status, or participate
in disturbing the natural balance of the cloud computing service-
oriented architecture. In the design process of the above message

structures we selected the appropriate message attributes after
assessing their security sensitivity and avoided using any fields
that may distort the intrinsic economic activities among the
various collaborating cloud providers. For instance if we consider
the SAM message of Fig. 4 we realize that all the fields comprising
the message are public. Add to this the fact that the service-specific
fields in the SAM messages such as the service cost, type, and
description have always been part of the economic exchange and
bidding processes governing transactions between providers in the
traditional non-autonomous service model. The same applies for
the ServBGP service reputation messages (refer to Fig. 5) which
contain the various reputation scores of the respective provider
services. The reputation scores are extracted by the service routers
from reputation repositories that can be publicly accessible by any
registered cloud customer or provider.

3.4. The ServBGP decision process

The ServBGP decision process takes place in every SR router
on the provider site and is mainly responsible for selecting
appropriate routes to various cloud service types. This decision
process is divided into two parts; service path selection and
service re-advertisement. The overall ServBGP decision process is
presented in Fig. 6.

A very interesting property of this process is that it is almost
identical to the standard BGP decision process. The main difference
is in the semantics of the service attributes used and in the format
of the data structures employed in each process block. This enables
the system to carry service routing information rather than the
regular IPv4 and IPv6 prefix advertisements of BGP.

To achieve path selection, every SR router maintains three
service information bases (SIBs): The SIB-INs, the Local-SIB,
and the SIB-OUTs. These bases represent the main source/sink
structures for service information flow within the ServBGP
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Table 1
Import policy sample.

Table 2
Export policy sample.

Import policy

Export policy

- Do not accept service advertisements from PID = 1210.

- Only accept storage services from PID = 230 to PID = 415.
- Reject if LP_PATH length >10.

- Accept all other services.

decision process. For this reason we will describe the decision
process with its path selection and service re-advertisement part
by studying the role and structure of each information base and the
process blocks that interface to it.

SIB-INs: the SIB-INs store the routing information for each
service advertised by other CSPs based on SAM and reputation
score messages. Each SIB-IN information base stores advertise-
ment messages and reputation records for an individual provider.
Note that an SR router may get more than one PR_PATH for a par-
ticular service from different providers. Moreover, it may get ad-
vertisements for multiple services providing the same business
offerings. The SIB-IN data structure format is presented in Fig. 7.
The SIB-IN attributes are mainly a combination of the fields re-
ceived via SAM and reputation score messages.

Not all SAM messages received from other CSPs are imported
into the SIB-INs information bases, these SAM messages are
filtered out by a provider-specific import policy that specifies what
service advertisements must be rejected by the ServBGP decision
process. A sample import policy at an SR router is presented in
Table 1.

The information stored in the different SIB-INs is fed into the
ServBGP decision engine. The decision engine executes policy-
based routing decision criteria that rely on a set of tie-breaking
rules to select the best and second best provider path to each
service type present in the SIB-IN information stores. The ServBGP
decision rules are applied for each service type and executed in a
top—down fashion until a given provider path solely satisfies a rule
specification. A sample set of rules is presented below:

1. Select the PR_PATH with the lowest cost advertised.

2. If there are more than one PR_PATH with the same cost, select
the path with the lowest average loading factor value calculated
using the individual factors advertised in the LF_PATH attribute.

3. If there are more than one PR_PATH with the same cost and
average loading factor, select the path with the least number
of hops.

4. If there are more than one PR_PATH with the same cost, the
same average loading factor, and the same number of hops, then
select the path with the highest performance reputation score.
The performance reputation of a given PR_PATH is calculated by
taking the average of individual service performance reputation
scores of each CSP on the path.

5. If there are more than one PR_PATH with the same cost, average
loading factor, number of hops, and service performance
reputation score, select the path with the highest security
reputation. The security reputation of a given PR_PATH is
calculated by taking the average of individual service security
reputation scores of each CSP on the path.

- Assign SID = 5 from PID = 2035 a cost of $3000.
- Do not advertise services of the laaS type.
- Advertise storage services without modifying the service cost.

Note that the order of rule execution is provider-specific. Different
providers may give more priority to certain rules over others
depending on the service type and business model requirements.
For instance, some services such as health care and financial
services carry sensitive customer data and thus the security
reputation rule maybe given higher priority over the other rules
applied in the decision process.

The execution of the above rules on the information present in
the SIB-INs results in selecting the best and second best PR_PATH
for each service type.

Local-SIB: the Local-SIB information base stores the first and
second best routes to each cloud service type as deduced by the
decision engine. The Local-SIB is the main information base that
is used to construct the service routing table. The structure of the
Local-SIB fields is identical to those of the SIB-INs. The best path
is stored in the routing table while the second best path is kept
cached in the Local-SIB as a backup in case a service failure on the
primary path is encountered. The routing table is used by the SR
for forwarding the service request messages over the most suitable
PR_PATH. The format of each entry in the routing table is defined
by the following triplet {SID, Service Type, Next Hop PID}.

SIB-OUTs: the SIB-OUT information base stores routing infor-
mation to be re-advertised to other CSPs via outbound SAM mes-
sages. This represents the service re-advertisement part in the
decision process. There exists a SIB-OUT store dedicated for every
CSP to be updated with the service re-advertisements. SIB-OUTs
provide the necessary information that allows the CSP to play the
role of a service broker authorized to advertise the services of other
CSPs with updated costs that ensure suitable business profits. The
SAM message re-advertisement is constructed as described in Sec-
tion 3.2. The structure of the SIB-OUT fields resembles that of the
SIB-IN fields retrieved from the SAM messages. Not all the routes
stored in the Local-SIB are marked for re-advertisement and thus
sent to the corresponding SIB-OUTs. The Local-SIB service infor-
mation is subject to the rules of a provider-specific export policy.
The export policy is mainly constructed to ensure the appropriate
CSP business profit or compliance upon playing the broker role in
re-advertising the services of other providers. A sample export pol-
icy is presented in Table 2.

3.5. Numerical example

Consider the cloud computing topology shown in Fig. 8. P,
and P, are type I root CSPs offering Indexing and Replication
services, respectively, Ps is a type Il CSP offering an RDBMS service,
and P4, Ps, Ps, P; and Pg are broker CSPs. P, and P, advertise
their services to P; which will aggregate them and advertise
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Table 3
Advertisements attributes.
Ads. Cost PR_PATH LF_PATH
(1) $50 {Ps} {0.3}
(2) $52 {Ps, P4} {0.3, 0.25}
3) $54 {Ps, Ps} {0.3, 0.2}
(4) $55 {Ps, P4, P;} {0.3, 0.25, 0.4}
(5) $55 (P53, P4, Pg} {0.3, 0.25, 0.4}
Table 4
QRS and SRS.
PID RRS PRS FRS QRS SRS
Py 6.09 8.22 9.15 7.82 5.6
Py 8.25 8.2 8.76 8.40 6.5
Pg 8.62 9.36 8.94 8.97 7.2
P, 7.38 6.67 7.15 7.07 9.3
{P3, P4, P7} 7.76 713
{P3, P4, Pg} 839 6.43

the resulting service claiming its ownership. The rest of the
advertisements are shown in Fig. 8, and their details are presented
in Table 3.

Using the numbers shown next to the arrows in Fig. 8, we can
explain the operation of ServBGP in this case as follows: P4 and
Ps receive one advertisement from Ps, hence it will be directly
added to their Local-SIBs. Then, P4 and Ps will produce two new
advertisements (2) and (3) by appending their PIDs and loading
factors to the PR_PATH and LF_PATH vectors, respectively, and
changing the service cost to best suit their business model. Pg
receives two advertisements for the same service, RDBMS, from
P4 and Ps, and based on the sample rules presented in Section 3.4
the decision process will result in selecting (2) since it has a lower
service cost which will be advertised to Pg. Similar to Ps, P; receives
only one advertisement from P, and passes it to Pg in (4). Pg
receives (4) and (5), and those have the same cost and LF_PATH
and thus, it should resort to the reputation repository to get the
performance and security reputation for the whole path in (4) and
(5) as it is shown in Table 4. Based on the calculation provided in
Table 4, Pg will select (5) and hence use Pg as the next hop for the
RDBMS service.

3.6. ServBGP service flap dampening

Service flapping, whereby a service enters into an abrupt
cycle of down and up states, represents a major concern in
service-oriented architectures and hence, in cloud computing.
This behavior is mainly caused by hardware faults, software
configuration errors, excessive processing load on the provider
site, network congestion, communication link failures, etc. Service
flapping, if not mitigated, may have disastrous implications on
the service routing process due to the rapid vacillation in the

service reachability information present in the routing tables.
The successive service revocation and re-advertisement activities
result in rapid path recalculations and routing table updates
which (1) significantly amplify the processing load on the service
routers, (2) delay the advertisement messages of other services,
and (3) cause major recurring instabilities in the routing process
that can lead to a substantial loss in the routed service requests.

As stated earlier in this paper, relying on an evolving and
time-tested network routing protocol such as BGP can aid in
devising feasible solutions to numerous problems in the service
routing domain. The importance of this is not only reflected in the
design phase of the routing protocol, but also in several practical
implementation aspects in the development phase. In ServBGP, we
mitigate the service flap problem by inspiring from the route flap
dampening algorithm of the standard BGPv4 protocol described in
RFC 2439 [39]. The service flap dampening algorithm is described
as follows:

o Whenever a service flaps states, it is penalized a fixed penalty
value.

e The penalty value does not accumulate forever, but rather
decays exponentially according to a pre-specified half-life
period. The half-life period represents the time needed for a
certain penalty value to be decreased by half. The exponential
decay equation takes the following form: P(t) = Pye~t!n®@/ty2
where P, represents the initial penalty value that will decay,
P(t) represents the penalty value remaining after time t, and

t1, represents the half-life period of the penalty value.

e The service routing protocol dampens the service or declares
it unavailable when the penalty value surpasses the service
suppress threshold.

e The dampened service remains unreachable until the accumu-
lated penalty value decays below the service reuse threshold.

The operation of the service flap dampening algorithm is illustrated
inFig. 9. The graph at the bottom of Fig. 9 represents the fluctuating
state of a particular cloud service. The service rapidly flaps between
the on and off states and causes the penalty value to increase by a
fixed amount with each flap as shown in the graph on top of Fig. 9.
When the penalty value exceeds the service suppress threshold,
the service will be declared unreachable until the penalty value
decays to a value below the service reuse threshold. During this
period and irrespective of the state of the dampened service, the
routing protocol does not accept any advertisement messages from
that particular service.

4. ServBGP protocol implementation

In this section, we present two implementation methodologies
that we followed to prove (1) the correctness of the ServBGP
protocol and its consistency with the routing policy (2) its full
compliance with the BGPv4 protocol specification, (3) its ability to
operate and scale in real cloud computing platforms, and (4) its
convergence characteristics, traffic overhead, and resilience under
anomalous service configurations and conditions.
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Fig. 9. ServBGP service flap dampening algorithm.

4.1. BGP-based implementation

To prove the correctness of ServBGP and its full compliance with
the BGPv4 protocol specification, we implemented the proposed
system design on the NetKit network emulator. NetKit operates
by creating a virtual network environment that allows emulating
large-scale networks on a small number of physical computers
(a real cloud implementation that tests the scalability of the
system, its resiliency against unexpected network conditions, and
its convergence and traffic overhead characteristics is presented
in Section 4.2). We generated the topology presented in Fig. 1 on
the NetKit emulator. Each CSP in this architecture is assumed to
be a network “cloud” equipped with one service router. In the
emulation scenario, CSP 7 is assumed to be a Type I root CSP;
it owns a service and advertises it to the rest of the cloud. CSPs
1 through 6 are all broker CSPs; they receive the advertisement
originating at CSP 7 and re-advertise it according to their policies.
In this environment, standard BGPv4 was employed and the
concepts related to BGP were mapped to the ServBGP concepts.
To start with, import and export policies were implemented in
standard BGPv4 on the service routers through the use of BGP
filters and route maps that actually realize the required service
policy routing. Moreover, advertised services in the ServBGP
model were mapped to advertised networks in standard BGP.
BGP attributes such as Local-Preference, Weight, and Multi-
Exit Discriminator (MED) can be translated into the service
cost, advertised loading factor, or any combination of service
criteria. The BGP AS_PATH is logically mapped to PR_PATH. In the
emulation scenario, MED attributes were correlated to the cost of
the service advertised by each CSP. Moreover, in order to make the
advertised MED attributes, originating from disparate networks,
effectively considered in the decision process and to give it a higher
priority than the AS_PATH, two BGP commands are used on the
routers:

e bgp always-compare-med
e bgp bestpath as-path ignore.

To simplify the ServBGP configuration phase, we automated
the generation of the BGP low-level configuration files using a
user-friendly graphical interface created with the Nokia Qt Ul
framework [40] on Linux.

The resulting network emulation resulted in service routing
decisions that were 100% compliant with the policies that were
implemented at the service routers. In addition, standard BGP
running in NetKit provided the needed protocol functionality to
fully emulate ServBGP and to completely provide cloud service
routing.

4.2. ServBGP in the real cloud

The ServBGP protocol is implemented from the ground up
in a real cloud computing environment using top-notch cloud
providers represented in the Amazon EC2, Microsoft Azure,
and Google App Engine platforms. We experimentally verified
the correctness of the protocol and its scalability using four
cloud configurations (presented in Figs. 10-13, respectively) that
increase in complexity from four to ten collaborating cloud
providers. Although composite cloud services realized by the
collaboration of ten cloud providers does not exist in today’s
standards, we strongly believe that such scale of collaboration will
be a necessity as the cloud computing model evolves to handle
the increasing customer base (refer to Section 1 for a thorough
discussion on the relevance of collaboration in the cloud).

For each cloud configuration, we execute a 3-phase scenario for
analyzing the four main qualities that characterize the operation
of an effective routing protocol:

1. The correctness of the protocol and its consistency in selecting
valid best service routes.

2. The resiliency of the protocol and its ability to adapt to changes
in service configuration.

3. The convergence time of the protocol under different network
conditions. The convergence time is the time needed by the
routing protocol to populate the routing tables of all the SR
routers in the cloud configuration.
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4. The traffic overhead imposed on the network by the routing
protocol. The traffic overhead is measured in Bytes and is
determined per convergence time period.

For simplifying the analysis we apply the ServBGP protocol to
construct the best provider path of an individual cloud service.
The cloud service implemented is a basic language translation
service provided using the Google Translate APl. Moreover, we
implemented a single SR router per cloud provider and adopted
the cost of the offered service and its average reputation (the
average reputation score of QRS and SRS) as the first and second
rules in the ServBGP decision process respectively. Each cloud

configuration consists of a combination of root and broker CSPs
implemented using the Amazon EC2, Microsoft Azure, and Google
App Engine clouds. To attain a lower bound on the performance
of the ServBGP protocol in the real cloud platform, we utilized the
basic virtual machine specifications on the Amazon EC2 IaaS cloud
infrastructure as provided by the Micro Amazon Machine Image
(AMI) profile. The AMIs run a 64-bit version of Ubuntu Linux and
the protocol code is developed using the C programming language.
On the Microsoft Azure and Google App Engine PaaS platforms, we
were satisfied with the default application configuration offered
by the provider. No modification, whatsoever, has been carried
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out on the dynamic Web engines or on the automatic resource
scaling and load balancing features provided by Microsoft and
Google. The ServBGP implementation is developed using the C#
and Java programming languages on the Microsoft and Google
clouds, respectively.

The three phases of each cloud configuration implementation
scenario are presented as follows:

1. The Startup phase: The Startup phase represents the initial
state of the cloud configuration before inducing any service
adjustment.

2. The Service Inclusion phase: In the Service Inclusion phase we
modify the cloud configuration by adding a new cloud provider
that offers the same type of service (translation service in this
case) but with a different cost or reputation score.

3. The Service Exclusion phase: In the Service Exclusion phase we
remove the cloud provider added in the Service Inclusion phase.

Basing the implementation experiments on the above scenario
phases is adopted since these phases represent the basic events
(service inclusion and exclusion) that could arise in a real cloud
environment. The successful implementation of these phases
increases the confidence level in the routing protocol to handle
an extrapolated and, definitely, more complex set of anomalous
events that may be experienced by the cloud configuration.

4.2.1. Cloud configurations implementation scenarios

Cloud configuration 1 implementation scenario

In cloud configuration 1 (see Fig. 10), CSPs P; and P, play the role
of aroot CSP that own the translation cloud service and offer it with
a specified service cost. P; and P4 are broker CSPs that advertise
the service and incur a specified brokerage fee for doing this. P;
and P, are implemented on the Microsoft Azure cloud while P;
and P4 are implemented on the Amazon EC2 cloud. In the Startup
phase, P; solely provides the cloud translation service while P; and
P4 advertise it on behalf of P;. In the Service Inclusion phase, P,
is introduced to the cloud configuration offering the translation
service with a lower cost than that provided by P;. In the Service
Exclusion phase, P, is removed from the cloud configuration.

Cloud configuration 2 implementation scenario

In cloud configuration 2 (see Fig. 11), CSPs P; and P, play the role
of a root CSP that own the translation cloud service and provide
it with a specified service cost. Ps3, P4, Ps, and Pg act as broker
CSPs that advertise the service and incur a specified brokerage
fee. P; and P, are implemented on the Microsoft Azure cloud
while P3, P4, Ps, and Pg are implemented on the Amazon EC2 cloud.
In the Startup phase, P; solely provides the translation service
while Ps, P4, Ps, and Pg advertise it on behalf of P;. In the Service

Inclusion phase, P; is introduced to the cloud configuration offering
the translation service with a lower cost than that provided by
P;. In the Service Exclusion phase, P, is removed from the cloud
configuration.

Cloud configuration 3 implementation scenario

Cloud configuration 3, presented in Fig. 12, follows a very
similar structure to that of the previous two cloud configurations.
The only modification applied is in increasing the number of
broker CSPs. In this configuration P; and P, play the role of a
root CSP while Ps, Py4, Ps, Pg, P, and Pg act as broker CSPs. P; and
P, are implemented on the Microsoft Azure cloud; Ps, P4, Ps, Pg
and Pg are implemented on the Amazon EC2 cloud, while P; is
implemented on the Google App Engine cloud. The phases of the
implementation scenario are identical to those described in cloud
configurations 1 and 2.

Cloud configuration 4 implementation scenario

In cloud configuration 4 (see Fig. 13), we further increase the
number of cloud providers by introducing the Pg root CSP and the
P1o broker CSP. In this configuration P; and P, are implemented on
the Microsoft Azure cloud; Ps, P4, Ps, Pg, and Pg on the Amazon EC2
cloud, while P; and Pg are implemented on the Google App Engine
cloud platform. In the Startup phase, P; and P, provide the service
and the rest of the CSPs play the broker role.

In the Service Inclusion phase, root CSP Py is introduced to the
cloud configuration offering the translation service with the same
cost as that provided by P,. In the Service Exclusion phase, Ps is
removed from the cloud configuration.

4.2.2. Implementation results and analysis

Protocol correctness and consistency

We repeated the experiments on the presented cloud configu-
rations for a period of one month and during different times of the
day to experimentally verify the correctness of the protocol and its
consistency with the routing policies. The experimental replication
rate reached an average of 15 runs, 4-5 times a day, over a period of
one month. In all the implementation scenarios tested on the four
cloud configurations presented in Figs. 10-13, ServBGP was capa-
ble of converging to the best provider path and demonstrated full
consistency with the routing policies implemented at the service
routers.

Protocol resilience

The Service Inclusion and Exclusion phases of the four cloud
configuration scenarios test the ability of the service routing
protocol to adapt to changes in service configuration in the cloud
environment. In the Service Inclusion phase, the cloud translation
service is provided with a lower cost by a new root CSP. In this
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Fig. 14. ServBGP cloud configuration 1—convergence and traffic overhead results.
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Fig. 15. ServBGP cloud configuration 2—convergence and traffic overhead results.

case the service routing protocol should converge to a new best
PR_PATH originating at the added root CSP. In the Service Exclusion
phase, the root CSP added in the Service Inclusion phase is removed
from the cloud configuration. The ServBGP protocol should react
by reverting to the PR_PATH initially selected in the Startup phase.
For example, in the Startup phase of cloud configuration 4 (see
Fig. 13), the root CSP P; provides the translation service with
a cost of $5 while P, provides it with a cost of $4. Taking into
consideration the different brokerage fees imposed by providers
P3, P4, Ps, Pg, P;, and Pg, the ServBGP decision engine selects the
PR_PATH {P, — P3 — P; — Pg — Pyp} as the best path for routing
requests to the cloud translation service. In the Service Inclusion
phase, root CSP Pg is added to the cloud configuration providing
the cloud translation service with a cost of $4 but with a reputation
score higher than that of P,. In this case ServBGP recalculates the
routing table entries of the translation service by selecting the
PR_PATH {Py — P3 — P; — Pg — Pjp} as the best path for routing
requests to the cloud translation service. This is due to the fact that
the highest priority ServBGP cost rule resulted in a tie between P,
and Py and thus the decision engine proceeds to test the reputation
rule for calculating the origin of the PR_PATH. In the Service
Exclusion phase, Py is removed from the cloud configuration and
as expected ServBGP reverts to the {P, — P; — P; — Ps — P1g} best
PR_PATH. The correctness of the results produced by the ServBGP
decision process in selecting the best PR_PATH for the different

m Startup = Service Inclusion Service Exclusion
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Fig. 16. ServBGP cloud configuration 3—convergence and traffic overhead results.
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Fig. 17. ServBGP cloud configuration 4—convergence and traffic overhead results.

configuration scenarios can be analytically verified based on the
service cost and reputation information present in Figs. 10-13.

In spite of the simplistic nature of the events occurring in the
Service Inclusion and Exclusion phases (individual service addition
and revocation), these events represent the basic constituent
of more complex scenarios that can typically arise in cloud
environments. The successful implementation of these atomic
events in a real cloud computing environment elevates the
confidence level in the ability of the routing protocol to resiliently
handle multifarious anomalies in service configuration.

Protocol convergence and traffic overhead

The protocol convergence time is the time needed by the
service routing protocol to populate the routing tables of all the SR
routers in the cloud configuration. The traffic overhead represents
the number of network bytes resulting from exchanged protocol
messages in a convergence time interval. The protocol convergence
time and traffic overhead are experimentally calculated for all the
implementation scenarios in each of the four cloud configurations.
The results are presented in Figs. 14-17. The first observation
from the results is that the protocol convergence time and traffic
overhead increase as the complexity of the cloud configuration
increases with additional cloud providers. This is fully anticipated
since as the number of cloud providers in the configuration
increases, the routing protocol requires more time and more
exchanged network messages to calculate the routing tables and
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Fig. 18. BGP convergence times for different network sizes [41].

hence to converge. This same fact justifies why the protocol
convergence time and the network traffic overhead are directly
proportional. For instance, consider the Startup phase of the
implementation scenarios investigated (refer to Figs. 14-17). In
this phase the convergence time increases from 9.36 s in cloud
configuration 1-18.67 s in cloud configuration 4. Moreover, in this
same phase, the traffic overhead increases from almost 5 kB in
cloud configuration 1-26 kB in cloud configuration 4.

Another interesting observation perceived from the results is
that the convergence time and traffic overhead increase between
the implementation scenario phases for each cloud configuration.
In other words, the convergence time and traffic overhead increase
when transitioning from the Startup phase to the Service Inclusion
phase and from the Service Inclusion phase to the Service Exclusion
phase in every cloud configuration investigated. For example, in
cloud configuration 3 the convergence time increases from 16.5 s
in the Startup phase to 30.9 s in the Service Inclusion phase and
finally to 56.3 s in the Service Exclusion phase. In the same sense,
the network traffic overhead increases from almost 14 kB in the
Startup phase to 33 kB in the Service Inclusion phase and finally to
64 kB in the Service Exclusion phase (refer to Fig. 16).

The results obtained above can be justified as follows: initially
the increase in convergence time and traffic overhead from the
Startup phase to the Service Inclusion phase is due to (1) the
added complexity in the cloud configuration resulting from
the addition of the new CSP and (2) the extra network and
computational load imposed on the SR routers’ decision engine
for processing advertisement messages from the new root CSP.
The transition from the Service Inclusion phase to the Service
Exclusion phase imposes significantly higher convergence time
and traffic overhead on the routing process. This is mainly due to
the 4tspyv time period that the ServBGP protocol needs to wait
before detecting the death of a withdrawn service and removing
its reachability information from the SR routing tables. After this
time, ServBGP initiates the route recalculation process for selecting
the best PR_PATH to carry the service requests. In the ServBGP
implementation presented in this section, tsay is set to 5 s. This
accounts for a 20 s waiting time in the Service Exclusion phase
before the routing protocol detects the death of the withdrawn
service and reconverges. Note that setting Tsav to 5 s is employed
for testing purposes to speed up the execution of the experiments
and hence, to accommodate the collection of more results in
less time. This value should be 5-6 times higher in production
environments to comply with the standard BGPv4 specification.

Finally we would like to reinforce the fact that, to the best
of our knowledge, we could not find any research work dealing
with the autonomic service routing problem in cloud computing to
compare the obtained experimental results with. This unfortunate
fact, together with the timely and practical nature of the problem
we are dealing with, makes part of the message we are trying to
deliver in this paper represent a call for action for further research

Table 5

Service flap dampening algorithm parameters.
Parameter Value
Default penalty value 1000
Service reuse threshold 750
Service suppress threshold 3000
t1> (min) 15

in the field of service management and routing in the cloud. On
the other hand, and despite the fact that the protocol we present
in this paper is inspired by the standard BGPv4 specification, we
strongly believe that comparing the implementation results of the
experiments in the presented cloud computing environment with
existing BGP-based routing solutions in IPv4 networks is infeasible
and does not rely on a uniform evaluation standard. This is due to
the fact that such IPv4 solutions are designed and developed under
different system models and problem definitions which render the
comparison unfair and possibly provoking superfluous distraction
to the reader. For completeness we present in Fig. 18 the standard
BGPv4 convergence times for four different network sizes. The
intention here is not to devise a comparison with the ServBGP
convergence results, but rather to arm the reader with a practical
insight on experimental BGPv4 convergence figures to enhance her
discernment of the quantitative significance of the ServBGP results
presented earlier in this section.

Service flap dampening algorithm implementation

We implemented the service flap dampening algorithm dis-
cussed in Section 3.6 and experimentally tested its operation in
cloud configuration 2 (see Fig. 11). We induced a random flapping
behavior in the SR router of CSP P; by putting its network interface
down for variable periods of time. We tracked the operation of the
service dampening algorithm on the SR router in P; and verified its
full compliance with the mathematical model realized in Fig. 9. For
completeness we present the values of the parameters used in the
implementation in Table 5.

The service flap dampening curve resulting from the algorithm
operation on the SR router in P3 using the parameters presented in
Table 5 is illustrated in Fig. 19. The resulting curve evidently fol-
lows the analytical specification of the flap dampening algorithms
presented in Section 3.6.

5. Conclusion

In this paper, we presented ServBGP as a BGP-inspired au-
tonomous routing protocol for managing service collaboration
among cloud providers in cloud computing. The paper discussed
the ServBGP system design and architecture, the protocol mes-
saging format and the decision process along with its underlying
data structures. Moreover, a service flap dampening algorithm was
introduced to ensure the stability and efficiency of the overall rout-
ing process. A proof of concept implementation of the ServBGP
design was realized on the NetKit network emulation and virtual-
ization platform using the standard BGPv4 protocol. Moreover, the
devised ServBGP design was developed from the ground up and de-
ployed in a real cloud computing environment using the Amazon
EC2, Microsoft Azure, and Google App Engine cloud platforms. The
implementation results demonstrate the correctness of the rout-
ing protocol, its ability to operate and scale in real cloud platforms,
and its convergence characteristics, traffic overhead, and resilience
under changing service configurations.
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Fig. 19. Service flap dampening curve resulting from the implementation on the SR router in P3 using Cloud Configuration 2.

Appendix. Reputation scores calculation

As stated in Section 3.1, a trusted authority is responsible
of calculating and publishing the performance and security
reputation scores upon continuously monitoring the provider site.
In this Appendix we describe the algorithmic aspects of this
calculation. In the performance reputation score calculation, the
trusted authority analyzes the providers’ event logs and studies
their compliance with the contractual terms and specifications
promised in the SLAs. The reputation score will be proportional
to the degree of provider’s compliance with the SLAs. The process
of calculating the performance reputation technically requires the
existence of a set of secure and accountable protocols to accurately
measure the performance of customer transactions on the provider
side. A set of secure performance monitoring and logging protocols
to achieve this aim are described in [32,38].

The security reputation score is calculated based on two main
qualities:

1. The static security specifications specified in the SLA, mainly
the degree of provider’s compliance with regulatory policies,
the network and storage encryption and authentication algo-
rithms supported by the provider, and the strength of the cryp-
tographic keys employed.

2. A dynamic penetration testing and vulnerability assessment
mechanism periodically executed by the trusted authority.

Reputation score per period

The reputation scores for providers are calculated periodically
by the trusted authority which can carry out the calculation on a
monthly, quarterly, semi-annual, or annual basis.

Performance reputation scores: The securely generated logs are
collected from the different provider sites and analyzed in order
to calculate the provider performance reputation scores. The main
fields comprising a log record are presented as follows:

RID: A unique identifier assigned to the log record.
CID: The cloud customer identification number.
PID: The cloud service provider identification number.
SID: The application or service identification number.
SLAID: An index to the SLA contract governing the transaction
generating this log entry.
R_Query: The cloud client resource query to the cloud storage
facility.
B: The data size in bytes retrieved/processed in the
transaction.
7: The time required to retrieve/process the data in the
transaction in milliseconds.
TS: The timestamp of the transaction.

The calculation is done as follows: for each log entry, the trusted
authority utilizes the 7 and g fields to calculate the transaction
data retrieval/processing rates and compares them to the rates
promised in the SLA based on the following equations:

@pil%] = ~5— x 100 (A1)
A

®,.i[%] = "ﬁi x 100 (A2)
v

@, ; and @, ; respectively represent the percent improvement over
the SLA retrieval rate ¥; and processing rate ¥, for the ith log
record. The SLAID log field identifies the SLA contract governing the
customer transaction producing the respective log record.

By applying averaging and normalization operations on the
calculated @, and @, log entry improvement rates, the overall re-
trieval and processing reputation scores R, and R, can be com-
puted. R, and R, are functions of the average retrieval/processing
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rates X, and X, and their standard deviations o, and o, respec-
tively.

B 1 i=Ny
X [%] = ﬁ X (pr,i (A3)
r i=1
1 i=Np
Xp %] = - X ) Ppi (A4)
p i=1
1 i=Ny 5
or 8= |- x Y (@ri=Xr) (A5)
A\ i=1
1 i=Np _
op %] = | 1= % D (®pi — X)) (A.6)
AV i=1

R ot (5 X & (5 & ¥ A7

P= 1AM 00 <X100> (A7)
3 X, [%] op [%]

Rp_{wr(xx 100 ):|:I:<A>< 100) (A8)

where N; and N, are the number of retrieval and processing log
entries per provider, respectively, and X is a normalization constant
that represents the middle value of the reputation score range.

The range of the retrieval and processing reputation scores
components lies in ]J0, 10[.

Performance reputation scores: The security reputation calcula-
tion is carried out in two main phases: a static analysis phase and
a dynamic penetration testing phase. In the static analysis phase
the trusted authority statically analyzes the provider’s SLAs for
security-related terms and specifications, classifies them into a set
of security categories, and assigns a reputation weight to each cat-
egory. The category reputation weight is provided based on the
quality of security this category represents.

Three security categories are supported:

1. The degree of provider’s compliance with regulatory policies
and recommendations such as the Health Insurance Portability
and Accountability Act (HIPAA) for securing medical records
and patient’s information and the Gramm-Leach-Bliley Act for
ensuring the confidentiality of financial records and banking
transactions for any institution providing a financial service.
The more regulatory policies the provider supports, the
higher is the reputation weight W, assigned to this security
category.

2. The set of cryptographic protocols supported by the cloud
service provider for providing the different network and
storage security services. The weight W, assigned to this
category is based on the security and performance properties
of the cryptographic protocols supported. For example, a
cloud provider using the AES encryption cipher for providing
the storage confidentiality services, a SHA-512-based MAC
algorithm for providing the storage integrity services, and the
SSL v3.0 protocol for securing the network communication will
definitely get a higher reputation weight on this category than a
provider which supports DES for storage confidentiality, MD5-
based MAC algorithms for storage integrity and which does not
provide any form of network security.

3. The strength of the symmetric and asymmetric keys used
in the cryptographic protocols. Larger key sizes in modern
cryptographic algorithms provide higher grade security and are
thus assigned a higher reputation weight Ws.

The list of security categories is implementation dependent and
can be extended with additional classification groups as devised
by the trusted authority. The general equation representing the
security reputation score Rs(static) € [0, 10] resulting from the
static analysis phase is given as follows:

10 A
Ry(static) = ————— x > W, (A9)

> max(W;) !
i=1

N is the number of security categories and max(W;) is the
maximum weight value that can be assigned to the ith security
category.

In the dynamic penetration testing phase the trusted authority
performs a security assessment of the provider’s site using
advanced and up-to-date vulnerability scanning techniques. This
assessment procedure is executed at a random point in time during
each reputation calculation period. The dynamic penetration
testing phase aims at scanning the provider’s network resources
and applications for known vulnerabilities to verify the immunity
of the provider’s system against possible security exploitations.
Currently, there exist a plethora of highly accessible penetration
testing tools capable of executing different types of network and
system attacks. On top of the list are the Nmap [42] and Nessus [43]
network scanners which support a large set of active and passive
attacks to assess the security of networks and applications. The
demonstration example introduced later in this Appendix presents
some of the attack types employed in the penetration testing
phase. Quantifying the dynamic security score R;(dynamic) is
accomplished by assigning a prevention weight to each attack
tested. The prevention weight is incorporated into the dynamic
security score only if the provider was capable of preventing
the respective attack. The value of the prevention weight is
determined by the trusted authority based on the seriousness of
the attack and the security implications that may result if the attack
was successful. For example, Denial of Service (DOS) and buffer
overflow attacks are given more weight than port scanning or OS
fingerprinting attacks.

Let the set A : {A4, ..., A} represent the assigned reputation
weights of the J attacks tested in the penetration testing phase and
theset B : {Bq, ..., Bx} represent the assigned reputation weights
of the K attacks prevented by the provider (K < J). The dynamic
security score Ry(dynamic) € [0, 10] and is calculated by the foll-
owing equation:

10 K
Rs(dynamic) = T X ZBi‘ (A.10)

ZAi i=1
i=1
The overall security reputation score R; is calculated by taking

the weighted average of the static and dynamic security scores
according to the following equation:

_a x Ry(static) + b x Rs(dynamic)
B (a+b) '

The parameters a and b are selected by the trusted authority to
control the contribution of the static and dynamic components in
the overall security reputation score calculation.

Numerical example: Tables A.1 and A.2 present a numerical
demonstration for respectively calculating the static and dynamic
security reputation scores. In Table A.1 three security categories

R (A11)



W. Itani et al. / Future Generation Computer Systems 32 (2014) 99-117 115

Table A.1
Sample SLA security categories and respective reputation weights.

Security category Individual weight Supported Reputation weight W; € [0, 10]
HIPAA 6 v
Regulatory compliance Gramm-Leach-Bliley 2 v 8
Sarbanes-Oxley 2
AES 5 v
Twofish 4
Triple DES 2
Cryptographic protocols DES 1 10
SSLv3.0 5 v
PCT 2
SHTTP 2
256 5
Symmetric 192 4
Key strength 128 3 v/ 7
2048 5
Asymmetric 1024 4 v
512 2
and their corresponding reputation weights are presented. The Table A.2
“supported” column indicates whether the particular security Sample penetration testing attacks and the corresponding prevention weights.
specification is supported by the e?(gmple pl‘OVlFlEI’ SLA..I'H ee.ICh Penetration attacks Prevention weight A; € [0, 10] Prevented
category, the weight of the individual security specification :
supported is added to get the category’s reputation weight W;. SYN flooding 10 4
Using the W; values of Table A.1 in Eq. (A.9) we get: ICMP mapping B
Default accounts 10 4
. 10 Buff fl 10
Rs(static) = ———————— x (8 + 10+ 7) = 8.33. wer overtow
(10 + 10 + 10) SQL injection 10 v
. . 0S command injection 10 v
Table A.2 presents a sample penetration test scenario to dynam- TCP ISN Guessing 8 v
ically asses the security of the cloud IT infrastructure. The attack TCP RST attack

prevention weight reflects the relative seriousness of the attack
and the effect it has on normal system operation. The “prevented”
column indicates whether the provider was capable of preventing
or passing the particular penetration test. Using the weight values
presented in Table A.2 in Eq. (A.10) we get:

Rs(dynamic)
10
T (10+3+10+104+10+10+8+7+9+2+2)
x (10+10+ 10+ 10+ 8 +9) = 7.03.
After calculating the static and dynamic security scores, we can
find the overall security score using Eq. (A.11). Settinga = b = 1

(the static and dynamic scores equally contribute to the security
reputation score) we get:

1
Ry = 5 x (8.33+7.03) =7.68.

Note that due to the space limitations of the presentation, the
list of security categories and penetration tests presented in
Tables A.1 and A.2 are not in any way comprehensive. In real
world implementations this list is extended with a wide variety
of possible security specifications and attack scenarios.

Cumulative reputation score

This section describes how the cumulative performance and
security reputation scores over the periods Py, P, ..., Piiq are
calculated.

The retrieval and processing performance scores are calculated
by only analyzing the log entries generated in the period P;, 1. This
is important for reducing the storage and processing requirements
at the trusted authority site considering the extremely large
number of log entries that need to be stored and analyzed for
calculating the reputation scores of the different registered cloud
providers. Note that the equations presented in this section are
generalized to satisfy the calculation of both the retrieval and
processing reputation scores.

©
N

Cross site scripting
Port scanning
Host fingerprinting

NN

Let X |,[j’] and <7|£"1 be the total average rate and standard
deviation of improvement over the SLA from period Py — P;, re-
spectively. Let Xp,,, and op,, be the average rate and standard
deviation of improvement in period Piq. To calculate the
cumulative average rate X7 and standard deviation o7 over the
period from P; to P;14, the following equations are used:

= (Xll’l x N|P1) + (XPi+1 X NPi+1)
T = P (A12)
N|P1 +Nl’i+1

Py
Nlp, +Npy 4

o= |— %

= \2
P ((pk - XT)
N|P1 +NP,'+1 k=1

(A.13)

where N |11;,1 is the number of log entries processes in periods P; —
P; and Np,,, is the number of log entries processed in the period
Piy1.

To facilitate the calculation of or without the necessity of
storing and reprocessing all the N|£"1 log entries, we assume
that )?|,IZ2 ~ Xr. This is considered a valid assumption as N|£"1 is

significantly larger than Np,_ .
Eq. (A.13) can be rewritten as follows:

N‘gil , Np;_ 4 5
op= | — (@i —Xr)" + ) (9—Xr) § (A14)
N|£l] +Nl’i+1 ; 1 ; :
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which simplifies to:

1 ”

—— (0, —X1)*}. (A15)
N|P1 +NPi+1 j=1

Obtaining the values of X7 and o7, the cumulative retrieval and
processing reputation scores Ry » and Ry, can be calculated based
on Egs. (A.7) and (A.8), respectively.

Calculating the cumulative security reputation score is straight-

forward. Let R, |,I;‘1 be the cumulative security reputation score from
period Py — P;and R;, p,,, be the security score in period P;; 1. The
cumulative security score Ry s from P; — P;y4 is calculated as fol-
lows:

. P;
1 X R5|Pl1 +R5 Pit1

A.16
i+1 ( )

T,s —
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