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One of the serious challenges facing smartphones and other portable
devices nowadays is battery life. A typical smartphone user will be
running several applications on the device at any given time, and
most of these applications consume plenty of energy. In fact, some
of the most energy-consuming applications are those related to video
conferencing and streaming. There is a lot of work to improve the
energy efficiency of such applications by improving the energy effi-
ciency of the underlying encoders. However, to accomplish that, full
profiling of the encoder must be performed first. The results of profiling
the High Efficiency Video Coding (HEVC) are presented. Results are
presented in terms of types of assembly level instructions in every
function of the encoder. Thus, depending on the environment on
which the encoder is running, the energy consumed for any type of
instruction can be obtained. The results show that, in an HEVC encod-
ing process, about 48% of the instructions are memory related and
about 18-20% are arithmetic operations. This result is very important
for any work in energy analysis and optimisation of the HEVC
encoder.

Introduction: High Efficiency Video Coding (HEVC) is a new video
compression standard that was formally published in 2013 [1]. It is
said to improve video quality while also doubling the compression
ratio as compared with the advanced video coding standard and support-
ing resolutions up to 8192 x 4320. There is no particular coding element
in HEVC that is responsible for its significant improvement in com-
pression efficiency in relation to previous video coding standards. It
is, rather, a number of enhancements that when put together give a
state-of-the-art video encoder. However, all of this improvement
comes at the price of increased computational complexity and thus
energy consumption [1].

In [2, 3], the Joint Photographic Expert Group (JPEG) encoder was
profiled using mathematical equations that model the complexity of
each of the five stages of JPEG. Each equation was in terms of the differ-
ent types of instructions such as additions, multiplications, read and
write and so on To the best of our knowledge, there is no similar profil-
ing for HEVC in the literature.

In this Letter, we present full profiling of the HEVC stages in terms of
assembly level instructions. We start by discussing the different coding
structures that are considered and the standard video classes.

Coding structures: There are several coding structures for HEVC. In
our analysis, we considered the low delay (LD) coding structure and
the random access (RA) coding structure. The reason is that these two
structures are the most popular ones for video conferencing and stream-
ing. In LD, the first picture is encoded as an intra-picture. Other pictures
are encoded as generalised pictures. This coding structure is designed
for interactive real-time communication. In RA, an intra-picture is
inserted cyclically about once a second. This structure is designed to
enable relatively frequent RA points in the coded video [4].

Standard video classes: The standard video classes used with HEVC
are categorised into five classes. The categorisation depends on three
factors, the resolution of the Luma samples, the length of the video
sequence and the frame rate. The classes are referred to as class A,
class B, class C, class D and class E. All the standard video sequences
from these classes were taken with state-of-the-art cameras. They use the
YUV 4:2:0 colour format with 8 bits for every colour sample [5].

Profiling: Valgrind is a GPL licensed programming tool that can be
used for profiling under the Linux operating system. It includes
several tools, one of which is Callgrind [6]. We used Callgrind to
obtain the exact number of operations that were performed while encod-
ing an entire video sequence. The results are separated in terms of
classes, and in every class in terms of functions. For every function,
Callgrind gave us the assembly level instructions relative to every line
of code in the function.

Unlike the authors in [2, 3], we did not profile the encoder by estimat-
ing the number of instructions and presenting this estimate in the form of
equations. Our results are based on actual encoding of video segments.
Using Valgrind, we managed to collect the exact number of every type
of instruction in every function of HEVC while encoding a standard
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video sequence. Moreover to ensure that our results were comprehen-
sive, we profiled the different stages of the HEVC encoder for 10 differ-
ent cases. We used five standard video sequences, each from one of the
five standard classes. These sequences are Traffic (class A), Kimono
(class B), Big Race Horses (class C), Small Race Horses (class D)
and Kristen and Sara (class E) [5]. For each of the five videos, we pro-
filed the encoding process twice, once in the LD configuration and once
in the RA configuration. The results in each coding structure represent
an average over the five different video sequences.

Table 1: Instruction statistics for functions in LD configuration

Function
HAD | SAD | SSE | VHF | EC | Other
Arith ADD per local ADD | 76.5 | 79.68 | 73.8 9 52.8 | 49
Arith ADD per total ADD | 10.42 | 32.26 | 0.56 | 2.84 | 2.18 | 0.34
Arith ADD per local instr. | 5.45 [ 10.69 | 8.04 | 1.52 | 3.02 | 0.62
Arith ADD per total instr. | 1.028 | 3.214 | 0.052 | 0.286 | 0.218 | 0.03
Arith SUB per local SUB | 98.6 | 98.83 | 91.4 0 52 0
Arith SUB per total SUB | 30.72 | 64.18 | 0.8 0 0.14 0
Arith SUB per local instr. | 23.21 | 21.79 | 13.39 0 0.2 0
Arith SUB per total instr. | 3.45 | 7.376 | 0.094| 0 |0.014| 0
Arith MUL per local MUL 0 0 100 | 13.5 | 66 10.6
Arith MUL per total MUL 0 3.56 | 10.78 | 5.8 0.6
Arith MUL per local instr. 1332 1.52 2 0.32
Arith MUL per total instr. 0 0.09 |0.272 | 0.144 | 0.01
Overall arith per local instr. | 28.69 [ 32.5 | 34.74 | 3.038 | 5.284 | 1.17
Opverall arith per total instr. | 4.482 | 10.59 | 0.23 | 0.552 | 0.382 | 0.05
Read Access per local instr. | 29.6 | 19.38 | 40.24 | 35.87 | 44.25 | 22.39
Write Access per local instr. | 35.35 | 169 | 5.68 | 6.18 |22.05|26.18

Percentage (%)
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Table 2: Instruction statistics for functions in RA configuration

Function
HAD | SAD | SSE | VHF | EC | Other
Arith ADD per local ADD | 76.5 [ 79.67 | 73.8 | 9.6 | 50.6 | 4.59
Arith ADD per total ADD | 11.08 | 26.56 | 0.68 | 3.42 | 2.88 | 0.42
Arith ADD per local instr. | 5.45 | 10.68 | 8.04 | 1.65 | 2.9 | 0.47
Arith ADD per total instr. | 1.03 | 2.49 | 0.068 | 0.318 | 0.27 | 0.04
Arith SUB per local SUB | 98.8 [99.03 | 91.4 0 4.8 | 0.88
Arith SUB per total SUB | 35.76 | 57.4 | 1.2 0 0.18 0
Arith SUB per local instr. | 23.21 | 21.78 | 13.32 0 0.2 | 0.005
Arith SUB per total instr. | 3.228 | 5.28 | 0.102| 0 |0.018 | 0.704
Arith MUL per local MUL 0 0 100 | 14.7 | 65.6 | 112
Arith MUL per total MUL 0 0 436 | 11.54 | 6.88 | 0.74
Arith MUL per local instr. 0 0 13.32| 1.66 | 2.04 | 0.34
Arith MUL per total instr. 0 0 |0.112]0.314]0.186 | 0.014
Overall arith per local instr. | 28.57 | 32.48 | 34.68 | 3.27 | 5.18 | 1.11
Overall arith per total instr. | 4.51 | 821 | 0.3 |0.638| 0.48 | 0.058
Read Access per local instr. | 29.6 | 19.4 [40.24 | 359 | 44.45|22.41
Write Access per local instr. | 35.35 | 1691 | 5.68 | 6.2 | 22.2 |26.18

Percentage (%)

In all 10 cases, only three classes were responsible for the majority
(>80%) of the overall number of instructions of the encoder. Those
classes were TComRdCost which calculates the rate distortion cost,
TComlnterpolationFilter which is responsible for the interpolation
process in the case of fractional pel motion estimation and
TComTrQuant which is responsible for the transform and quantisation
processes. The main sets of functions in these classes are:

e Functions responsible for the calculation of the Hadamard (HAD)
transform in TComRdCost

e Functions responsible for the sum of absolute difference (SAD)
calculation in TComRdCost

o Functions responsible for the sum of squared error (SSE) calculation
in TComRdCost

e Functions responsible for vertical and horizontal filtering (VHF) of a
block of samples in TComlnterpolationFilter

e Functions responsible for optimised quantisation for entropy coding
engines like CABAC (EC) in TComTrQuant
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For every set above, we present in Tables 1 and 2 the different percen-
tages of memory-related and data-related arithmetic instructions. For the
latter, we only show ADD, SUB and MUL instructions. The number of
DIV instructions was very small so we do not include it here separately.

The term ‘arith’ above refers to data-related arithmetic instructions
(ADD, SUB and MUL instructions on data), the term ‘local instr.”
refers to the total number of instructions per function and the term
‘total instr.” refers to the total number of instructions of the entire encod-
ing process. Local and total instructions include both arithmetic and
memory-related instructions as well as all other instructions that do
not fall under these two categories.

Analysis: In general, the percentage of arithmetic ADD and SUB
instructions is very high in the HAD, SAD and SSE sets of functions.
This result is expected due to the presence of a high number of additions
and subtractions in the sum of absolute and squared error calculations.
The percentage of arithmetic multiplications is highest in the SSE func-
tions since these involve squaring of the error values.

As for the VHF and EC functions, even though the percentage of
arithmetic instructions in them is small, they have a high number of
instructions in general as compared with the overall number of instruc-
tions of the entire encoding process.

Finally, for every set, the percentage of memory accesses (both read
and write) is also calculated. The overall arithmetic instructions along
with the read and write accesses constitute, on average, about 68% of
the local instructions per set in both the LD and RA configurations. In
addition to the per-set values, the percentage of all memory accesses
from the total number of instructions was found, on average, to be
47.75% in the LD configuration and 47.6% in the RA configuration
(not shown in the Tables).

If we consider the three classes above, the percentage of arithmetic
operations in them out of the total number of instructions of the entire
encoding process is about 16% in the LD configuration and 14% in
the RA configuration. Keeping in mind that these classes constitute
about 80% of the overall instruction count, this means that on
average, in an entire HEVC encoding process, memory-related instruc-
tions make up about 48% of the overall instruction count in both LD and
RA, whereas arithmetic instructions make up about 20% in the LD con-
figuration and 18% in the RA configuration. The remaining 32-34% of
the instructions are all other instruction types such as logical instruc-
tions, shifts, jumps and rotates.

Conclusion: This Letter has presented the main results from full profil-
ing of the HEVC encoder. The assembly level instructions that were
studied constitute the majority of the overall number of instructions of
the encoding process of HEVC which was repeated 10 times for statisti-
cal significance. We show a classification of the instructions into data-
and memory-related ones. Further classification is presented for arith-
metic instructions. The results shown in this Letter can be used for
energy analysis of the encoder, for optimisation of the encoder
implementation or for any analysis related to the types of instructions
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used in the different stages of the encoding process. With
memory-related instructions constituting about 48% of the overall
number of instructions, savings in memory accesses would result in sig-
nificant savings in the overall encoding process of HEVC. Kurdahi et al.
reduced the power consumption of memory by applying voltage scaling
beyond what is considered as safe operating conditions while still main-
taining performance [7]. They reached memory power savings of more
than 40%. This translates to about 19% power savings in HEVC due to
savings in memory accesses alone. In addition, the authors in [8]
reached savings of up to 13% in HEVC by applying voltage scaling
to data-related arithmetic instructions. This serves to show the impor-
tance of profiling to estimate how power and energy savings in
memory and arithmetic instructions would be reflected in savings in
the overall encoding process of HEVC.
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