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We consider the unrelated parallel machine scheduling problem with a renewable resource constraint
(UPMR). For the two-machine variant of the problem, we propose a very efficient mixed-integer linear
programming (MILP) model. For more than two machines, we propose a two-stage heuristic, which first
uses a MILP model to calculate a lower bound and assign jobs to machines, and then uses a constraint
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programming (CP) model to schedule jobs on machines. If the solution of the two-stage heuristic is not
proven optimal, the problem is solved using a CP model for the complete UPMR, with a hot start provided
by the two-stage heuristic. New large benchmark problem instances with up to 1000 jobs are generated.
Extensive computational experiments are carried out on these, as well as on smaller instances from the
literature. Our algorithms obtain excellent solutions for much larger problem instances than previously
proposed methods. For the UPMR with two machines, our MILP model solves all test instances to opti-
mality in very modest computation times, greatly outperforming previously proposed methods. For the
variant with more than two machines, our overall algorithm, which combines the two-stage heuristic
with a full CP model, finds for the smaller instances from the literature better than or the same solutions
as all previously proposed methods in considerably less computation time. Difficult types of problem

instances are also identified for future research.

© 2018 Elsevier B.V. All rights reserved.

1. Introduction

The unrelated parallel machine scheduling problem (UPM) con-
sists of scheduling without preemption a set of n jobs, each avail-
able at time zero, on m unrelated machines. The machines are un-
related in that the processing time, p;; € Z*, of a job, j, depends on
the machine, i, on which it is scheduled. The objective is to min-
imize the makespan, Cnax, which is the maximum job completion
time.

The UPM is known to be AP-hard in the strong sense, since
its special case in which machines are identical is also N'P-hard
(Garey & Johnson, 1979). Also, the two-machine version of the
problem has been shown to be AP-hard (Lenstra, Rinnooy Kan &
Brucker, 1977).

The UPM can be solved using a mixed-integer linear program-
ming (MILP) model. Let x; be a binary variable =1 if job j is
assigned to machine i, and let Cyax be a variable denoting the
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makespan; UPM, then, is:

min Cpax, (1)

ZX,‘] = l, V_], (2)
i

Z DijXij = Cmax. VL (3)
J

X,‘j c {0, l}, Vl, ] (4)

Constraints (2) ensure that each job is assigned to exactly one ma-
chine; constraints (3) ensure that makespan is at least as large as
the total time each machine is occupied; and constraints (4) ensure
that the assignment variables are binary. Note that the sequence
in which jobs are scheduled on each machine is irrelevant, since
any schedule without idle times will lead to the same makespan.
Throughout the paper, we will assume that j e {1,...,n} denotes
jobs and i € {1, ..., m} denotes machines.

We consider the UPM with an additional consideration, where
processing of a job on a machine requires a number of units of
a scarce resource. Specifically, we assume that each job, j, through-
out its processing time on a machine, i, requires r;j; € Z* units of
a renewable resource and that only Rmax € Z* units of the resource
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a. Optimal UPM solution

b. Fixing resource feasibility

¢. Optimal UPMR solution

Machine 1 | 1 Machine 1 Machine 1 2 I 3 I 5
Machine 2 [2] 3 [5] | Machine 2 5| | Machine2 | 1 | 4
T T T T T T T T T T T T T
012 3 4 012 3 4567 012 3 45
10 10+ 10
Rmax =5 : Rmax =5 : Rmax =5 :
0 ] T T T 0 ] T T T T T T 0 ] T T T T
01 2 3 4 012 3 4567 01 2 3 45

Fig. 1. Solutions of the instance from Example 1 obtained using three different methods.

are available at any time. As in Fanjul-Peyro, Perea and Ruiz (2017),
we refer to this problem as the unspecified dynamic unrelated paral-
lel machine scheduling problem with a renewable resource constraint
(UPMR). The problem is unspecified, because job-machine assign-
ment is not prefixed, and dynamic, because allocation of resources
to machines need not be fixed for the whole time horizon.

The UPMR has applications in manufacturing systems, where
the resource could be machine operators, automated guided vehi-
cles, tools, pallets, fixtures, or industrial robots; and in computer
systems, where it could be primary memory or peripheral devices
(Ventura & Kim, 2000; 2003).

Since the UPM is a special case of the UPMR, the latter is
also ANP-hard even for two machines only. In fact, the UPMR is
much harder to solve than the UPM, because its solution requires
not only assigning jobs to machines, but also scheduling jobs on
machines in such a way as to ensure that the resource is not
overutilized at any time. Thus, to avoid resource conflicts, it may
be necessary to introduce idle times before processing some jobs
on some machines, which is never needed in the UPM; i.e., in the
UPMR, the scheduling of jobs assigned to a machine cannot be re-
duced to sequencing, but must involve determining start and finish
times of all jobs.

Example 1. Consider an example instance of the UPMR, originally
presented by Fanjul-Peyro et al. (2017), with m = 2 machines, n =5
jobs, Rmax = 5 units of the resource, and the following processing
times and resource requirements:

oo (1 22 2 1), .y (433 42
Pip=\2 1 2 3 1) "i)=\l2 5 4 2 5

Assigning jobs to machines using model UPM and sequencing jobs
on each machine arbitrarily results in the solution with Cpax =
4 shown in the top graph of Fig. 1a. This solution is resource-
infeasible: too many units of the resource are used between time
0 and time 3, as shown at the bottom graph of Fig. 1a. Restor-
ing resource feasibility by introducing idle times, while keeping
job assignment and sequencing unchanged, results in the solution
with Cpax = 7 shown in Fig. 1b. The optimal UPMR solution with
Cmax = 5 is shown in Fig. 1c. Note that the overall makespan is
shorter, even though some jobs take longer than in the UPM so-
lution. Note also that while in this example there are no idle times
in the optimal solution, in general, an optimal UPMR solution may
contain idle times.

The UPM has been a topic of active research for several
decades; for applications and reviews, the reader is referred to the
books of Pinedo (2005, 2016) and Sule (2008).

Several works considered simplified variants of the UPMR.
Btazewicz, Kubiak, Rock and Szwarcfiter (1987), Ventura and Kim
(2000), Ventura and Kim (2003), Edis and Oguz (2011), Edis and
Oguz (2012), Edis and Ozkarahan (2011), Edis and Ozkarahan
(2012), Edis, Oguz and Ozkarahan (2013) studied variants of the
problem with identical machines, where both processing time and
resource requirement do not depend on the machine to which a
job is assigned. The static (as opposed to dynamic) variant of the
UPMR, in which the allocation of resources to machines is fixed
during the whole time horizon, was studied by Daniels, Hua and
Webster (1999). Grigoriev, Sviridenko and Uetz (2005, 2007) stud-
ied a dynamic variant of UPMR in which the processing time of
a job on a machine can be reduced by allocating more resource to
it. Kellerer (2008) considered a simplified variant of this problem
with identical machines. A specified (as opposed to unspecified)
variant of the problem, in which jobs are preassigned to machines,
was considered by Kellerer and Strusevich (2003a,b).

The only work we are aware of that considered the exact same
problem as this paper is that of Fanjul-Peyro et al. (2017). They
proposed two MILP models and six heuristic methods based on
them (termed matheuristics), and presented extensive computa-
tional experiments on a set of newly generated benchmark in-
stances with 8-30 jobs each. They also provided a test instance
generator that we use to generate larger benchmark instances with
up to 1000 jobs each.

In this paper, we propose new methods for solving the UPMR
that outperform those previously proposed. Section 2 presents sev-
eral well known lower bounds for the UPMR. Section 3 presents
a novel MILP model for the UPMR with m = 2. Sections 4 and
5 address the UPMR with m > 2, with Section 4 presenting a new
two-stage heuristic that first assigns jobs to machines using a MILP
model and then schedules jobs on the machines using a constraint-
programming (CP) model, and Section 5 presenting a CP model
that solves the complete UPMR problem, with a hot start provided
by the two-stage heuristic, if the latter has not already found the
optimal solution. Section 6 presents our overall algorithm. Exten-
sive computational experiments are reported in Section 7. Finally,
a summary is presented in Section 8.

2. Lower bounds

The following lower bounds have been previously proposed for
the same or more general variants of the UPMR (Fanjul-Peyro et al.,
2017; Grigoriev et al., 2005):
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LB; = maxmin p;;,
J 1

1 .
LB, = EZmimpij ,
J

1 .
LB; = ’7Rmax ;miln r,-jp,vj—‘ .

All these lower bounds are based on classical parallel machine
or project scheduling relaxations. LB; exploits the fact that the
makespan must be greater than or equal to the minimum process-
ing time of each job. LB, is based on calculating the minimum to-
tal processing time and dividing it equally among the m machines.
LB;3 is based on calculating the minimum total resource require-
ment and dividing it by the resource availability. If fractional, the
values of LB, and LB3 are rounded up to the nearest integer (de-
noted by [-1).

Note that LB; can be stronger than LB, and LB; when the num-
ber of jobs is close to the number of machines.

Fanjul-Peyro et al. (2017) observed that a lower bound on the
UPMR can be obtained by solving exactly model UPM defined by
(1)-(4). However, as shown by Grigoriev et al. (2005), this lower
bound can be strengthened by adding an aggregate resource con-
straint, based on the same logic as LBs:

1
erijpijxij < Cmax- (5)
J

Rmax i

We also add the redundant constraint
Cmax € {0,1,..} (6)

in order to avoid unnecessary search in the branch-and-bound
method when the absolute optimality-gap is less than one, which,
as pointed out by a reviewer, could alternatively be achieved by
setting the absolute optimality-gap tolerance to 0.9999. Observing
that a lower bound can also be obtained by solving a linear relax-
ation, we define two lower bounds:

LB4 =[opt. val. of lin. relax. of (1) — (6)],
LBs =optimal value of (1) — (6).

3. MILP model for UPMR with m = 2

In this section, we address the special case of the UPMR with
m =2 machines. We first show that if jobs are preassigned to
machines, the optimal schedule can be easily obtained by solv-
ing a project scheduling problem having appropriately defined
precedence constraints without any resource constraints. Then, we
present a new MILP model that considers all possible job-machine
assignments and schedules jobs in the same way as in the project
scheduling problem.

Consider the case where jobs have already been preassigned to
machines. Thus, both the processing time and the resource con-
sumption of each job are fixed, i.e., job j preassigned to machine 1
takes py; time units and consumes ry; units of resource, and, like-
wise, job j preassigned to machine 2 takes p,; time units and con-
sumes ry; units of resource. Let J; be the list of jobs preassigned
to machine 1 ordered by non-increasing resource consumption,
and J, the list of jobs preassigned to machine 2 ordered by non-
decreasing resource consumption. Let us now define the project
scheduling problem without any resource constraints, but with the
following sets of precedence relationships:

e P ={(j, k) : jand k are consecutive jobs in list J;} fori=1,2 —
jobs on machine i must be scheduled in the order defined by
list ],‘

e K={(j.k) :je]1,ke]2,r”+r2j > Rmax} — if jobs jeJ; and
keJ, use together more than Rpax units of resource, then j
must be finished before k is started.

Note that precedence relationships are defined only for pairs of
jobs (j, k) where either both jobs are on the same machine (sets
P;) or j is on machine 1 and k on machine 2 (set K), but never
for j on machine 2 and k on machine 1. Also note that set K may
be reduced to only those pairs that are not ensured by transitive
relationships, e.g., if (j, k), (j, [)eK and (k, 1) e P,, then (j, I) can be
removed from K.

Solving the above defined project scheduling problem with the
objective of minimizing the project completion time is easy. An op-
timal solution can be obtained in O(n2) time by scheduling each
job at its earliest precedence-feasible start time. It is well known
that the minimum project completion is equal to the length of the
critical path, which is the longest, in terms of total processing time,
sequence of jobs in the precedence network.

Theorem 1. Optimal solution of the above defined project schedul-
ing problem provides an optimal solution for the corresponding UPMR
with two machines and jobs preassigned to machines.

Proof. Due to precedence relationships P;, jobs scheduled on ma-
chine i will never overlap with each other, and due to precedence
relationships K, available resource will never be exceeded. There-
fore, the solution of the project scheduling problem instance will
always be feasible for the UPMR. To see that it will also be optimal,
observe that only three possible types of critical paths may occur:

a. The critical path may consist of all jobs in J;. In this case, Cmax
is equal to the sum of processing times of jobs in J;, which is
clearly optimal for the UPRM with two machines and jobs pre-
assigned to machines (makespan cannot be reduced below the
sum of times of jobs preassigned to one machine).

b. The critical path may consist of all jobs in J,. In this case, Cpax
is equal to the sum of processing times of jobs in J,, which, by
analogy to case a, is also optimal.

c. The critical path may consist of all jobs in J; up to some job j
and all jobs in J, starting from some job k, where (j, k) € K. Ob-
serve that no two jobs of the critical path can be scheduled
in the UPRM at the same time, because they are either on the
same machine or they jointly use too much resource. Hence,
Cmax in this case is also optimal. O

Example 2. To illustrate the three cases of the above proof, con-
sider an instance with two machines and eight jobs, in which
jobs 1-4 have been preassigned to machine 1 and jobs 5-8 to
machine 2. Suppose that the processing times of the jobs on
their respective machines are (3,3,5,7,2,6,4,2), resource con-
sumptions are (10,6,5,2,2,5,9,10), and Rmax = 13 units. Or-
dering each subset of jobs by resource consumption results in
J1=(@,2,3,4) (non-increasing order) and J, = (5,6,7,8) (non-
decreasing order). The project scheduling problem instance cor-
responding to the above problem is shown in Fig. 2, where job
numbers are shown inside nodes, and processing times above
nodes. Although resource consumptions are irrelevant here, they
are shown below nodes for information. Precedence-relationship
sets are P; ={(1,2),(2,3),(3,4)}, P, ={(5,6),(6,7),(7,8)}, and
K ={(1,6), (3,7)}. Note that more pairs of jobs satisfy the condi-
tions for inclusion in K, but are not included in it, since they are
ensured by transitivity. For example, (1,7) is not included, because
(1, 6)eK and (6, 7) e P,.

Scheduling jobs at their earliest precedence-feasible times re-
sults in the schedule shown in Fig. 3a, where the horizontal di-
mension represents time. Although resource consumption is again
irrelevant for the project scheduling problem, we use the verti-
cal dimension to represent resource consumption and availability
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Fig. 2. Project scheduling problem instance in Example 2 (processing times above
nodes and resource consumptions below nodes).

for information purposes. Also, for clarity, jobs preassigned to ma-
chine 1 are shown at the “bottom” of the graph, while jobs preas-
signed machine 2 are shown at the “top” of the graph.

Fig. 3a illustrates case a of the proof, where the critical path
consists of all jobs in J; (highlighted in the figure) and the project
completion time is equal to the sum of jobs preassigned in the
UPMR to machine 1. Clearly, this schedule can be readily used
as an optimal solution of the UPMR with the prespecified job-
machine assignment.

Consider now a slightly modified problem instance in which job
5 takes 7 rather than 2 time units. The precedence relationships
remain the same, but a different solution of the project schedul-
ing problem is now obtained, shown in Fig. 3b, since the critical
path now consists of all jobs in J, and the project completion time
equals to the sum of jobs preassigned to machine 2. Again, clearly,
the resulting schedule is a valid optimal solution for the UPMR
with the prespecified job-machine assignment. This is an illustra-
tion of case b of the proof.

Finally, consider another slight modification: processing time of
job 5 is reduced back to 2 time units, and processing time of job 4
is reduced from 7 down to 5 time units. Again, the precedence re-
lationships remain the same, but a different solution of the project
scheduling problem is now obtained, shown in Fig. 3c, since now
the critical path consists of jobs {1, 2, 3} € J; and {7, 8} < J,. Ob-
serve that no two jobs (j, k) of the critical path can be processed
in parallel in the UPMR due to the fact that they either are on the
same machine (when both j, ke{1, 2, 3} or both j, ke{7, 8}) or
consume more than the available resource (when je{1, 2, 3} and
k e{7, 8}). Yet again, the resulting schedule is a valid optimal solu-
tion for the UPMR with the prespecified job-machine assignment.
This is an illustration of case c of the proof.

Let us now turn back to the full UPMR with two machines in
which jobs have not yet been assigned to machines. We formulate
a MILP model that implicitly searches all possible job-machine as-
signments and for any chosen assignment, schedules jobs in the
same manner as in the above defined project scheduling problem.
Since jobs are not preassigned to machines, each job is now in-
cluded in both lists J; and J,. The lists are ordered as before, i.e.,

a. Illustration of case a.

b. Illustration of case b.

J1 by non-increasing ry; and J, by non-decreasing r,;. Precedence
sets Pq, P,, and K are defined as before but for the expanded lists
J1 and J,. The model is thus based on scheduling each job on both
machines, but such that when a job is not assigned to a machine,
the corresponding processing time is reduced to zero.

Let x; and Cmax be defined as before. Additionally, let t; be
a variable denoting the finish time of job j on machine i. The model
MILP,,_, is then (1)-(6) and:

PyXyy < tyy, 1€ {1,2}, (7)
i < Cmaxe i € {1,2) (8)
tij + Pk < tii € {1,2}, (. k) € B, 9)
t1j + PaXor < b,  (J. k) €K (10)

Constraints (7) ensure that the finish time of the first job
on each machine is not smaller than its processing time. Con-
straints (8) ensure that the makespan is not smaller than the fin-
ish time of the last job on each machine. Constraints (9) ensure
correct precedence relationship between consecutive jobs on each
machine. Finally, constraints (10) ensure correct precedence rela-
tionship between a job on machine 1 and a job on machine 2 that
together require more than the available units of resource. Note
that throughout the model, the term p;x; is used to denote the
processing time of job j on machine i, ensuring that it is equal to
pij when job j is assigned to machine i and zero otherwise.

It is worth noting that in model MILP,,_,, constraints (3) and
(5) are redundant. However, initial experiments showed that in-
cluding them helps speed up the solution process.

4. Two-stage heuristic for UPMR

In this section, we address the UPMR with any number of ma-
chines, but since the specialized algorithm for m = 2 is exceedingly
more efficient, we use the two-stage heuristic presented hereafter
for the case of m> 2 only.

The proposed two-stage heuristic first assigns jobs to machines
using the MILP model used to calculate LBs, and then carries out
the scheduling via a constraint programming (CP) model, CPjs,
which assumes that each job, j, is preassigned to a machine, m;.

In IBM Optimization Programming Language (OPL), CPjs is:

[y

: dvar interval Job[j in 1..n] size p[m[j], jI;

N

. cumulFunction Resource =
sum(j in 1..n) pulse(Job[j], r[m[j], j]);
3: dexpr int Cmax =

max(j in 1..n) end0f (Job[j]);

o

:minimize Cmax;

e

: subject to {

6: Resource <= Rmax;

c. Illustration of case c.

0+
0 5 10 15 0 5

10 15

Fig. 3. Schedules obtained in Example 2 illustrating cases a-c of the proof.
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7: forall (i in 1..m) noOverlap(
all(j in 1.n: m[j] = i) Job[j]);

8: Cmax >= LB;

9:}

Line 1 defines an interval variable for each job j with processing
time Pmj.j and unknown start and finish times. Line 2 defines a cu-
mulative function for the resource and ensures that each interval
variable consumes T, units of resource throughout its process-
ing time. Lines 3-4 define the objective, which is to minimize the
maximum finish time of all interval variables. Line 6 ensures that
the total resource consumption does not exceed Rpax at any time.
Line 7 defines a no-overlap constraint for the set of jobs preas-
signed to each machine. Finally, line 8 restricts the objective value
to be greater than or equal to the best lower bound, LB, obtained
in our algorithm, in order to terminate the solution process as soon
as a provably optimal solution is found. Since the MILP model used
for calculating LBs may be terminated early due to a time limit, we
set LB = max{LB;, LB;, LB3, LBs}.

5. CP model for UPMR

If the two-stage heuristic does not prove optimality of its solu-
tion, a CP model for the full UPMR problem, CPgy;, is solved, with
a hot start provided by the two-stage heuristic.

In IBM OPL, model CPFULL is:

[y

: dvar interval Job[j in 1..n];

N

: dvar interval OptJob[i in 1..m|[j in 1..n]

optional size p[i][j];
3: cumulFunction Resource =

sum(i in 1..m, j in 1..n)
pulse(OptJobli]j]. rl1][5]):

4: dexpr int Cmax =

max(j in 1..n) end0f(Job[j]);
:minimize Cmax;
: subject to{

Resource <= Rmax;

0o N o o

forall (i in 1..m) noOverlap(
all(j in 1..n) OptJob[i][j]);
9: forall (j in 1..n) alternative(Job[j],
all(i in 1..m) OptJob[i][j]);
10: Cmax >= LB;
11:}

Model CPgy; expands on model CPjs in the following way. As
before, one mandatory interval variable is defined for each job,
but this time its processing time is unknown (line 1). Addition-
ally, for each job, m optional interval variables are defined, one
for each machine (line 2). The optional interval variable for job j
on machine i has processing time p;; and resource consumption r;;.
Optional interval variables replace mandatory interval variables in
the cumulative function (line 3) and in the no-overlap constraints
(line 8). The mandatory interval variable for job j is linked with
the m optional interval variables for job j using an alternative con-
straint (line 9), ensuring that exactly one optional interval is se-
lected for each job. The objective (lines 4-5), the resource con-
straint (line 7), and the lower bound constraint (line 10) remain
the same.

6. Overall algorithm

Our overall algorithm for the UPMR proceeds as follows. If m =
2, we solve model MILP,,_, defined in Section 3. Otherwise, we

calculate lower bounds LB;-LB3 defined in Section 2, and then run
the two-stage heuristic described in Section 4. In the first stage of
the heuristic, we solve the MILP model for calculating LBs defined
in Section 2, and set the lower bound LB = max{LB,, LB,, LB3, LBs}.
From the solution of the MILP model, we extract the job-machine
assignment. For this assignment, we obtain a schedule in the sec-
ond stage by solving model CPjs defined in Section 4. If the solu-
tion obtained by the two-stage heuristic is proven to be optimal by
comparing its makespan to LB, then the algorithm is stopped. Oth-
erwise, we solve model CPgy; defined in Section 5. When model
CPpyyL is solved, the solution obtained by the two-stage heuristic
is used as the starting solution.

7. Computational experiments

Our algorithms are coded in C++ and compiled using Microsoft
Visual Studio 2015. Tests are run on a PC with Intel Core i7-3770
3.4 GHz and 32 GB of RAM. The MILP and CP models are solved
using, respectively, the CPLEX and CP solvers included in the IBM
ILOG CPLEX Optimization Studio (64 bit) 12.7.0. We set the ab-
solute and relative optimality gap tolerances in CPLEX to zero.
Setting the relative gap tolerance to zero is important, as opti-
mal makespans for some of the largest instances exceed 10,000
time units, and the default relative gap tolerance of 0.0001 would
lead to suboptimal solutions for those instances. All data sets, de-
tailed results, and the source code are published online at https:
/[staff.aub.edu.lb/~kf09/research.htm.

7.1. Data sets

We use the small and medium data sets of the UPMR bench-
mark instances generated by Fanjul-Peyro et al. (2017). The small
instances contain ne{8, 12, 16} jobs, while the medium instances
contain n {20, 25, 30} jobs. In both sets, the following parameters
are used. The number of machines is m € {2, 4, 6}. Processing times,
pjj» are random integers obtained in five different ways. Three of
them are using uniform distributions U(1, 100), U(10, 100), and
U(100, 200). The other two generate processing times that are ei-
ther job-correlated or machine-correlated. Resource consumptions,
rj, are all integers between 1 and 9 units, either uniformly dis-
tributed or correlated to processing times. Resource availability is
Rmax = 5m. Five instances are available for each parameter setting.
Taking all factors into account, there are 6 x 3 x5 x 2 x 5 =900
benchmark instances, 450 small and 450 medium.

We also generate a new large data set using the tool provided
by Fanjul-Peyro et al. (2017). Our instances contain ne< {50, 100,
500, 1000} jobs and m €{2, 4, 6, 10, 15} machines. All other param-
eters are set in the same way as for the small and medium data
sets. This was achieved by selecting option “All types of paper in-
stances” in the tool. The large data set contains 4 x 5 x5 x2 x5 =
1000 new benchmark instances.

In order to facilitate our tests, we subdivide the three sets
based on the number of machines. In Section 7.2, we consider 500
instances with m =2 machines, which comprise 150 small, 150
medium, and 200 large instances. In all subsequent sections, we
consider the remaining 1400 instances with m > 2, which comprise
300 small, 300 medium, and 800 large instances.

7.2. Results for UPMR with m = 2

Table 1 presents the results obtained by solving all test in-
stances with m = 2 machines using our model MILP,,_, defined in
Section 3. The successive columns of the table show for each sub-
set of instances: the number of jobs, n; the number of instances
per subset, #; the average and maximum computation times, in
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Table 1

Results of model MILP,,_,.
n # Time (s) #Imp. UB %Imp. LB %Imp.

Avg. Max. UB LB Avg. Max.  Avg. Max.

8 50 0.01 0.04 0 0 0.0 0.0 0.0 0.0
12 50 0.01 0.01 0 28 0.0 0.0 33 24.2
16 50 0.01 0.02 11 36 0.2 2.3 6.3 393
20 50 0.01 0.11 29 42 09 5.5 52 25.0

25 50 0.01 0.03 37 45 2.3 10.4 71 36.9
30 50 0.01 0.06 34 33 31 8.8 35 252
50 50 0.01 0.04

100 50 003 012

500 50 0.12 1.01

1000 50 112 26.13

All 500 013 26.13 1m 184 11 10.4 4.2 393

seconds; the number of instances for which the previously best-
known lower bounds and upper bounds are improved by our
method; and, finally, the average and maximum percentage im-
provement of the previously best-known upper and lower bounds.
The upper (resp., lower) bound improvement for a test instance is
calculated as (UBgy/UBpew — 1) x 100% (resp., (1 — LBgjq/LBnew) X
100%). The improvements are calculated with respect to the results
obtained by Fanjul-Peyro et al. (2017). The improvements are re-
ported for instances with n <30 jobs only, because larger instances
have not been solved before.

Overall, model MILP,,,_, performs much better than all previ-
ously proposed methods, solving all instances with up to 1000 jobs
to optimality in very short computation times, while previously
proposed methods could not find optimal solutions in one hour for
many instances, even ones with the number of jobs being as low as
16. Five most time-consuming instances for our method take 26.13,
9.48, 9.27, 431, and 1.01 s, respectively, while all other instances
take less than one second each. The best-known upper bounds
are improved for many instances with n> 16 jobs. The best-known
lower bounds are improved for many instances with n> 12 jobs.

7.3. Lower bounds for UPMR with m > 2

We begin our tests for the UPMR with m > 2 machines by ana-
lyzing the performance of the lower bound methods presented in
Section 2. Each lower bound is run with a 40 s time limit per in-
stance. The results are presented in Table 2. The first two columns
show the number of jobs, n, and the number of instances, #, in
each subset. Then, two groups of columns present the impact of
successively adding lower bounds LB, and LBs to LB;-LBs. In both
groups, the first column shows the number of lower bound val-
ues improved, the second shows the average percentage improve-
ment, calculated as (1 — LBgq/LBpew) x 100%, and the remaining
two columns show, respectively, the average and maximum com-
putation times in seconds.

The LP-based LB4 improves over 90% of lower bound values ob-
tained by LB;-LBs3. The average percentage improvements are be-
tween 8-11% across all subsets of instances. Computation times are
very short, 0.04 s on average and 0.43 s maximum.

Adding LBs to LB;-LB4 improves about 84% of lower bound val-
ues. Percentage improvements are high for small instances, but de-
crease as instance size increases. Although LBs is based on solving
a MILP model, it is still very fast for instances with n <30 jobs,
taking at most 0.15 s per instance. It reaches the 40 s time limit
for some instances with n>50 jobs, with increasing frequency as
n increases. For subsets of instances with n>500, the percentage
of improved lower bounds is lower than for the other subsets, indi-
cating that the time limit may be too restrictive. Nonetheless, LBs
is overall very effective and efficient at improving upon LB;-LBy.

7.4. Two-stage heuristic for UPMR with m > 2

Table 3 presents the results of our two stage heuristic described
in Section 4, which combines lower bound LBs and constraint
programming model CPjs. Recall that LBs is calculated by solving
a MILP model, from which a job-machine assignment is also ex-
tracted. For this assignment, a schedule is determined by solving
model CPjs. LBs is run with a 40 s time limit and CPs is run
with a 20 s time limit. Hence, the two-stage heuristic is denoted
LB5(40s)+CPjs(20s). Note that in fact lower bounds LB;-LB3 and
LBs are used, but since LBs, when solved to optimality, dominates
all the other lower bounds, they are excluded from the name of
the algorithm for brevity.

The first two columns of Table 3 show the number of jobs, n,
and the number of instances, #, in each subset. The next three
columns analyze optimality gaps between the upper bounds, UB,
and the lower bounds, LB, obtained. Column #Opt. shows the
number of instances for which UB = LB. The other two columns
show, respectively, the average and maximum percentage gaps,
where the gap for an instance is (UB/LB — 1) x 100%. The next
three columns analyze the difference between UBs obtained and
the best-known UBs available as of writing this paper (includ-
ing the best UBs obtained in this work). Column #Hits shows the
number of instances for which UB matched the best-known. The
other two columns show, respectively, the average and maximum
percentage UB deviations, where UB deviation for an instance is
(UB/(Best UB) — 1) x 100%. The next three columns are similar to
the previous three, but compare instead the LBs obtained by the
method with the best-known LBs available as of writing this paper
(including the best LBs obtained in this work), with LB deviation
calculated for each instance as (1 — LB/(Best LB)) x 100%. Finally,
the last two columns report the average and maximum computa-
tion times in seconds.

The two-stage heuristic finds proven optimal solutions for more
than 50% of the test instances. The average optimality gap is 1.77%,
the average UB deviation is 1.06%, and the average LB deviation
is 0.22%. The largest gaps and deviations occur for the smallest
instances and decrease when n increases. When n > 500, average
gaps and UB deviations increase again. In these subsets, optimality
is verified in only about 20% of the test instances, a much lower
fraction than in the other subsets.

Neither stage of the two-stage heuristic reaches its time limit
for instances with n <16. CPjs reaches its 20 s time limit for some
instances in each subset with n> 20 jobs, and LBs reaches its 40 s
time limit for some instances in each subset with n> 50, both with
increasing frequency as n increases.

7.5. Overall algorithm for UPMR with m > 2

Table 4 presents the results of our overall algorithm described
in Section 6, which first runs the two-stage heuristic and then, if
optimality is not verified, solves model CPgyj;. CPry; uses the so-
lution of the two-stage heuristic as the starting solution. The time
limits are 40 s for LBs, 20 s for CPjs, and 60 s for CPgy;;. Hence,
the overall algorithm is denoted LBs(40s)+CPjs(20s)+CPgy;1(60s).

In addition to columns reported in the previous table,
Table 4 reports also in the last two columns the number of upper
and lower bounds improved by model CPgyy;.

Using model CPgy allows the overall algorithm to find opti-
mal solutions and prove their optimality in all instances with 8
and 12 jobs. Recall that the two-stage heuristic performs worst for
these instances in terms of average optimality gaps. CPgy; also
improves UBs for many instances in all other subsets. LBs are im-
proved mainly for instances with n <16 jobs. Note that CPgyj; can
improve a lower bound only if it completes the enumeration of
the solution space before reaching its time limit. CPgy reaches its
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Table 2
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Improvements from adding lower bounds run with a 40 s time limit each.

n # Adding LB,4 to LB;-LBs Adding LBs to LB;-LB4
Imp. Time (s) Imp. Time (s)
# %Avg.  Avg. Max # %Avg.  Avg. Max.
8 100 61 9.06 0.01 0.16 81 1223 0.02 0.33
12 100 85 10.31 0.01 0.09 96 1027  0.03 0.20
16 100 96 1045 0.01 0.13 99 8.06 0.04 0.37
20 100 97 9.24 0.01 0.10 99 6.72 0.06 0.33
25 100 98 8.91 0.01 0.14 100 5.41 0.11 0.95
30 100 96 8.67 0.01 0.10 100 3.51 0.15 149
50 200 189 9.99 0.01 0.13 195 4.03 4.60 40.59
100 200 193 1020 0.02 013 189 1.55 718 40.85
500 200 188 8.60 0.07 017 136 0.09 23.11 40.34
1000 200 176 8.66 0.18 0.43 82 0.02 2290 40.24
All 1400 1279  9.40 004 043 177 411 8.28 40.85
Table 3
Results of the two-stage heuristic LBs(40s)+CPys(20s).
n # Optimality gap UB vs. Best UB LB vs. Best LB Time (s)
#0pt.  %Avg.  %Max. #Hits  %Avg. %Max. #Hits  %Avg. %Max.  Avg. Max.
8 100 61 6.19 58.65 65 4.17 42.86 73 1.59 33.33 0.03 0.20
12 100 66 4.09 37.86 71 2.96 32.71 77 0.98 12.06 0.06 0.34
16 100 76 1.46 17.70 80 113 17.18 84 0.31 6.10 0.19 2.21
20 100 70 1.06 7.69 72 0.88 7.69 97 0.03 136 1.53 20.06
25 100 76 0.54 9.35 82 0.31 7.83 95 0.09 2.70 3.49 20.21
30 100 77 0.56 9.29 80 0.41 9.29 99 0.01 110 5.05 20.58
50 200 137 0.63 10.66 152 0.37 10.27 190 0.02 0.67 10.18 60.22
100 200 112 0.77 4.06 122 0.44 2.98 193 0.01 0.19 1582  60.71
500 200 40 2.04 6.19 67 0.94 4,51 180 0.01 0.11 3592 6042
1000 200 41 1.98 4.68 66 0.75 3.46 191 0.00 0.10 36.17 60.52
All 1400 756 177 58.65 857 1.06 42.86 1279 0.22 3333 1475  60.71
Table 4
Results of the overall algorithm LB5(40s)+CPjs(20s)+CPpy(60s).
n # Optimality gap UB vs. Best UB LB vs. Best LB Time (s) #Imp.*
#0pt.  %Avg.  %Max.  #Hits  %Avg.  %Max.  #Hits  %Avg. %Max. Avg. Max. UB LB
8 100 100 0.00 0.00 100 0.00 0.00 100 0.00 0.00 0.08 0.77 35 27
12 100 100 0.00 0.00 100 0.00 0.00 100 0.00 0.00 0.42 8.25 29 23
16 100 98 0.02 1.22 100 0.00 0.00 98 0.02 1.20 337 60.84 20 14
20 100 82 0.23 417 89 0.08 174 99 0.01 0.63 1264  80.06 25 2
25 100 85 0.19 3.32 93 0.04 0.93 99 0.02 1.82 1463  80.15 16 4
30 100 84 0.17 2.80 96 0.02 0.91 99 0.01 1.10 1634  80.69 18 0
50 200 145 0.36 3.47 169 0.09 177 190 0.02 0.67 27.23 120.27 38 0
100 200 116 0.52 3.26 138 0.19 1.87 193 0.01 0.19 4148 120.76 60 0
500 200 41 1.40 4.63 77 0.31 1.83 180 0.01 0.1 8422 12139 95 0
1000 200 44 1.88 4,50 67 0.65 3.07 194 0.00 0.10 85.01 12479 92 3
All 1400 895 0.64 4.63 1029 0.19 3.07 1352 0.01 1.82 37.38 12479 428 73

* Improvements with respect to LB5(40s)-+CPjs(20s).

60 s time limit for some instances in each subset with n > 16 jobs,
with increasing frequency as n increases. The optimality gaps and
UB deviations are also increasing as n increases.

To show the benefit of using our two-stage heuristic in com-
bination with CPgy;, consider Table 5, which presents the results
of CPpyr. with LB;-LB4 only. Model CPgy;; is solved with a 120 s
time limit per instance, which is equal to the total time limit
of our overall algorithm. Hence, the algorithm is denoted LB;-
LB4+CPpy;(120s). Columns in Table 5 are as before, except for the
last two columns that show the number of UBs better and worse
than those of the overall algorithm.

LB1-LB4+CPgyr1(120s) obtains UBs almost as good as the overall
algorithm for instances with n <16 jobs, but, as is evident from the
last two columns in Table 5, although it finds some better solutions
for n> 20, the results are are on average worse, with an increasing
margin as n increases. Moreover, the lack of a good lower bound
method leads to much higher average computation times in com-

parison with the overall algorithm. In fact, LB;-LB4+CPgy;(120s)
reaches the time limit for all instances with n> 100 jobs.

The above analysis clearly shows that the two components of
our overall algorithm, the two-stage heuristic and model CPgy,
complement each other. The former is generally better for larger
instances, and the latter for the smaller. Additionally, LBs included
in the two-stage heuristic allows for early termination of the solu-
tion of model CPgy;; for some instances, which reduces the average
computation time of the overall algorithm.

7.6. Comparison with the state-of-the-art

As shown in Section 7.2, our model MILP,,_, overwhelmingly
outperforms all previously proposed methods for the UPMR with
m = 2 machines. In this section, we compare our overall algorithm
with the state-of-the-art methods for the UPMR with m > 2.
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Table 5
Results of algorithm LB;-LB4-+CPgy(120s).
n # Optimality gap UB vs. Best UB LB vs. Best LB Time (s) #UB*
#0pt.  %Avg.  %Max. #Hits  %Avg.  %Max. #Hits %Avg.  %Max.  Avg. Max. B. W.
8 100 100 0.00 0.00 100 0.00 0.00 100 0.00 0.00 0.18 132 0 0
12 100 99 0.27 27.21 100 0.00 0.00 99 0.21 21.39 2.63 120.01 0 0
16 100 85 173 16.16 99 0.00 0.28 85 1.54 13.91 30.00 120.01 0 1
20 100 43 3.40 16.45 90 0.06 117 43 2.93 14.12 70.25 120.01 10 7
25 100 37 343 13.73 82 0.15 313 37 291 12.08 81.23 120.01 4 17
30 100 30 2.34 10.18 69 0.27 2.27 30 1.85 9.24 94.40 120.01 1 29
50 200 19 4,62 17.39 91 0.66 5.41 19 3.40 14.81 111.11 120.03 9 104
100 200 0 3.97 12.05 4 1.99 6.53 8 1.55 9.29 120.04 12007 4 193
500 200 0 3.08 1112 13 1.88 8.59 61 0.09 1.04 12034 12073 38 162
1000 200 0 2040 54889 0 18.98 54176 113 0.02 0.38 121.71 12293 30 170
All 1400 413 5.38 548.89 648 3.39 541.76 595 1.40 21.39 87.50 12293 96 683
*Better and worse UBs with respect to UBs obtained by LBs(40s)+CPys(20s)+CPgyi.(60s).
Table 6
The best results obtained by eight algorithms of Fanjul-Peyro et al. (2017).
n # Optimality gap UB vs. Best UB LB vs. Best LB #UB* #LB*
#0pt. %Avg.  %Max.  #Hits  %Avg. %Max.  #Hits %Avg. %Max. B. W. B. W.
8 100 100 0.00 0.00 100 0.00 0.00 100 0.00 0.00 0 0 0 0
12 100 91 0.36 15.42 99 0.03 3.11 91 0.30 10.67 0 1 0 9
16 100 75 0.89 11.90 81 0.43 9.45 81 0.44 7.83 0 19 1 18
20 100 69 147 15.09 71 1.00 1119 83 0.30 5.08 0 29 0 16
25 100 61 2.76 22.03 63 2.02 13.81 75 0.53 11.79 0 37 0 25
30 100 63 2.58 22.00 63 222 1731 86 0.18 4,59 0 37 0 14
All 600 459 135 22.03 477 0.95 17.31 516 0.29 11.79 0 123 1 82

*Better and worse UBs and LBs with respect to those obtained by LBs(40s)+CPys(20s)+CPry;(60s).

Table 6 presents the best results obtained for the UPMR with
m>2 by the eight algorithms of Fanjul-Peyro et al. (2017). They
tested their algorithms on small and medium instances only, i.e.,
those with n <30 jobs, and reported difficulties with solving larger
instances. Individual algorithms are not reported on, as there is no
clear winner among them for all subsets of instances. Each algo-
rithm was given a one-hour time limit per instance. Tests were
run on computers with Intel Xeon E5420 2.5 GHz. We estimate
that this processor is at most two times slower than that used in
our tests. The same columns are reported in the table as in the
earlier tables, except for the computation times, which are not re-
ported. The last four columns compare the UBs and LBs that are
best-known as of writing this paper with those obtained by our
overall algorithm, LB5(40s)4-CPjs(20s)+CPgy; (60s).

Our overall algorithm is clearly superior to all algorithms of
Fanjul-Peyro et al. (2017). Taking into account the different pro-
cessors used, our algorithm takes much less computation time
and obtains better or the same UBs for each of the 600 prob-
lem instances. Our LBs are also better than or the same as those
previously obtained for each but one problem instance. Over all
instances with n <30 jobs, our algorithm obtains an average opti-
mality gap of 0.10% and a maximum gap of 4.14%, while the eight
previously proposed algorithms obtain together an average gap of
1.35% and a maximum gap of 22.03%.

7.7. Analysis of difficulty of test instances

It is clear from the earlier analysis that the difficulty of the
problem increases as the number of jobs, n, increases. In this sec-
tion, we analyze the impact of other parameters. The analysis is
carried out on instances with m> 2 machines, since, as shown in
Section 7.2, all instances with two machines can be solved to opti-
mality by our model MILP,,_,, and, thus, can be considered easy.

Table 7 presents an analysis of performance of our overall al-
gorithm with respect to three factors: distribution of processing

time, py;, distribution of resource consumption, ry, and number of
machines, m. The first column shows the type of instances consid-
ered with respect to these factors. The next six columns show the
results for medium instances with ne{20, 25, 30} jobs, and the
remaining six columns show the results for large instances with
ne{50, 100, 500, 1000}. Small instances are excluded, as almost
all of them are solved to optimality.

Clearly, instances with job-correlated processing times are the
most difficult to solve. This is evident from the number of solu-
tions with verified optimality, from the average gaps, and from the
average computation times, for both sets of medium and large in-
stances. Of the remaining instances, those with machine-correlated
processing times appear slightly more difficult than those with
uniformly distributed processing times. Regarding resource con-
sumption, for large instances, those with uniformly distributed re-
source consumptions appear to be more difficult than those with
resource consumptions correlated with processing times, but the
same observation cannot be made for medium instances. The num-
ber of machines appears to have no significant impact on the dif-
ficulty of instances.

7.8. Tests with larger time limits

Table 8 presents the results of our overall algo-
rithm with the time Ilimits increased five-fold, denoted
LB5(200s)4-CPj5(100s)4-CPry;(300s). The columns are identical
to those of Table 4 except for the last four columns that now
report the number of UBs and LBs better and worse with respect
to the overall algorithm run with shorter time limits. Note that
no LBs are worse, but some UBs are, because the two-stage
heuristic sometimes obtains worse solutions when given larger
time limits. This is due to the fact that sometimes a better value
of LBs (obtained due to a larger time limit) leads to a job-machine
assignment that results in an inferior solution of model CPjs. All
instances with n<16 jobs are solved to optimality. The average
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Results of the overall algorithm LBs5(40s)+CPjs(20s)+CPry;(60s) with respect to various factors.

Type of instances Medium set, n € {20, 25, 30}

Large set, ne {50, 100, 500, 1000}

# Optimality gap Time (s) # Optimality gap Time (s)
#0pt. %Avg.  %Max.  Avg. Max. #0pt.  %Avg.  %Max.  Avg. Max.
pij job-correlated 60 29 0.67 417 394 807 160 4 1.91 3.99 1034 12438
pij machine-correlated 60 50 0.17 2.66 149 80.2 160 71 0.90 419 58.0 1245
pij € U(1, 100) 60 59 0.02 1 4.6 80.0 160 105 0.84 4.50 34.2 122.7
pij € U(10, 100) 60 56 0.09 2.62 85 80.1 160 86 0.90 4.63 46.9 123.2
pij € U(100, 200) 60 57 0.04 173 53 80.1 160 80 0.66 3.89 549 1245
r;; correlated to pj 150 122 0.27 417 144 807 400 238 0.58 3.99 45.0 124.8
rjeU(1, 9) 150 129 0.12 2.62 147 803 400 108 1.50 4.63 74.0 124.6
m=4 150 118 0.23 417 179 80.3 200 85 1.20 4.50 49.5 1225
m=6 150 133 0.16 3.32 111 80.7 200 93 1.09 4.63 54.9 123.0
m=10 200 85 0.96 3.62 64.9 123.8
m=15 200 83 0.92 3.47 68.6 1248
All 300 251 0.20 417 145  80.7 800 346 1.04 4.63 59.5 124.8
Table 8
Results of the overall algorithm LB5(200s)+CPys(100s)+CPgy;.(300s).
n # Optimality gap UB vs. Best UB LB vs. Best LB Time (s) #UB* #LB*
#0Opt. %Avg.  %Max.  #Hits  %Avg.  %Max.  #Hits  %Avg. %Max. Avg. Max. B. W. B W.
8 100 100 0.00 0.00 100 0.00 0.00 100 0.00 0.00 0.1 0.8 0 0 0 0
12 100 100 0.00 0.00 100 0.00 0.00 100 0.00 0.00 0.4 83 0 0 0 0
16 100 100 0.00 0.00 100 0.00 0.00 100 0.00 0.00 3.7 81.7 0 0 2 0
20 100 83 0.19 3.87 94 0.05 145 100 0.00 0.00 56.0 3602 6 0 1 0
25 100 88 0.15 2.62 97 0.01 0.60 100 0.00 0.00 55.3 4002 5 1 1 0
30 100 85 0.15 2.06 98 0.01 0.54 100 0.00 0.00 67.2 4002 4 2 1 0
50 200 152 0.26 2.78 194 0.02 1.24 200 0.00 0.00 1181 6025 29 4 10 0
100 200 126 0.34 2.62 192 0.02 0.82 200 0.00 0.00 1825 6058 62 8 7 0
500 200 53 113 423 179 0.04 2.00 200 0.00 0.00 3731 6064 118 11 20 0
1000 200 47 1.22 3.50 199 0.00 0.21 200 0.00 0.00 3944 6078 133 1 6 0
All 1400 934 0.46 423 1353 0.02 2.00 1400 0.00 0.00 1656 6078 357 27 48 0

* Better and worse UBs and LBs with respect to those obtained by LBs(40s)+CPys(20s)+CPgy..(60s).

optimality gap is 0.46%, with a maximum of 4.23%. Many UBs
for instances with n>500 jobs are improved, but the percentage
of instances in these subsets solved to optimality remains much
lower than in the other subsets.

8. Summary

In this paper, we addressed the unrelated parallel machine
scheduling problem with a renewable resource constraint. We pre-
sented a two-stage heuristic, and two exact methods, one for the
two-machine case, and the other for any number of machines. The
methods are all based on MILP and CP models. Our work shows
how both types of models can be effectively combined to obtain
excellent solutions for this scheduling problem in short computa-
tion times.

For the case of two machines, our novel MILP model solves to
optimality all benchmark instances with up to 1000 jobs in very
short computation times. This is a substantial improvement over
the previously proposed methods, which struggled with solving to
optimality much smaller instances.

The case of more-than-two machines is more difficult, but our
overall algorithm combining our two-stage heuristic and a CP
model is capable of finding much better solutions than the pre-
viously proposed methods and can find good solutions for much
larger problem instances.

The fact that our MILP-guided two-stage heuristic performs
much better than a pure constraint programming model for large
problem instances indicates that an integrated solution method
running mathematical programming and constraint programming

collaboratively, rather than sequentially, may perform exceedingly
well. Such a method is a candidate topic for future research.
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