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Multi-task reinforcement learning (MTRL) suffers from scalability issues when the

number of tasks or trajectories per task grows-large. One of the main reasons behind

this limitation is the reliance on centralized solutions. Recent methods exploited the con-

nection between MTRL and general consensus to propose scalable solutions with linear

convergence guarantees. In this work, we improve over state-of-the-art by presenting a

distributed solver for MTRL with quadratic convergence guarantees. Our algorithm ex-

ploits a novel connection between MTRL and Laplacian-based general consensus that

leads to an efficient solver. We further extend our work to the lifelong settings where

we propose the first distributed lifelong MTRL solver who exhibits vanishing regret. We

analyze both the theoretical and empirical properties of our method. In set of extensive ex-

periments, we also show that the novel algorithm outperforms state-of-the-art on a variety

of dynamical systems, including a simulated humanoid robot.
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Chapter 1

Introduction

Reinforcement learning (RL) methods allow agents to solve sequential decision-making

problems (SDM) with limited feedback. Applications with these characteristics are ubiq-

uitous ranging from stock-trading [25] to robotics control [26, 27]. Though successful,

RL methods typically require exhaustive computations and substantial amounts of data

for successful behavior. One major contributor to this issue is the tabula-rasa assumption

of typical RL methods, which attemp to learn from scratch on unseen tasks. In these

settings, learning performance is significantly restrained by the quality of the acquired

samples. The amount of experience necessary for high-quality performance increases

exponentially with the tasks’ degrees of freedom, preventing the application of RL to

high-dimensional control problems.

Transfer learning is a popular topic of research in machine leaning (ML) and artifi-

cial intelligence (AI). This paradigm involves a form of knowledge sharing or transfer

across tasks to make ML and AI more robust. Fortunately, in [3, 4, 10] authors show that

transfer learning can significantly improve model performance in RL on new tasks by

reusing previous knowledge during training to bias initial behavior. In these approaches,
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knowledge transfer happens between MDPs that have different transition functions, state

or action spaces and reward functions. Multitask learning (MTL) explores another notion

of knowledge transfer, in which the agent is faced with a series of SDM tasks and mod-

els are trained simultaneously. In MTL, knowledge is shared during the joint learning

process through a shared knowledge base that[28]. As a motivating example, consider a

prospecting agent who is interested in finding gold. The indicators of gold might differ

with environment variations. But the agent does not know apriori the type of environ-

ment it is operating in nor what the indicators of gold are. In MTL, the agent learns the

distribution of different types of environments and the indicators of gold in each of them

after exploring few environments. Consequently, in a new environment, the agent needs

a small amount of experience, make inferences about the environment type quickly hence

would explore more efficiently. [67]

However, MTL suffers from scalability issues when the number of tasks grows large

or when policies become high dimensional. Two directions hold the promise to circum-

vent these scalability problems: distributed computation and online learning. The first di-

rection is based on decentralized optimization where computations are distributed across

multiple units to remedy scalability and accuracy constraints. Though successful in su-

pervised learning [29], this direction is not well explored in the context of MTL. Only

recently, the authors in [30] proposed a distributed solver for Multi-task Reinforcement

Learning (MTRL) which maps MTRL to a general consensus problem and relies on Al-

ternating Direction Method of Multiplier (ADMM) to solve it. However, it imposes addi-

tional constraints on the loss function and only achieves a linear converges which might
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be problematic when speed and efficiency are considered.

In the other direction, computations are centralized but tasks are streamed online and

models are fit iteratively. Such an alternative has been well explored under the name of

Lifelong RL [5]. In such settings, agents acquire knowledge incrementally by learning

multiple tasks over their lifetime. Recently in [6], the authors proposed a lifelong learner

for policy gradient RL where efficient learning is achieved by considering approximations

to the original loss. Although, these approximations simplify the MTL objective into a

quadratic form for online learning, this technique can lead to parameters far from globally

optimal and can introduce accuracy problems. Consequently, the success of these meth-

ods for RL highly depends on the policy initializations, which must lead to near-optimal

trajectories for meaningful updates. Moreover, although online streaming of tasks leads

to efficient learning, these methods suffer from scalability issues when high dimensional

policies are considered. Most importantly, these methods that operate in regret1 mini-

mization settings, exhibit non-vanishing regrets of the form O(R), where R is the total

number of rounds in a non-adversarial setting hence cannot guarantee convergence to the

policies of optimal agents.

Formulating MTRL problems in a distributed framework will lead to efficient algo-

rithms that are both rich-enough to capture the complexity of SDM data, and scalable-

enough to handle large number of trajectories efficiently. In distributed reinforcement

learning, trajectories are split across multiple processing units, each having access to a

local objective. The goal is then to minimize a sum of local costs while ensuring consen-

sus across all processors and thus can be cast into a distributed constrained optimization

problem.

1Regret is defined later as the difference in actions between the agent and an optimal agent.
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Generally, there are two classes of algorithms for distributed optimization. The first is

sub-gradient based, while the second relies on a decomposition-coordination procedure.

Sub-gradient algorithms proceed by taking a gradient related step that is followed by av-

eraging with neighbors at each iteration. Though successful, the best known convergence

rate of sub-gradient methods is relatively slow given by O( 1√
t
) with t being the total

number of iterations [15].The second class of algorithms solves constrained problems by

relying on dual methods. One of the well-known (state-of the- art) methods from this class

is the Alternating Direction Method of Multiplies (ADMM) [16]. ADMM decomposes

the original problem into two subproblems which are then solved sequentially leading to

updates of dual variables. In [16], the authors show that ADMM can be fully distributed

over a network leading to improved convergence rates in the order of O(1
t
). However,

as was shown in [17] ADMM based methods suffer from accuracy problems and only

achieve a linear convergence. Finally, the third class of algorithms consider Newton-type

iteration schemes by adopting second order information. In a recent attempt [19, 31],

the authors propose a distributed second-order method for general consensus by using the

approach in [18] to compute the Newton direction. As detailed later, this method fails to

outperform ADMM, especially when data is high dimensional.

In this work, we address the aforementioned issues by proposing an efficient and

scalable multi-task learner for policy gradient RL. We then extend our work to the online

settings by developing the first distributed MTRL agent operating in an adversarial frame-

work. Our approach rapidly learns high performance control policies based on the agent’s

previously learned knowledge and safety constraints on each task, accumulating knowl-

edge over multiple consecutive tasks to optimize overall performance. We theoretically
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analyze the convergence and the regret exhibited by our algorithm. We show quadratic

convergence and sublinear regret of the form O(
√
R) for R rounds which both outper-

form current methods. Fast distributed computation is guaranteed by a new distributed

Newton method for general consensus with the following characteristics:

• capable of approximating the exact Newton direction up-to any arbitrary ε > 0,

• exhibiting quadratic convergence within a neighborhood of the optimal solution

similar to exact Newton methods,

• outperforming ADMM and others in terms of accuracy by significant margins.

We achieve this by exploiting the sparsity pattern of the dual Hessian and transforming

the problem of computing the Newton direction to a one of efficiently solving a sequence

of symmetric diagonally dominant system of equations. These systems are then solved

using a novel distributed solver. We theoretically analyze the properties of our solver.

Finally, we evaluate our approach empirically on a set of dynamical systems including a

humanoid robot.
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Chapter 2

Literature Review

The objective of this literature survey is to provide an overview for essential concepts

needed by this work. Previous research on this topic includes six threads. We start by

giving an overview on Reinforcement Learning, we then describe approaches in Multi-

task Reinforcement Learning in centralized and distributed frameworks. We also provide

a description of current state-of-the-art methods in distributed optimization with its two

classes sub-gradient and dual methods. Moreover, we give an overview on Symmetric

Diagonally Dominant (SDD) solvers that currently provide state-of-the-art solutions that

distributed optimization relies on. We finally move to lifelong learning and regret mini-

mization games and describe Rl methods that rely on online (lifelong) learning to derive

efficient solutions.

2.1 Reinforement Leaning

Reinforcement learning (RL) algorithms [32] have shown success in solving sequen-

tial decision making (SDM) tasks. Recently in [68], the authors, presented the first deep
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learning model to successfully learn control policies directly from high-dimensional sen-

sory input using reinforcement learning. They tested their method on seven Atari 2600

games from the Arcade Learning Environment. With no adjustment of the architecture or

learning algorithm, they outperformed all previous approaches.

In RL, the agent’s goal has to sequentially select actions that maximize its total ex-

pected return. Markov Decision Process (MDP) provides a mathematical framework to

study decision making tasks thus it is suitable to formalize RL problems.

An MDP is formalized as a tuple 〈X ,A,P ,R, γ〉 where

• X ⊆ Rd is the set of states,

• A ⊆ Rm is the set of possible actions,

• P : X × A × X 7→ [0, 1] represents the state transition probability describing the

task’s dynamics,

• R : X ×A×X 7→ R is the reward function measuring the agent’s performance

• and γ ∈ [0, 1) is the discount factor that gives importance to present rewards over

future rewards.

The dynamics of an RL problem commence as follows: at each time step h, the agent be-

ing at statexh ∈ X has to choose an action ah ∈ A transitioning it toxh+1 ∼ p(xh+1|xh,ah)

as given by P . This transition yields a reward rh+1 = R(xh,ah,xh+1) as determined by

R. Actions are generated according to a policy π. A deterministic policy π : X → A is a

deterministic mapping from the set of states to the set of actions. When the environment

is stochastic, a deterministic policy will fail as it will always pick the exact same action at
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the exact same state. Moreover, in partially observable states, when part of the state space

is hidden from the agent, deterministic policies don’t account for the uncertainty of the

hidden states. A stochastic policy π : X ×A 7→ [0, 1] which defined as a distribution over

state-action pairs, seems to be more robust. Precisely, π(a|x) is the probability of choos-

ing the action a given that the agent is in state x. The goal of the agent can be phrased as

choosing an optimal control policy π∗ that maximizes its expected return given by:

Eπ

[
H∑
h=1

γhrh

]
, (2.1)

with H being the horizon length and rh = R(xh,ah,xh+1) is the reward at time step

h. In an infinite horizon case, we define an infinite horizon objective in which the agent

maximizes its expected reward it will receive when H →∞.

Considering that the states and the actions of an agent form a trajectory τ = [x0,a0,x1,a1...],

we can express the expected average return of 2.1 as:

J = E[R(τ )|π] =

∫
τ

pπ(τ )R(τ )dτ (2.2)

with p(τ ) is the probability of acquiring a certain trajectory computed as:

p(τ ) = P0(x0)
H∏
h=1

p(xh+1|xh,ah)π(ah|xh), (2.3)

and the total reward R(τ ) for a trace τ is defined as:

R(τ) =
1

H

H∑
h=0

rh+1, (2.4)
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with P0 : X 7→ [0, 1] being the initial state distribution.

In Equation (2.1) an infinite search space is considered. The space of possible policies

needs to be reduced in order to scale RL into high-dimensional action spaces.

Policy Search RL methods consider parametrized policies πθ to structure their search

space. Consequently they directly operate in the parameter space Θ. As such, the RL

problem is transformed to a problem of searching over Θ for θ that maximizes:

J (θ) = Epθ(τ) [R(τ )] =

∫
τ

pθ(τ)R(τ )dτ , (2.5)

Policy gradient methods are gradient-based policy search techniques. These meth-

ods typically maximize a lower-bound to Equation 2.5, which can be done by generat-

ing trajectories using the current policy πθ and comparing the result with a new policy

parametrized by θ̃. This lower bound can be attained using Jensen’s inequality and the

concavity of the logarithm as described by [33] as follows:

logJ (θ̃) = log

∫
τ

pθ̃(τ)R(τ)dτ

= log

∫
τ

pθ(τ)

pθ(τ)

pθ̃(τ)R(τ)dτ

≥ log

∫
τ

pθ̃(τ)R(τ) log
pθ̃(τ)

pθ(τ)
dτ + constant

∝ −DKL(pθ(τ)R(τ)||pθ̃(τ)) = JL,θ(θ̃)

(2.6)

with DKL(p||q) being the KL-divergence1 between two probability densities defined as:

DKL(p||q) =

∫ +∞

∞
p(x) log

p(x)

q(x)
(2.7)

1KullbackLeibler divergence
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2.2 Centralized Multitask Reinforcement Learning

Reinforcement learning algorithms require substantial amounts of trajectories and

learning times for successful behavior. To worsen the problem, acquiring these train-

ing trajectories come hand-in-hand with increased damage and wear on the system due

to the usage of random sampling policies. When data is scarce, learning task policies

jointly through multi-task reinforcement learning (MTRL) rather than independently sig-

nificantly improves performance [34, 35].

In MTRL, the agent is faced with a series of T SDM tasks Z(1), ...,Z(T ). Each task

is an MDP denoted by Z(t) = 〈X (t),A(t),P(t),R(t), γ(t)〉, and the goal for the agent is

to learn a set of optimal policies Π∗ = {π?
θ(1)

, ..., π?
θ(T )} with corresponding parameters

Θ = {θ(1)?, ...,θ(T )?}. Using the lower-bound of Equation 2.6, one can thus write the

multitask learning objective as:

min
θ̃1:θ̃T

1

T

T∑
t=1

−J (t)
L,θt

(
θ̃t

)
+ Reg

(
θ̃1, . . . , θ̃T

)
, (2.8)

where J (t)
L,θt

(
θ̃t

)
is the lower-bound on the total expected return for a task Z(t), and

Reg
(
θ̃1, . . . , θ̃T

)
is a regularizer that imposes common structure needed for knowledge

transfer.

In [28], in order to encode shared knowledge, the authors assume that a knowledge

basis exists to encode shared knowledge. Each task’s control parameter will then be a

linear combination of latent components from the common knowledge-base, L ∈ Rd×k.

As such, we represent the policy parameters as: θ(t) = Ls(t), where s(t) ∈ Rk is a

task-specific vector of coefficients. These coefficients are encouraged to be sparse to
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ensure that each learned basis component captures maximal reusable chunk of knowl-

edge. Latent components ,on the other hand, need to be bounded hence our regularizer

Reg
(
θ̃1, . . . , θ̃T

)
is chosen to be the L1 norm of the task specific vector of parameters

and the Frobenius norm of the shared knowledge basis. Hence, MTRL is represented as:

min
L,s1:sT

1

T

T∑
t=1

[
−J (t)

L,θt (Lst) + µ1||st||1
]

+ µ2||L||2F, (2.9)

where, || · ||1 is used to denote the L1 norm, and || · ||F is the Frobenius norm of the matrix

L.

Problems in Centralized MTRL: As noted by [30], centralized methods for MTRL

start from sampled trajectories for each task then construct a concatenated data-set which

is used to solve Equation 2.9 in a batch fashion. Clearly, this approach fails to scale when

the number of tasks or the number of trajectories per task grows large. Equation 2.9 shows

that MTRL is always mapped to an optimization problem. Thus formulating the problem

in distributed framework will be cast to an instance of distributed optimization. Before

jumping to existing approaches for distributed MTRL, we will give a brief overview on

distributed optimization techniques.

2.3 Distributed Optimization

MTRL in a distributed framework can be characterized by a network of agents asso-

ciated with cost functions where the goal is to minimize the sum of all local costs. Dis-

tributed MTRL is one of the problems that motivated researchers to develop distributed

methods for solving optimization problems [36, 37, 38, 39, 40, 41, 42].
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Generally, there are two popular classes of algorithms for distributed optimization.

The first is based on sub-gradient techniques while the second relies on dual methods to

solve constrained problems. In sub-gradient techniques, at each iteration a sub-gradient

related step is computed, followed by averaging with neighbors. Computing sub-gradient

related steps can be very non expensive but leads to a convergence rate of O( 1√
k
) at best.

[36, 43, 44, 45, 46].

The second class of algorithms address constrained problems where a dual problem

is formulated and a Lagrangian related function is computed. Dual variables are then ob-

tained by minimizing the Lagrangian and primal variables are updated accordingly. One

of the state-of-the art methods of this class is the Alternating Direction Method of Multi-

pliers (ADMM) which decomposes the problem into two subproblems which are solved

sequentially to update the dual variables. ADMM is shown to be fully distributed over a

network with improved convergence rates ofO( 1
k
) [47].Other methods include but are not

limited to ADD [48], Network Newton [49], which rely on distributed approximations of

Newton steps to accelerate the convergence of the dual gradient descent.

2.4 SDD Solvers

Symmetric Diagonally Dominant Matrices (SDD) play a vital role in the efficient com-

putation of the Newton direction in a distributed fashion. First, an SDD system is a system

of linear equations of the form

Mx = b (2.10)

whereM is a Symmetric Diagonally Dominant Matrix. Namely,
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• M is symmetric positive semi-definite

• |Mii| ≥
∑

j 6=i |Mij| for all i = 1 . . . n,

Our goal, is to find an ε-approximate solution, x̃, to the exact solution x∗ of Equation

2.10. We give the definition of ε-approximates as:

Definition 1: A vector x̃ is called an ε−approximate solution to x∗ if:

‖x∗ − x̃‖M ≤ ε ‖x∗‖M , with ‖u‖M = uTMu (2.11)

Standard splittings of symmetric matrices lead to efficient computation of inverse ma-

tricesM−1. For instance,M can be decomposed asM = D0−A0 whereD0 is a diag-

onal matrix collecting the diagonal elements in M and A0 is a non-negative symmetric

matrix collecting all off-diagonal components. The authors in [55], wrote the inverse of

M as:

(D −A)−1 =
1

2

[
D−1 + (I +D−1A)(D −AD−1A)−1 + (I +AD−1)

]
(2.12)

Noting that (D−AD−1A) is also SDD, Spielman and Peng recurse the above for length

of O(log n) to determine the solution of Equation 2.10.

2.5 Distributed Multitask Reinforcement Learning

Now that state-of-the-art, ADMM in particular, methods in distributed optimization

are described, we will move to describe the first distributed solver for MTRL that was

developed by [30] to address scalability issues in Multi-task Policy Gradient methods.
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2.5.1 Problem Formulation

The framework in [30], maps MTRL to an instance of general consensus and develops

an efficient solver based on ADMM [47] that achieves convergence speed ofO( 1
k
) with k

being the iteration number. In [30], the authors address the problem in Equation 2.9, and

further consider multidimensional action space where a matrix Φh,t(xh,t) is assumed to

encode multidimensional features of the state space for a task t ∈ {1, . . . , T} and at time

step h ∈ {1, . . . , H}. A m-dimensional control vector uh,t can be written as:

uh,t = Φh,t(xh,t)θt + εh,t (2.13)

where εh,t is a m-dimensional Guassian noise used for exploration. The stochastic (Guas-

sian) multidimensional policy in this case will be:

πθt(uh,t|xh,t) = N
(

Φtθt,Σ
−1
h,t

)
(2.14)

with Σ−1
h,t is the covariant matrix. Hence, the objective can be described as:

min
L,s1:sT

T∑
t=1

[
Epθt (τ)

[
Rt(τt)

Ht−1∑
h=1

|uh,t − Φh,tLst|2Σ−1
h,t

]
+ µ1 ‖st‖1

]
+ µ2 ‖(L)‖2

F (2.15)

where ‖.‖ is the Frobenius norm.
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2.5.2 Framework and Assumptions

In Distributed MTRL, n processing units connected via m edges are considered. The

graph of processor is G = (V , E), where V and E are the set of nodes and edges respec-

tively. The framework does not impose any additional constraints on the the topology of

the graph. Furthermore, a natural ordering on the nodes from 1, . . . , |V| is assumed where

eij ∈ E denotes the edges between nodes i and j with i < j. The authors definedA(I) to

be the general edge-node incident matrix with identity matrix I .

The problem in Equation 2.15 is of non-convex nature thus can be solved using al-

ternating optimization technique. When optimizing over st, T Lasso problems can be

solved. However, computing shared repositories required mapping the MTRL problem to

an equivalent distributed general consensus problem as:

min
vec(L)

T∑
t=1

[
Epθt (τ)

[
Rt(τt)

Ht−1∑
h=1

∥∥uh,t − sTT ⊗ Φh,tvec(L)
∥∥2

Σ−1
h,t

]
+ µ1 ‖st‖1

]
+µ2 ‖vec(L)‖2

F ,

(2.16)

where vec(L) is the “column-wise” vectorization ofL and⊗ denotes the kronecker prod-

uct defined as follows:

A⊗B =


a11B · · · a1nB

... . . . ...

am1B · · · amnB

 , (2.17)

The problem can then be split across n processing units, and the equivalent distributed
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form will be:

min
vec(L1):vec(Ln)

n∑
i=1

Ji (vec(List)) + µ2||vec(Li)||22 (2.18)

subject to vec(L1) = vec(L2) = · · · = vec(Ln), (2.19)

where the per-node loss function is defined as:

Ji (vec(List)) =

Ti∑
t=1

Epθt (τ)

[[
Rt(τt)

Ht−1∑
h=1

∥∥uh,t − sTT ⊗ Φh,tvec(Li)
∥∥2

Σ−1
h,t

]
+ µ1||st||1

]
(2.20)

and Ti is the number of tasks assigned to node i ∈ V .

2.5.3 Solution and Results

The authors followed ADMM in solving their constrianed distributed optimization

problem. Under the assumption that the augmented Lagrangian has a saddle point, Dis-

tributed MTRL (using ADMM techniques) converges linearly with a rate given byO( 1
k
).

2.6 Lifelong Reinforcement Learning

The second approach that addressed scalability issues in MTRL was to develop a

lifelong learner that fits models iteratively. Lifelong RL has been proposed to achieve the

same performance as batch MTRL but with computational speedups. It was first proposed

by Thrum and Mitchell [50], who showed that with knowledge memorization, the agent

can rely less on real experimentation while rapidly learning new models. In 2013, Ruvolo

et al. [11] proposed an Efficient Lifelong Learning Algorithm (ELLA). Extending on
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ELLA, Bou Ammar et al. [12] proposed a Policy Gradient Efficient Lifelong Learning

Algorithm (PG-ELLA) that enables agents to accumulate knowledge over their lifetime

and efficiently share this knowledge between SDM tasks to accelerate learning.

The problem setting in PG-ELLA is similar to that of ELLA: the tasks arrive sequen-

tially in a lifelong manner as a series of SDM tasksZ(1), . . . ,Z(T ). Each task t is an MDP〈
X (t),A(t),P(t),R(t), γ(t)

〉
. The agent’s goal is to learn the tasks consecutively with the

possibility of revisiting earlier tasks for further exploration without any assumptions on

the number of tasks, their distribution or their order. Formally, the goal of the agent is to

learn a set of optimal parameters Θ = {θ(1)?, ...,θ(T )?} that define the optimal policies

Π∗ = {π?
θ(1)

, ..., π?
θ(T )}.

Similar to the model described in [28, 11], Bou Ammar et al. represented each tasks

control parameters θ(t) as a linear combination of a latent basis L as θ(t) = Ls(t) with

s(t) being a task specific vector of coefficients to enable knowledge transfer between tasks.

The objective is to minimize a summation of tasks cost functions while maximizing the

amount of transfer between task models. As such, this objective can be formulated as:

eT (L) =
1

T

T∑
t=1

min
s(t)

{[∫
τ∈T

pθ(τ )R(τ ) log

(
pθ(τ )R(τ )

pθ̃(τ )

)
dτ

]
+ µ1

∥∥s(t)
∥∥

1

}
+λ ‖L‖2

F

(2.21)

where T is the number of learnt stationary policies, ‖.‖F is the Frobenius norm and the

‖.‖1 is L1 norm of the vector of coefficient, used to approximate the vector sparsity and

Problems in current Lifelong MTRL solvers: Current methods rely on approxi-

mations to solve Equation 2.21 which introduces some accuracy problems. Moreover,

relying on centralized solvers fail to scale well when the policies are high dimensional

and the number of tasks grows even larger.
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2.7 Regret Minimzation

In this work, we employ a special form of regret minimization games, which we briefly

review here. A regret minimization game is a triple 〈K,F , R〉, where K is a non-empty

decision set, F is the set of moves of the adversary that contains bounded convex func-

tions from Rn to R, and R is the total number of rounds. The game proceeds in rounds,

where at each round j = 1, . . . , R, the agent chooses a prediction θj ∈ K and the ad-

versary chooses a loss function lj ∈ F . At the end of the round, the loss function lj is

revealed to the agent and the decision is revealed to the environment. We handle the full-

information case, where the agent may observe the entire loss function lj as its feedback

and can exploit this in making decisions. The goal is to minimize the cumulative regret∑R
j=1 lj(θj)− infu∈K

(∑R
j=1 lj(u)

)
.

The literature of online machine learning presents a wide-variety of algorithms to

minimize the aforementioned regret form. One successful variant to this minimization

is referred to as “Follow the Regularized Leader”, which minimizes regret in two steps.

First, the unconstraint solution is determined by solved an unconstrained problem over

the accumulated losses so-far. Given the unconstrained solution, the constraint solution is

then determined by learning a projection to the constraint set via Bregman projections [9].
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Chapter 3

Methodology

This chapter provides a detailed problem formulation of distributed Mutli-task Rein-

forcement Learning, as well as a description of the steps followed in the implementation

of our scalable Lifelong MTRL solver. We start by formulating the problem in distributed

MTRL settings where tasks are available in a batch way but should be distributed across

multiple units for efficient computations. We introduce a novel connection to general

consensus problem based on graph Laplacians which are known to be symmetric and

diagonally dominant (SDD). Exploiting such SDD property will lead us to a quadratic

solver (see Chapter 4). We then extend our approach to the online framework where tasks

are streamed online and agents are supposed to play a generalized-regret minimization

game against an adversary.

3.1 Scalable MTRL

In this section, we develop a distributed solver for MTRL that exhibits quadratic con-

vergence. This is achieved in two steps. We first derive a novel formulation of MTRL
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as an instance of Laplacian-based general consensus, then formulate its dual and use it

for an efficient solver. Though the connection to general consensus has been already ex-

ploited in El Bsat et al. [30], we note that our framework is significantly different. There

the authors relied on the adjacency matrix of the processing graph, which does not neces-

sarily exhibit ”interesting” structure that can aid in the solver. In this work, on the other

hand, we make use of interesting properties that graph Laplacian introduces to develop a

more efficient solver.

3.1.1 Problem Formulation

MTRL formulation is reflected in Equation 2.9, which is non-convex in L and st. To

adress this issue, we consider the alternating optimization method for computing min-

imizers of a real valued scalar function. The first step is to optimize over st while L

is fixed, which can be split into T separate LASSO1 problems. The second step, mini-

mizing over L, is the expensive part. It is clear from Equation 2.9 that determining the

shared repositoryL requires a sum running overall tasks, which can become prohibitively

expensive when T grows large. For a scalable solution, we now focus on developing a

distributed method for:

min
L

1

T

T∑
t=1

−J (t)
L,θt (Lst) + µ2||L||2F (3.1)

For distributing computation, we assume the availability of multiple processors that

are connected via an undirected graph G = (V , E), with V denoting the set of nodes

(processors) and E the set of edges. Similar to [30], we assume n nodes connected via m

1least absolute shrinkage and selection operator
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edges. Contrary to their work however, we assume no specific ordering on the nodes, and

impose no additional constraints on the topology of G.

Before writing the problem above in an equivalent distributed fashion, we introduce

the “vec(A)” notation to denote the column-wise vectorization of a matrixA. This nota-

tion allows us to rewrite the bi-product Lst ∈ Rd in terms of a vectorized version of L as

follows:

Lst = vec(Lst) = (sTt ⊗ Id×d)vec(L) ∈ Rd×1 (3.2)

where Id×d denotes the d-dimensional identity matrix, and ⊗ the Kronecker product2.

Given the above, and as in [30], we can write distributed MTRL as:

min
vec(L1):vec(Ln)

n∑
i=1

Ti∑
t=1

−J (t)
L,θt (vec(List)) + µ̃2||vec(Li)||22 (3.3)

s.t. vec(L1) = vec(L2) = · · · = vec(Ln),

where,

• Ti is the total number of tasks assigned to node i such that
∑n

i=1 Ti = T ,

• and µ̃2 = Tµ2 used to guarantee an equivalent formulation to original MTRL.

Intuitively, Equation 3.3 is distributing MTRL among n nodes, where each node

computes its local copy of L. Given that there exists only one valid shared repository,

these copies have then to be conceded, which is reflected by our consensus constraint

vec(L1) = · · · = vec(Ln). The problem is now cast to a distributed constrained optimiza-

tion problem. We next present a Laplacian-based formulation of MTRL that considers the

effect of the graph topology.
2a generalization of the outer product from vectors to matrices
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3.1.2 Laplacian-Based Distributed MTRL

In order to formulate MTRL as a Laplacian-Based problem, we introduce the graph

Laplacian L ∈ Rn×n: as

L(i, j) =


d(i) if i = j

−1 if (i, j) ∈ E

0 otherwise

where d(i)is the degree of node i i.e. the number of edges incident to this node.

We also introduce a set of dk vectors, y1, . . . ,ydk where yr ∈ Rn ∀ 1 ≤ r ≤ dk.

The goal of these vectors is to hold the ith component of vec(L1), . . . , vec(Ln), i.e.

yr = [vec(L1)(r), vec(L2)(r), . . . , vec(Ln)(r)]
T ∀ r = 1, . . . , dk

As such, we reconsider our consensus constraint: with the introduction of these vec-

tors y1, . . . ,ydk, consensus over the shared repository copies in each node can be reflected

in each vector y1, . . . ,ydk as a consensus between its components i.e. having y1, . . . ,ydk

as multiples of the vector 1. The introduction of the graph Laplacian allows us to further

define the consensus constraint as Ly1 = 0, . . . ,Lydk = 0. Noting that the vector of ones

is the only vector equating the Laplacian equations above to zero, we recognize that yr

has to be parallel to the vector of one s(i.e., 1 ∈ Rn), which in turn guarantees that for

any r ∈ {1, . . . , dk}, we have (vec(L1))(r) = (vec(L2))(r) = · · · = (vec(Ln))(r) (i.e.,

consensus on the rth component). Moreover, the ith copy of the repository, i.e., vec(Li)

can be recovered from y1, . . . ,ydk by accessing the ith components of each vector yr.
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Thus, Laplacian-based distributed MTRL can be written as:

min
y1:ydk

n∑
i=1

fi (y1(i), . . . ,ydk(i)) (3.4)

subject to Ly1 = 0, . . . ,Lydk = 0,

where:

• f (y1(i) . . . ,ydk(i)) =
∑Ti

t=1

[
− J (t)

L,θt

((
sTt ⊗ Id×d

)
ỹi
)

+ µ̃2||ỹi||22

]
,

• ỹi = [y1(i), . . . ,ydk(i)]
T denoting vec(Li).

Finally, we rewrite the above problem concisely by introducing M = Idk×dk ⊗ L ∈

Rndk×ndk to be a block diagonal matrix having Laplacian diagonal elements, and y ∈ Rndk

to be a vector concatenating y1 : ydk:

min
y

n∑
i=1

fi (y1(i), . . . ,ydk(i)) (3.5)

subject to My = 0.

At this stage, we are ready to tackle the problem in Equation 3.4 using any standard

optimization technique such as, distributed gradients [51], or distributed ADMM [47, 30].

However, state-of-the-art techniques achieve at best linear convergence after imposing ad-

ditional restrictive assumptions. Next, we detail how this refined definition aids in deriv-

ing a solver with quadratic convergence guarantees without imposing further assumptions

on the loss function or the topology of the graph.
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3.1.3 The Dual Problem & SDD Properties

The problem in Equation 3.4 is a constrained optimization one that is typically solved

by descending (in a distributed fashion) in the dual function. Adopting a second-order

technique, such as Newton method, can lead to improved convergence speeds. Although

some techniques for determining the Newton direction in a distributed fashion exist, these

techniques don’t guarantee high accuracy (see Chapter 4) when computing the Newton

direction. Taking the effect of symmetric and diagonal dominance on the curvature of the

dual function, we next derive a Newton method that approximates the Newton direction

up-to-any arbitrary precision ε > 0.

To acquire the dual formulation of distributed MTRL, we first introduce a vector of

variables λ = [λT
1 , . . . ,λ

T
dk]

T ∈ Rndk, where λi ∈ Rn is a vector of Lagrange multipliers,

one for each dimension (totalling to dk) of the unknown repository. For distributed com-

putations, we assume that each node only needs to store its corresponding components

λ1(i), . . . ,λdk(i) . The lagrangian acquires the following form:

l(y,λ) =
n∑
i=1

(
fi (y1(i), . . . ,ydk(i)) + y1(i)[Lλ1]i + · · ·+ ydk(i)[Lλdk]i

)
. (3.6)

Hence, we can write the dual function as:

q(λ) =
n∑
i=1

inf
y1(i):ydk(i)

(
fi (y1(i), . . . ,ydk(i))+y1(i)[Lλ1]i+· · ·+ydk(i)[Lλdk]i

)
, (3.7)

which is interestingly separable between the nodes of G.

At this stage, we can develop a distributed second-order algorithm for solving for the

dual variables. Having determined these, we still require a procedure that allows us to
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infer about the primal (i.e., y). We recognize that primal variables can be found as the

solution to the following system of partial differential equations:

∂fi(·)
∂y1(i)

+ [Lλ1]i = 0, . . . ,
∂fi(·)
∂ydk(i)

+ [Lλdk]i = 0. (3.8)

Clearly, Eq( 3.8) is locally defined for each node i ∈ V , since for each r = 1, . . . , dk, we

have:

−[Lλr]i =
∑
j∈N (i)

λr(j)− d(i)λr(i), (3.9)

where N (i) is the neighborhood of node i. As such, each node, i, can construct its own

system of equations by collecting {λ1(j), . . . , λdk(j)} from its neighbours without the

need for full communication. Thus, Eq(3.8) can then be locally solved for determining

the primal variables. For the case of log-concave policies, we can determine the relation

between primal and dual variables in closed form (See Chapter 4).

3.1.4 SDD Property: Preliminaries

Second order techniques usually amout to compute the inverse of a certain Hessian

matrix. For efficient second-order distributed methods, we are in need to be able to in-

vert matrices efficienlty. Consequently, we need to understand essential properties of the

curvature, encoded through the Hessian, of the dual function. Given the SDD property of

the matrix M , we next show that the Hessian of the dual exhibits similar characteristics

which can be exploited for a solver with quadratic convergence.

Our results are based on the following standard assumptions essential for any second-

order method [52]. We note that these assumptions are not restrictive and rather easily
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met in our setting for log-concave policy distributions.

Assumption 1. The cost functions {fi}ni=1 are convex and:

1. twice continuously differentiable with: γ � ∇2fi(·) � Γ, and

2. Lipschitz-Hessian invertible.

∣∣∣∣∣∣∣∣[ ∇2fi

(
vec(Li)

)]−1

−
[
∇2fi

(
vec(Li)

)]−1
∣∣∣∣∣∣∣∣

2

≤ δ
∣∣∣∣∣∣vec(Li)− vec(Li)

∣∣∣∣∣∣
2
,

for some δ and for all vec(Li), vec(Li) ∈ Rdk.

Given the above, we state the first leamma (proved in the appendix):

Lemma 1. The dual HessianH(λ) and gradient∇q(λ) are given by:

1. H(λ) = −M (∇2f(y(λ)))
−1
M ,

2. ∇q(λ) = My(λ).

Next, we show that when determining the Newton direction, these results allow us

to split the problem to SDD-based linear system of equations, which we then efficiently

solve using the results in [53, 54] ultimately leading us to a quadratic solver for MTRL.

3.1.5 SDD Property: Solver

Our aim is to solve MTRL using a Newton-like technique. Our method follows an

approximate Newton direction for descending in the dual as:

λ[l+1] = λ[l] + α[l]d̃[l], (3.10)
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where

• l is the iteration number,

• α[l] the step-size,

• and d̃[l] is the approximation to the exact Newton direction at iteration l.

For efficiency and “fast” convergence, the main goal is to accurately approximate the

Newton direction in a fully distributed fashion. In other words, our goal is to determine

an accurate approximation, d̃[l], to the exact Newton direction, d[l] that is achieved by

solving:

H [l]d[l] = −g[l] (3.11)

Using the results of Lemma 1, we can write Equation 3.11 as:

M
(
∇2f

(
y[l]
))−1

Md[l] = My[l]. (3.12)

Interestingly, Equation 3.12 can be split to two SDD linear systems of the form:

Mz[l] = My[l] and Md[l] = ∇2f
(
y[l]
)
z[l], (3.13)

if we define z[l] to be
(
∇2f

(
y[l]
))−1

Md[l].

The first equation is by itself SDD, while the second can also be mapped to dk-SDD

systems by introducing d[l] =

((
d

[l]
1

)T
, . . . ,

(
d

[l]
dk

)T)T

with each d[l]
r ∈ Rn written as:

Ld[l]
r = b[l]

r , (3.14)
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where b[l]
e ∈ Rn is defined as:

b[l]
e (r) =

dk∑
o=1

(
∂2fr(·)

∂ye(r)∂yo(r)

)
y[l]
o (r), for r = 1, . . . , n and e = 1, . . . , dk. (3.15)

The above computations can be performed completely locally by noting that each

node r ∈ V can compute the rth component of each vector b[l]
1 , . . . , b

[l]
dk. This is true since

such a node stores a local objective fr, as well as the variables y[l]
1 (r), . . . , y

[l]
dk(r).

3.1.6 SDD Solvers Overview

Now present the distributed Newton algorithm for MTPS problems:

Algorithm 1 Distributed Newton Method for MTPS (M ,y[0],∇2f(y[0]), ε1, ε2)
1: l← 0
2: whileMy[l] > ε1 do
3: z[l] ← DistributedSDDSolver(M ,My[l], ε2)
4: for each node r do
5: for i← 1 to dk do
6: node r computes b[l]

i (r)
7: end for
8: end for
9: for i← 1 to dk do

10: d
[l]
i ← DistributedSDDSolver(L,u[l]

i , ε2)
11: end for
12: α[l] ← step size
13: λ[l+1] ← λ[l] + α[l]d[l]

14: y[l+1] = Ω
(
λ[l+1])

15: l← l + 1
16: end while

Our next step is to an develop incremental version of this algorithm that operates in

Lifelong settings that will further improve scalability.
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3.2 Scalable Lifelong MTRL

The success of MTRL methods highly depends on the policy initializations, which

must lead to near optimal trajectories for meaningful updates. Also, as in Equation 3.3,

since their objective functions average loss over all tasks, these methods exhibit non-

vanishing regrets of the form O(R), where R is the total number of rounds in a non-

adversarial setting [56].

Moreover, these methods lack any safety constraints: the optimization over the shared

knowledge L is constraint-free during the transfer process. Thus, such methods may lead

to unbounded control policies with unsafe behavior. In robotics control, such unsafe poli-

cies are a critical issue as they might lead to agents’ damage. In this section, we address

these issues by proposing the first distributed lifelong learner for policy gradient RL oper-

ating in an adversarial framework. Our approach rapidly learns high performance control

policies based on the agents previously learned knowledge and safety constraints on each

task, accumulating knowledge over multiple consecutive tasks to optimize overall per-

formance. Our algorithm exhibits a regret of the form O(
√
R), a quadratic convergence

similar to the exact Newton and a high accuracy that outperforms state-of-the-art methods.

3.2.1 Problem Formulation

We adopt the framework of [57] for lifelong reinforcement learning. Here, the agent

plays a generalized-regret minimization game against an adversary, where at each round

j, it observes a task, tj , through a set of ntj trajectories {τ (1)
tj , . . . , τ

(ntj )

tj }, where each

trajectory has a length Mtj . To abide by physical constraints, we further assume that each
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task is equipped with safety constraints on the bounds of the actions, expressed as

E
[
|a(tj)
h |
]
≤ amax for any time-step, and for any task tj. (3.16)

To support knowledge transfer between tasks, we follow the framework proposed in [11,

12, 28], where we assume that each task’s policy parameters θtj ∈ Rd at round j can

be written as a linear combination of a shared latent basis L ∈ Rd×k with task-specific

vectors stj ∈ Rk, i.e., θtj = Lstj . Consequently, the optimization problem we are

interested in after r rounds can be written as:

min
L,S

r∑
j=1

[ηtj ltj(Lstj)] + µ1||S||2F + µ2||L||2F

s.t. ||stj ||2 ≤ δ1 ∀tj ∈ Ir, (3.17)

E[||u(tj)
m ||2] ≤ δ2, ∀tj ∈ Ir,∀m,

where ηtj ∈ R is a weighting factor for a task tj3, ||A||F denotes the Frobenius norm

of matrix A, δ1 and δ2 are bounding constraints on the task-specific vectors and applied

actions respectively. Furthermore, Ir = {t1, . . . , tr} denotes the set of all tasks observed

so-far through round r, and S is the collection of all task-coefficients defined ∀h as:

S(:, h) =


sth if th ∈ Ir

0 otherwise.

3We will specialize the choice of ηtj when performing the regret analysis to 1√
r

to acquire vanishing
regrets.
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As described in [56], the loss function ltj(αtj) corresponds to a policy gradient learner

for task tj , which can be bounded as:

log[ltj(θtj)] ≥ E

Mtj−1∑
m=0

log
[
πθtj

(
u(tj)
m |x(tj)

m

)]+ cnst. (3.18)

Therefore, our goal is to minimize the following objective:

min
L,S

ηtj
ntj

ntj∑
k=1

Mtj−1∑
m=0

log
[
πθtj

(
u(tj)
m |x(tj)

m

)]
+ µ1||S||2F + µ2||L||2F

s.t. ||stj ||2 ≤ δ1 ∀tj ∈ Ir,E[||u(tj)
m ||2] ≤ δ2, ∀tj ∈ Ir,∀m, (3.19)

3.2.2 Online Formulation

The authors in [56] have shown that the above optimization problem can be mapped

to the standard online learning framework in two-steps. The first step introduces a vec-

tor α =
[
vecT(L), vecT(S)

]T ∈ Rdtotal that unrolls (column-wise) each of the shared-

repository L and the task-specific-coefficient matrix S. In the second step, we define

Ψ0(α) = µ2

dk∑
i=1

α2
i + µ1

dtotal∑
i=dk+1

α2
i (3.20)

and

Ψj(α) = Ψj−1(α) + ηtj ltj(α) (3.21)

to show that lifelong policy search can be written as:

αr+1 = arg min
α∈K

Ψr(α), (3.22)
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where K ⊆ Rdtotal is the set of allowable policy parameters given the constraints.

Given the online formulation of lifelong policy gradients, the authors in [56] proposed

a two-step solver for minimizing the regret. In the first, they determined the unconstrained

solution, α̃r, whenK = Rdtotal , while in the second they derived the constraint solution α̂r

by learning a projection ProjΨr,K (α̃r) to the constraint set K ⊆ Rdtotal which amounts to

minimizing the Bregman divergence over Ψr(α).

Though achieving vanishing regret, the solution methods currently used for lifelong

policy search suffer from computational problems, especially when considering the un-

constrained solution α̃r. The reason behind this limitation can be traced-back to adopting

central processing unit. To clarify, consider determining αr, which amounts to solving

the following optimization problem:

min
L,S

r∑
j=1

[ηtj ltj(Lstj)] + µ1||S||2F + µ2||L||2F. (3.23)

Since ltj(Lstj) is not jointly convex in bothL and stj , alternating optimization is typ-

ically followed. The problem can be approximated separately in each stj , however, the

repository L is shared between the tasks and computing it requires a sum tracing-back to

the initial round r = 1. Clearly, as the number of rounds grows-large, relying on central-

ized processing units becomes prohibitive due to memory and computational constraints.

As such, our goal now is to develop an efficient distributed method for lifelong policy

gradients to solve the above problems.

Before commencing, we first need to re-cast lifelong policy search within a relevant

distributed optimization framework as we detail next.
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3.2.3 Distributed Lifelong MTRL

In this section, we map distributed lifelong MTRL to general consensus optimization.

To commence, we assume the availability of multiple processors that are connected via

an undirected graph G = (V , E), with V denoting the n-set of nodes (processors) and E

the m-set of edges. Furthermore, we assume that task trajectories are distributed among

the nodes of G obeying the following condition: each task is assigned to the same node

i ∈ V even if it was observed multiple times through the r rounds.

As such, we can split Ir into n-disjoint subsets Ind(r)
1 , . . . , Ind(r)

n such that∪ni=1Ind(r)
i =

Ir. Hence, we can rewrite the optimization problem needed for the shared repository L

in an equivalent distributed form as:

min
vec(L1):vec(Ln)

n∑
i=1

|Ind(r)i |∑
k=1

ηtk ltk((sTtk ⊗ Id×d)vec(Li))µ2||vec(Li)||22 (3.24)

subject to vec(L1) = · · · = vec(Ln),

where we have used vec(Lstk) = (stk ⊗ Id×d)vec(L) as a vectorized version of Lstk

with ⊗ being the Kronecker product and Id×d the d-dimensional identity matrix. Here,

the constraint vec(L1) = · · · = vec(Ln) ensures consensus by guaranteeing one shared

repository.

To commence with our distributed formulation, we next introduce a set of dk vec-

tors, y1, . . . ,ydk, each in Rn. The goal of these vectors is to hold the ith component of

vec(L1), . . . , vec(Ln), where yl = [vec(L1)(l), . . . , vec(Ln)(l)] for all l = 1, . . . , dk. Us-

ing these vectors and the graph Laplacian L, we can rewrite the consensus constraints

as Ly1 = 0, . . . ,Lydk = 0. Thus, the optimization problem in Equation 3.24 can be
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rewritten as:

min
y1:ydk

n∑
i=1

fi(y1(i), . . . ,ydk(i)), (3.25)

subject to Ly1 = 0, . . . ,Lydk = 0,

where

fi(y1(i), . . . ,ydk(i)) =

|Ind(r)i |∑
k=1

ηtk ltk ((stk ⊗ Id×d)ỹi) + µ2||ỹi||22, (3.26)

with ỹi = [y1(i), . . . ,ydk(i)]
T denoting vec(Li).

Finally, we rewrite the above more concisely by introducingM = Idk×dk ⊗L to be a

block diagonal matrix having Laplacian diagonal elements, and y ∈ Rndk to be a vector

concatenating y1 : ydk:

min
y

n∑
i=1

fi(y1(i), . . . ,ydk(i)), (3.27)

s.t. My = 0.

At this stage, we are ready to tackle the above problem using any standard optimization

technique such as, dis- tributed gradients [15], distributed ADMM [16, 17], or even dis-

tributed Newton methods [18, 49, 21]. Unfortunately, such distributed first-order-methods

achieve at best linear convergence, while second-order ones are either inaccurate or com-

putationally expensive. To remedy these problems, we will rely on the distributed Newton

method that is both accurate and efficient. This solver which was described in Section 3.1

will be briefly presented next.
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3.2.4 Unconstrained Solution

After introducing a vector of variables λ =
[
λT

1 , . . . ,λ
T
dk

]T ∈ Rndk, where λi ∈ Rn

is a vector of Lagrange multipliers, one for each dimension of the unknown repository,

we derive the Lagrangian and we write the dual function as:

q(λ) =
n∑
i=1

inf
y1(i):ydk(i)

(
fi(y1(i), . . . ,ydk(i)) (3.28)

+ y1(i) [Lλ1]i + · · ·+ ydk(i) [Lλdk]i

)
,

which is separable between the nodes of G. As detailed in [58], we recognize that pri-

mal variables can be found as the solution to the following system of partial differential

equations:

∂fi(·)
∂y1(i)

= −[Lλ1]i, . . . ,
∂fi(·)
∂ydk(i)

= −[Lλdk]i. (3.29)

We solve the problem above using a Newton-like technique, where our method follows

an approximate Newton direction the dual, i.e.,

λ[l+1] = λ[l] + αld̃
[l], (3.30)

where l is the iteration count, αl is the step-size, and d̃[l] is an “accurate” approximation

to the exact Newton direction at iteration l. For efficient operation, the main goal is to

accurately approximate the Newton direction in a fully distributed fashion. This can be

achieved with the help of the SDD properties of the dual Hessian as follows. To see this,

recall that the exact Newton computes:

H [l]d[l] = −g[l] →M
[
∇2f

(
y[l]
)]−1

Md[l] = My[l]. (3.31)
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We notice that Equation 3.31 can be simplified to the following SDD linear system:

Md[l] = ∇2f
(
y[l]
)
y[l]. (3.32)

The above is by itself can be split into dk-distributed-SDD systems and solved in a dis-

tributed fashion. To explicitly show the mapping to dk-SDD systems, we commence by

introducing d[l] =

((
d

[l]
1

)T
, . . . ,

(
d

[l]
dk

)T)T

with each d[l]
z ∈ Rn for any z = {1, . . . , dk}.

Hence, it is easy to see that the above equation can split to the following collection of lin-

ear systems for all o = 1, . . . , n:

Ld[l]
1 = b

[l]
1 , . . . ,Ld

[l]
dk = b

[l]
dk, (3.33)

where b[l]
1 , . . . , b

[l]
dk ∈ Rn is defined as:

[b
[l]
1 ]o =

dk∑
i=1

∂2fo
∂[y1]o∂[yi]o

[y
[l]
i ]o (3.34)

...

[b
[l]
dk]o =

dk∑
i=1

∂2fo
∂[ydk]o∂[yi]o

[y
[l]
i ]o.

At this stage, we can feed our SDD systems to the SDD solver described in Section 3.1 to

obtain our unconstrained solution efficiently and accurately.

3.2.5 Constrained Solution

Having determined the unconstrained solution α̃r+1, we next derive the solution of the

constrained problem formulated in 3.22 by learning a projection ProjΨr,K(α̃r+1) to the
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constraint set K. The constrained solution α̂r+1 is achieved by minimizing the Bregman

divergence BΨr,K
(
α, α̂r+1

)
over Ψr as follows:

α̂r+1 = arg min
α∈K

BΨr,K
(
α, α̂r+1

)
(3.35)

where the Bregman divergence is defined as:

BΨr,K
(
α, α̂r+1

)
= Ψr(α) − Ψr(α̃r+1) − trace

(
∇αΨr(α)

∣∣∣∣
α̂r+1

(
α − α̃r+1

))
(3.36)

Solving Equation 3.35 becomes prohibitively expensive as the number of rounds grows

large since the term Ψr(α) requires a sum back to the original round. To solve this

problem, we perform a first-order Taylor approximation around the constrained solution

of the previous round α̂r as:

ltr(û) = f̂tr

∣∣∣∣T
α̂

û (3.37)

where

f̂tr

∣∣∣∣
α̂

=


∇αltr(α)

∣∣∣∣
α̂

ltr(α)

∣∣∣∣
α̂

−∇αltr(α)

∣∣∣∣
α̂

α̂

 , û =

 u
1

 .
Given the above linear form, our problem in Equation 3.35 is cast to solving the following

problem:

α̂r+1 = arg min
α∈K

BΨ0,K
(
α, α̂r+1

)
(3.38)
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which leads to solving the following optimization problem:

minimize
L,S

µ1 ‖S‖2
T + µ2 ‖L‖2

T + 2µ1trace
(
ST

∣∣∣∣
α̃r+1

S

)
(3.39)

+ 2µ2trace
(
LT

∣∣∣∣
α̃r+1

L

)
subject to ||stj ||2 ≤ δ1 ∀tj ∈ Ir,

E[||u(tj)
m ||2] ≤ δ2, ∀tj ∈ Ir, ∀m, (3.40)

The problem in Equation 3.39 includes a bound constraint on the expected value of the

norm of the applied actions which leads to a stochastic program. Typically, stochastic

programs can be much more difficult to solve than the the deterministic version of them.

In this work, we are going to use a sample average approximation of the expected value

constraintand the problem amounts to solve the following:

minimize
L,S

µ1 ‖S‖2
T + µ2 ‖L‖2

T + 2µ1trace
(
ST

∣∣∣∣
α̃r+1

S

)
(3.41)

+ 2µ2trace
(
LT

∣∣∣∣
α̃r+1

L

)
subject to ||stj ||2 ≤ δ1 ∀tj ∈ Ir,

1

Mtj

Mtj−1∑
m=0

||u(tj)
m ||2 ≤ δ2,∀tj ∈ Ir,∀m, (3.42)

With this formulation, we expressed ProjΨr,K (α̃r) as a solution to a quadratically

constrained quadratic program (QCQP) which can be solved using interior point methods

as done in semidefinite programming [52, 59, 60, 61].

Having formulated the problem in both settings: batch and online, we next prove
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theoretical properties that our algorithms have. We also describe the experimental settings

in which we validated our methods and the results we achieved.
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Chapter 4

Results

In this section we present the results of our distributed MTRL solver described in

Section 3.1 as well as the results of our distributed Lifelong MTRL described in Section

3.2. We first give theoretical guarantees to our approaches and then we proceed by giving

empirical validation on dynamical systems.

4.1 Distributed MTRL: Quadratic Convergence

4.1.1 Theoretical Guarantees

Theorem 1. Let Γ, γ, be the constants defined in Assumption 1, µn(L), µ2(L) be the

largest and the second smallest eigenvalues of L, respectively, and ε ∈
(

0, µ2(L)
µn(L)

√
γ
Γ
µ2(L)
µn(L)

]
.

Consider the following iteration scheme: λ[l+1] = λ[l]+α?d̃[l],where α? =
(
γ
Γ

)2
(
µ2(L)
µn(L)

)4
1−ε

(1+ε)2
.

Then the distributed Newton algorithm exhibits the following convergence phases:

• Strict Decrease Phase: while
∣∣∣∣g[l]

∣∣∣∣
M
≥ η1: q

(
λ[l+1]

)
−q
(
λ[l]
)
≤ − γ3

Γ2

(
1−ε
1+ε

)2 µ42(L)

µ7n(L)
η2

1,

• Quadratic Decrease Phase: while η0 ≤
∣∣∣∣g[l]

∣∣∣∣
M
≤ η1:

∣∣∣∣g[l+1]
∣∣∣∣
M
≤ 1

η1

∣∣∣∣g[l]
∣∣∣∣2
M
,
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where η0 ∈ R.

4.1.2 Empirical Validation

Experimental Setup

We conducted two sets of experiments to compare against distributed and lifelong

learning methods. On the distributed side, we evaluated our algorithm against five other

approaches being:

1. Accelerated Dual Descent (ADD) [48]

2. Accelerated Direction Method of Multipliers (ADMM) [30]

3. Distributed Averaging (D-Avg) [62]

4. Network Newton [31, 49]

5. and Distributed Sub-gradients (D-subgrad) [63].

We are chiefly interested in the convergence speeds of both the objective value and con-

sensus error, as well as the communication overhead and running times of these ap-

proaches. The comparison against [30] (which we title as distributed ADMM in the

figures) allows us to understand whether we surpass state-of-the-art, while that against

ADD and network-newton sheds-the-light on the accuracy of our Newton’s direction ap-

proximation. When it comes to online methods, we compare our performance in terms

of jump-start and asymptotic performance to standard PG [33], PG-ELLA [57] and GO-

MTL [28].
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Closed-Form Relation Primal-Dual:

Before diving into the details of the dynamical systems used, here we standardize each

task’s as a quadratic form and write the closed-form relation between the primal and dual

variables:

fi(vec(Li)) = vec(Li)
T

[
Ti∑
t=1

AT
t ΓtAt + µ2Idk×dk

]
vec(Li)

− 2

Ti∑
t=1

θ̃?,Tt,localΓtAtvec(Li) +

Ti∑
t=1

θ̃?,Tt,localΓtθ̃
?
t,local, (4.1)

withAt = sTt ⊗ Id×d.

Denoting vec(Li) = [y1(i), . . . , ydk(i)]
T, we can rewrite fi as:

fi(y1(i), . . . , ydk(i)) =

dk,dk∑
p=1,l=1

[Pi]plyp(i)yl(i)− 2
dk∑
p=1

[ci]pyp(i) + ui,

where

• Pi =
∑Ti

t=1A
T
t ΓtAt + µ2Idk×dk

• cTi =
∑Ti

t=1 θ̃
?,T
t,localΓtAt

• and ui =
∑Ti

t=1 θ̃
?,T
t,localΓtθ̃

?
t,local.

Given the above, primal variables can be recovered from the dual in a closed form using:



y1(i)

y2(i)

...

ydk(i)


[λ1,...,λdk]

= P−1
i

[
ci −

1

2
[LΛ]Ti,:

]
,
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where [LΛ]i,: is ith row of LΛ with Λ being a matrix concatenating all dual vectors.

Dynamical Systems:

Now we move to describe the five dynamical systems we validated our approach

against:

• Simple Mass (SM) The spring mass-damper system is characterized by three pa-

rameters: spring and damping constants and the mass. The state is given by the

position and velocity of the mass, which varies according to linear force. The goal

is to control the mass to be in a specific state.

• Double Mass (DM) The double spring-mass-damper has six parameters: two spring

constants, damping constants, and two masses. The state is given by the position

and velocity of both masses. The goal is to control the first mass to a specific state,

while only applying a linear force to the second.

• Cart Pole (CP) The dynamics of the inverted pendulum are characterized by the

cart’s and pole’s masses, the pole’s length, and a damping parameter. The state is

characterized by the cart’s position and velocity, and the pole’s angle and angular

velocity. The goal is to balance the pole upright.

• Helicopter (HC) This linearized model of a CH-47 tandem-rotor helicopter as-

sumes horizontal motion at 40 knots. The main goal is to stabilize the helicopter by

controlling the collective and differential robot thrust.

• Humanoid Robot (HR) The eMOSAIC model describes the dynamics of a hu-
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manoid robot CB-i [64]. Each module is composed of a state estimator, responsi-

bility predictor, value function estimator, and a controller. The dynamical model

parameters were obtained from [64], which considered a 36 dimensional state and

control vectors.

Results

Number of iterations to converge: We were first interested in comparing the num-

ber of iterations that our algorithm took to converge compared to state-of-the-art algo-

rithms. For this, we generated 5000 SM, 500 DM, and 1000 CP tasks by varying the

dynamical parameters of each of the above systems. Local controllers were acquired

using an LQR-like technique, where we assumed linear policy parameterizations for all

tasks1. These tasks were then distributed over graphs with edges generated uniformly

at random. Namely, a graph of 10 nodes and 25 edges was used for both SM and DM

experiments, while a one with 50 nodes and 150 edges for the CP. To distribute our com-

putations, we made use of MATLAB’s parallel pool running on 10 nodes. For all methods,

tasks were assigned evenly across 10 agents2. An ε = 1/100 was provided to the SDD

solver in [54] for determining the approximate Newton direction in all cases. Step-sizes

were determined separately for each algorithm using a grid-search-like technique over

{0.01, 0.1, 0.2, 0.3, 0.5, 0.6, 0.9, 1} to ensure best operating conditions. We used the local

objective and the consensus error (i.e., the error measuring the deviation from agreement

among the nodes) as performance metrics. The Table 4.1.2 reports the number of itera-

tions needed for convergence to minimal consensus error and objective values per each

1We followed the experimental procedure of PG-ELLA [57], where we approximated the objective using
a second-order expansion.

2When graphs grew larger, nodes were grouped together and provided to one processor.
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algorithm for the SM, DM, and CP systems. Clearly, our method (SDD-Newton) outper-

forms others for converging to a low (i.e., 10−8) consensus error.

SDD-Newton ADD Net-Newton ADMM D-Avg D-subgrad

SM 101 102 ≈ 102 ≈ 104 ≈ 104 ≈ 105%
DM 102 103 ≈ 105 ≈ 104 ≈ 105 ≈ 105%
CP 103 104 ≈ 105 ≈ 105 ≈ 105 ≈ 105%

Table 4.1: Number of iterations until convergence to low consensus error in low-
dimensional policies

.

Having shown that our method is capable of outperforming others when the number

of tasks increase, now we are interested in the case when both the number of tasks is

large, and the policies are high dimensional. To evaluate this setting, we generated 500

helicopter systems and 100 humanoid robots by varying dynamical parameters according

to the scheme detailed in [65] and [64], respectively. For HC, we considered 12 dimen-

sional stabilizing policies, while in the HR case we had 36 dimensional ones responsible

for ensuring stable walking motions. Objective value and consensus error results are re-

ported in Figures 4.1, 4.2, 4.3 and 4.4 for both systems. These again validate our previous

conclusion where SDD Newton converges in about 104 iterations to low consensus errors

compared to over 105 for ADD-Newton being the second best performing algorithm.
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Figure 4.1: Objective value versus the number of iterations of HC system
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Figure 4.2: Objective value versus the number of iterations of HR system
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Figure 4.3: Consensus error versus the number of iterations of HC system
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Figure 4.4: Consensus error versus the number of iterations of HR system

47



Communication Overhead: It can be argued that our improved results arrive at a

high communication cost between processors. This can be true as our method relies on

an SDD-solver while others allow for only few messages per iteration. We conducted an

experiment measuring local communication exchange with respect to accuracy require-

ments. Results on the HC system, reported in Figure 4.5, demonstrate that this increase

is negligible compared to other methods. Clearly, as accuracy demands increase so does

the communication overhead of all algorithms. Distributed SDD-Newton has a growth

rate proportional to the condition number of the graph being much slower compared to

the exponential growth observed by other techniques.
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Figure 4.5: Communication overhead in the HC case

Running Times: Having shown small increase in communication cost, now we turn

our attention to assess running times to convergence on all dynamical systems. Figures 4.6

and 4.7 report running times to convergence computed according to a 10−5 error threshold.

48



All these experiments were run on a small random graph of 20 nodes and 50 edges.

Clearly, our method is faster when compared with others in both cases of low and high-

dimensional policies.
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Figure 4.6: Time to converge in low-dimensional systems
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Effect of graph topology: A final question to be answered is the effect of different

graph topologies on the performance of SDD-Newton. Taking the HC benchmark, we

generated four graph topologies representing small (S. Random), medium (M. Random),

and large (L. Random) random networks, and a bar-bell graph with nodes varying from

10 to 150 and edges from 25 to 250. The bar-bell contained 2 cliques formed by 10

nodes each and a 10 node line graph connecting them. We then measured the number

of iterations required by all algorithms to achieve a consensus error of 10−5. Figure 4.8

reports these results showing that our method is again faster than others.
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Figure 4.8: Effect of graph topologies

Comparison to Lifelong RL: We finally assessed our method in comparison to cur-

rent MTRL literature, including PG-ELLA [57] and GO-MTL [28]. For the experimental

procedure, we followed the technique described in [30], where the reward function was

given by −
√
xh − xref, with xref being the reference state. As base-learners we used
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eNAC [66], which acquired 1000 trajectories with a length of 150 each. We report jump-

start and asymptotic performance in Figures 4.9 and 4.10 respectively. These results show

that our method can match others in terms of jump-start and asymptotic performance

(sometimes outperforming them (see HC and DM)), while requiring less iterations. Note

that these results for Dist-ADMM required at least 2 orders of magnitude more iterations

compared to ours3. Moreover, it is clear that our method outperforms streaming models,

e.g., PG-ELLA.
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Figure 4.9: Jump Start Performance

3In the DM setting, for instance, our method converged in about 100 iterations compared to over 104.
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Having reported the theoretical and experimental results of our Distributed MTRL

method, we next move to validate our Distributed Lifelong MTRL method both empiri-

cally and theoretically.

4.2 Distributed Lifelong MTRL: Sublinear Regret

In this section, we theoretically prove a sublinear regret of the form O(
√
R) that

guarantees a vanishing regret over R rounds of the form O(
√
R
R

) −→
R→∞

0. We then move

to some dynamical systems we used in Section 4.1 to empirically validate our approach.
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4.2.1 Theoretical Guarantees

Before stating our algorithm, we need to state some claims and lemmas that lead to

the proof our the sublinear regret property.

• Claim 0: The Frobenius norm of the shared basis L can be bound as follows:

p ≤ ‖L‖2 ≤ ‖L‖F ≤ q (4.2)

with p = δ1
δΦmax

and q =
√
dδ2.

• Claim 1:The norm of the gradient of the loss function satisfies:

∥∥∥∥∇αtj
ltj(αtj)

∣∣∣
θ̂r

∥∥∥∥
2

≤
Mtj

σ2
tj

[(
umax +

∥∥∥∥αtj ∣∣∣
θ̂r

∥∥∥∥
2

Φmax

)
Φmax

]
(4.3)

when π(t)
αtj

(u
(k,t)
m |a(k,t)

m )
∣∣∣
θ̂r

= N
(
αT
tj

∣∣
θ̂r

Φ(x
(k,t)
m ),σtj

)
, with:

. x(k,t)
m ∈ X tj

. and u(k,t)
m ∈ Utj

Assuming that the actions u(k,t)
m lie within a unit ball for all tasks t and trajectories

k thus

. umax = maxk,h
{∣∣∣u(k,t)

m

∣∣∣}
. and Φmax = maxk,h

{∥∥∥Φ(x(k,t)
m

)∥∥∥
2

}
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• Claim 2: Using p ≤ ‖L‖2 ≤ q, we can bound
∥∥∥∥∇αtj

ltj(αtj)
∣∣∣
θ̂r

∥∥∥∥
2

as follows

∥∥∥∥∇αtj
ltj(αtj)

∣∣∣
θ̂r

∥∥∥∥
2

≤
Mtj

σ2
tj

[(
umax + qδ1Φmax

)
Φmax

]
(4.4)

The previous claims lead us to state the following lemmas.

Lemma 2. bounding the norm of the gradient of the loss function in terms of the safety

constraints ∥∥∥∥∇αtj
ltj(αtj)

∣∣∣
θ̂r

∥∥∥∥
2

≤
Mtj

σ2
tj

[(
umax + qδ1Φmax

)
Φmax

]
(4.5)

Lemma 3. bounding the norm of the gradient of the loss function evaluated at θ̂r

∥∥∥∥∇θltj(θ)
∣∣∣
θ̂r

∥∥∥∥2

2

≤
(
δ2

1 + q × d
) ∥∥∥∥∇αtj

ltj(θ)
∣∣∣
θ̂r

∥∥∥∥2

2

(4.6)

Lemma 4. bounding the L2 norm of the solution of the constrained problem at round

r − 1 in terms of the constraints as:

∥∥∥θ̂r∥∥∥2

2
≤ q × d+ δ2

1 |Ir−1| (4.7)

Lemma 5. bounding the L2 norm of the linearization of the loss function ltj(θ) around

θ̂r

∥∥∥∥f̂tj ∣∣∣
θ̂r

∥∥∥∥
2

≤
∥∥∥∥∇θltj(θ)

∣∣∣
θ̂r

∥∥∥∥
2

(
1 +
∥∥∥θ̂r∥∥∥

2

)
+
∣∣∣ ltj(θ)

∣∣∣
θ̂r
≤ γ1(r)

(
1 + γ2(r)

)
+ δltj (4.8)

Where
∣∣∣ ltj(θ)

∣∣∣
θ̂r
≤ δltj ∈ R, and γ1(r) and γ2(r) defined as follows:

γ1(r) = δ1 +
√
q × d
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γ2(r) ≤
√
d× q + δ1

√
|Ir−1|

Theorem 2 (Sublinear Regret). After R rounds and and with the following initialization

ηtj = η = 1√
R
∀f , L

∣∣∣
θ̂1

= diagk(ζ), with diagk(ζ) being a diagonal matrix among the

k columns of L, ζ satisfies p ≤ ζ2 ≤ q and S
∣∣∣
θ̂1

= 0k×|T |, the distributed lifelong

reinforcement learner exhibits sublinear regret of the form:

R∑
j=1

ltj
(
θ̂r
)
− ltj(u) = O(

√
R) ∀u ∈ K (4.9)

4.2.2 Empirical Validation

This section provides empirical validation for the proposed Distributed Lifelong MTRL.

We compared our technique against five other approaches being: ADD, ADMM, Dis-

tributed Averaging, Network Newton and Distributed Sub-gradients (as in Section 4.1).

Dynamical Systems

Our experiments ran on the following dynamical systems4:

• Simple Mass (SM).

• Double Mass (DM).

• Carte Pole (CP).

Experimental Setup:

We generated 5000 SM, 500 DM, and 1000 CP tasks by varying the dynamical param-

eters of each of the above systems. Local controllers were acquired using an LQR-like
4The dynamical systems were described in Section 4.1
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technique, where we assumed linear policy paramterization for all tasks. These tasks were

then distributed over graphs with edges generated uniformly at random. Here, a graph of

10 nodes and 25 edges was used for both the SM and DM systems, while a one with

50 nodes and 150 edges for the CP. Step-sizes were determined using a grid-search like

technique for all algorithms to guarantee best operating conditions. We used the local

objective and consensus error as performance metrics.

Results

Figures 4.11, 4.12, 4.13, report the objective value decrease versus the number of iter-

ations. Figures 4.14, 4.15, 4.16, report the consensus error versus the number of iterations

in our algorithm as well as state-of-the-art methods. Clearly, our method (SDD Newton)

outperforms others significantly in both the number of iterations to reach a low consensus

error as well as the number of iteration needed to converge.
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Figure 4.11: Objective value versus the number of iterations of SM system
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Figure 4.12: Objective value versus the number of iterations of DM system
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Figure 4.14: Consensus error versus the number of iterations of SM system
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Chapter 5

Conclusion

In this work, we proposed a distributed solver for MTRL methods that outperforms

state-of-the-art methods and exhibits quadratic convergence. We introduced a novel re-

formulation of MTRL as an instance of Laplacian based general consensus. We then

exploited the SDD property of the curvature of our dual problem to arrive at our efficient

solver while guaranteeing accurate solutions.

We then extended our work and developed the first distributed MTRL solver operating

in adversarial framework. Our approach rapidly learns high performance control policies

based on the agent’s previously learned knowledge and safety constraints on each task, ac-

cumulating knowledge over multiple consecutive tasks to optimize overall performance.

Our online solver exhibits a sublinear regret thus outperforming current methods.

We analyzed the performance of our method both theoretically and empirically. On

the theory side, we presented a formal proof of quadratic convergence. On the empirical
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side, we showed that our new technique outperforms state-of-the-art methods from both

distributed optimization and lifelong reinforcement learning on a variety of graph topolo-

gies. We further showed that these improvements arrive at relatively small increases in

the communication overhead between the nodes.

Future work

In future, we plan to extend to cross-domain lifelong learning: Our previous methods

have been limited to a single task domain. If tasks are diverse, i.e. belong to different do-

mains, direct knowledge reuse is not applicable. Several approaches to this cross-domain

transfer problem have been developed but have not been studied yet in distributed life-

long settings. In the future, we are planning to develop a new distributed method for

cross-domain transfer in lifelong settings.
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Appendix

Hessian of fi

fi =

Ti∑
t=1

Jt
(
(s(t)T ⊗ Id×d)vec(Li)

)
+ µ1‖s(t)‖1 + µ2‖vec(Li)‖2

2 (1)

Computing∇vec(Li)fi:

First we consider∇vec(Li)J
(
(s(t)T ⊗ Id×d)vec(Li)

)
:

Since

Jt(θ(t)) ∝
∫
T
pθ(t)(τ

(t))R(t)(τ (t)) log
pθ(t)(τ

(t))R(t)(τ (t))

pθ(t)(τ
(t))

dτ (t) =∫
T
pθ̃(t)(τ

(t))R(t)(τ (t)) log
(
pθ(t)(τ

(t))R(t)(τ (t))
)
dτ (t)−

∫
T
pθ(t)(τ)R(τ (t)) log

(
pθ̃(t)(τ)

)
dτ (t)

(2)

Thus∇vec(Li)fi becomes:

∇vec(Li)Jt(θ(t)) = −
∫
T
pθ(t)(τ

(t))R(t)(τ (t))∇vec(Li) log
(
pθ̃(t)(τ

(t))
)

(3)
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But

pθ̃(t)(τ
(t)) = P0(x0)

H∏
h=0

p(xh+1|xh,ah)πθ̃(t)(ah|xh) (4)

Thus

log pθ̃(τ) = logP0(x0) +
H∑
h=1

log p(xh+1|xh,ah) +
H∑
h=1

log
(
πθ̃(ah|xh)

)
(5)

Consequently,

∇vec(Li)Jt(θ(t)) = −
∫
T
pθ̃(τ)R(τ)

H∑
h=1

∇vec(Li) log
(
πθ̃(t)(ah|xh)

)
(6)

= −E
[( H∑

h=1

∇vec(Li) log
(
πθ̃(t)(ah|xh)

))
R(t)(τ (t))

]
(7)

And∇vec(Li)(µ2‖vec(Li)‖2
2) = 2µ× vec(Li)

Computing∇2
vec(Li),vec(Li)

fi:

Similarly,

∇2
vec(Li),vec(Li)

Jt(θ(t)) =−
∫
T
pθ̃(t)(τ

(t))R(τ (t))∇2
vec(Li),vec(Li)

log
(
πθ̃(t)(ah|xh)

)
=− Eθ(t)

[( H∑
h=1

∇2
vec(Li),vec(Li)]

log
(
πθ̃(t)(ah|xh)

))
R(t)(τ)

] (8)

And∇2
vec(Li),vec(Li)

(µ2‖vec(Li)‖2
2) = 2µ× Idk×dk
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Estimation: Episodic REINFORCE

In episodic REINFORCE: a(t) = θ(t)Tx
(t)
h + εh, with εh is used to introduce noise

and εh follows a normal distributionN (0, σ2) thus π(a
(t)
h |x

(t)
h ) ~N (θ(t)Tx

(t)
h , σ

2). There-

fore:

π(t)(a
(t)
h |x

(t)
h ) =

1√
2πσ2

exp{ −1

2σ2
(a(t) − θ(t)Tx

(t)
h )2} (9)

Thus

log
(
π(t)(a

(t)
h |x

(t)
h )
)

= log(
1√

2πσ2
)− 1

2σ2
(a(t) − θ(t)Tx

(t)
h )2

= log(
1√

2πσ2
)− 1

2σ2

(
a(t) −

(
(s(t)T ⊗ Id×d)vec(Li)

)T
x

(t)
h

)2

(10)

And

∇vec(Li)log
(
πθ̃(t)(ah|xh)

)
=
−1

2σ2
× 2×

(
a(t) −

(
(s(t)T ⊗ Id×d)vec(Li)

)T
x

(t)
h

)
×
(
s(t)T ⊗ Id×d

)T
xh

(11)

∇2
vec(Li),vec(Li)

log
(
πθ̃(t)(ah|xh)

)
=

1

σ2

(
xh
(
s(t)T ⊗ Id×d

)T)T(
xh
(
s(t)T ⊗ Id×d

)T)
(12)

Finally

∇2
vec(Li),vec(Li)

fi = −Eθ(t)
[( H∑

h=1

1

σ2

(
xh
(
s(t)T⊗Id×d

)T)T(
xh
(
s(t)T⊗Id×d

)T)R(t)(τ)

]
+2µ×Id×d

(13)

Previous formulation is suitable for one dimensional action space. We generalize previous

notions to multidimensional action case. To do so we consider a matrix Φ(x
(t)
h ) ∈ Rm×d
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that encodes features of the state space at time step h having the agent at state x(t)
h . Con-

sequently, the action a(t)
h can be written as:

a
(t)
h = Φ(x

(t)
h )θ(t) + ε (14)

where ε ∈ Rm is a Gaussian noise, ε~(0,Σ
(t)
h ) and Σ

(t)
h is task specific covariance matrix

at a specific time step h.

Thus the stochastic multidimensional policy πθ(t) ~(Φ(t)θ(t),Σ
(t)
h ) and

πθ(t)(a
(t)
h |x

(t)
h ) =

1

(2π)m/2|Σ| 12
exp{−1

2
(a

(t)
h − Φ

(t)
h θ

(t))TΣ−1(a
(t)
h − Φ

(t)
h θ

(t))} (15)

log πθ(t)(a
(t)
h |x

(t)
h ) = − log

(
(2π)m/2|Σ|

1
2

)
− 1

2
(a

(t)
h − Φ

(t)
h θ

(t))TΣ−1(a
(t)
h − Φ

(t)
h θ

(t))

(16)
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∇vec(Li)

(
log πθ(t)(a

(t)
h |x

(t)
h )
)

= ∇vec(Li)

[
− log

(
(2π)m/2|Σ|

1
2

)
− 1

2
(a

(t)
h − Φ

(t)
h θ

(t))TΣ−1(a
(t)
h − Φ

(t)
h θ

(t))

]
= ∇vec(Li)

[
− 1

2

(
a

(t)T
h − θ(t)TΦ

(t)T
h

)(
Σ
−1(t)
h a

(t)
h −Σ

−1(t)
h Φ

(t)
h θ

(t)

)]
= −1

2
∇vec(Li)

[
a

(t)T
h Σ

−1(t)
h a

(t)
h − a

(t)T
h Σ

−1(t)
h Φ

(t)
h θ

(t) − θ(t)TΦ
(t)T
h Σ

−1(t)
h a

(t)
h +

θ(t)TΦ
(t)T
h Σ

−1(t)
h Φ

(t)
h θ

(t)

]
= −1

2
∇vec(Li)

[
a

(t)T
h Σ

−1(t)
h Φ

(t)
h (s(t)T ⊗ Id×d)vec(Li)

− vec(Li)
T(s(t)T ⊗ Id×d)TΦ

(t)T
h Σ

−1(t)
h a

(t)
h

+ vec(Li)
T(s(t)T ⊗ Id×d)TΦ

(t)T
h Σ

−1(t)
h Φ

(t)
h (s(t)T ⊗ Id×d)vec(Li)

]
= (s(t)T ⊗ Id×d)TΦ

(t)T
h Σ

−1(t)
h

(
a

(t)
h + Φ

(t)
h (s(t)T ⊗ Id×d)vec(Li)

)
(17)

∇2
vec(Li),vec(Li)

(
log πθ(t)(a

(t)
h |x

(t)
h )
)

= (s(t)T ⊗ Id×d)TΦ
(t)T
h Σ

−1(t)
h Φ

(t)
h (s(t)T ⊗ Id×d)

(18)

Thus

∇vec(Li)fi(vec(Li)) = −E
p
(t)
θ

[ H∑
h=1

(
(s(t)T ⊗ Id×d)TΦ

(t)T
h Σ

−1(t)
h

(
a

(t)
h +

Φ
(t)
h (s(t)T ⊗ Id×d)vec(Li)

))
R(τ)

]
+ 2µ2 × vec(Li) (19)
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And

∇2
vec(Li,vec(Li)

fi(vec(Li)) = −E
p
(t)
θ

[ H∑
h=1

(
(s(t)T⊗Id×d)TΦ

(t)T
h Σ

−1(t)
h Φ

(t)
h (s(t)T⊗Id×d)

)
R(τ)

]

+ 2µ2Idk×dk (20)

Assuming that 0 ≤ rh ≤ 1 for all 0 ≤ h ≤ H then 0 ≤ R(τ) ≤ 1. Clearly,∇2
vec(Li,vec(Li)

fi(vec(Li))

can be bounded above by the matrix Γ = 2µ2 × Idk×dk.
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Abbreviations

ADD Accelerated Dual Descent

ADMM Alternating Diretion Method of Multipliers

AI Artificial Intelligence

LASSO least absolute shrinkage and selection operator

ML Machine Learning

MDP Markov Decision Process

MTL Multi-task Learning

MTRL Multi-task Reinforcement Learning

RL Reinforcement Learning

SDM Sequential Decision Making
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