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In this paper, we propose a novel approach for ground segmentation and free space estimation of out-
door environments. The system is completely self-supervised and relies on two modules: the first module
is built around a Fully Convolutional Network (FCN), and is used for ground segmentation after the sys-
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is used to train the FCN at startup, and anytime the FCN’s performance degrades during runtime. This
usually happens when the camera observes a new type of outdoor scene, which is foreign to the FCN.
Experiments were conducted on three datasets of different ruggedness to highlight the advantages of the
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1. Introduction

With the era of autonomous vehicles about us, scene under-
standing is becoming ever more important. For autonomous nav-
igation, one of the most fundamental scene understanding tasks is
to delineate free space from obstacles, thereby allowing the vehicle
to drive autonomously, and plan its path along its journey.

Previous work on free space segmentation employ a variety of
sensors such as active LIDARs and RADARs [7,20]. Because of their
relatively low cost, and the high bandwidth of information they of-
fer, vision-based solutions are also very popular for free space es-
timation. Marks et al. [16] trained an offline classifier to segment
ground in a short range stereo camera. Then they used the seg-
mented ground as training data to segment longer range ground
in a monocular image. Their method requires human supervision,
and is not guaranteed to work in unseen environments that differ
from the training data.

Kiihnl et al. [13] proposed to combine confidence maps gener-
ated by three classifiers that detect road, boundary, and lanes, and
accordingly segment monocular images of a road. However, their
approach requires all three road elements to be present in each
query image.

Alvarez and Lopez [2] compute illuminant invariant images
from the captured monocular ones, then assume that pixels at the
root of the image can be used as training data to label the rest
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of the pixels. While this works for monotone roads, free space
with more variant representations require a more elaborate train-
ing data extraction algorithm.

Recently, Brust et al. [6] proposed a new technique to train a
Convolutional Neural Network (CNN) for pixel-wise ground seg-
mentation. The proposed technique processes each patch of the
image with a CNN and then classifies the central pixel of that
patch. In addition, Brust et al.noticed that the pixel’s position is
a strong prior for the labeling, and as such incorporated the spa-
tial prior as an input to the fully connected layers of the CNN. Al-
though they showed promising results, their algorithm requires su-
pervised human interaction in the form of hand labeled training
data. As a solution, Sanberg et al. [19] extracted a self-supervised
weak classifier to train the network, and proved that online train-
ing of the network with the weak classifier can outperform both
the weak classification and the offline trained network. However,
their method requires high runtime because it requires online
training of the network for each input image after extracting its
weak classifier.

Similarly, Alvarez et al. [1] train a semantic segmentation CNN
with machine-generated labels on a generic dataset. Then combine
the segmentation of the offline trained CNN with an online ex-
tracted texture based classifier, using a Positive Naive Bayes frame-
work.

The stated methods exploit either intensity data, or almost only
depth data; however, stereo sensors allow one to exploit the com-
plementarity of pixel intensity with object depth to produce robust
segmentation solutions.
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Badino et al. [3] proposed the Stixel World representation,
where the stereo image is first transformed into its polar coordi-
nate representation. Then after calculating the occupancy of each
pixel, final ground and obstacles are estimated using dynamic pro-
gramming that imposes spatial smoothness between adjacent pix-
els. Finally, obstacles are grouped into stixels, to provide a higher
order representation of the space, thus allowing simpler further
processing of the obstacles. Many variations of the stixel world al-
gorithm exist, such as the ones presented in [4,18].

Vernaza et al. [21] used a stereo sensor in a Markov Ran-
dom Field framework to classify pixels in the image belonging to
the ground plane. The largest planar region is assumed to be the
ground plane, and pixels belonging to it are taken as ground pixels.
Hadsell et al. [9] use the Hough transform up to three times to fit
planes to stereo point clouds, while bounding the maximum slope
a UGV can drive on, to find the points belonging to the ground
plane. Konolige et al. [12] use Ransac plane fitting to determine
points belonging to the largest plane in 3-D stereo generated point
clouds, which is assumed to be the ground plane. These points are
then used to supervise the classification of far away pixels in a
monocular image.

These training data extraction methods fail in scenarios where
the ground plane is not the largest plane in the image. In con-
trast, we propose in this paper a more robust method for extract-
ing training data for our machine learning solution. The method
relies on first processing stereo images to produce the v-disparity
and u-disparity images [14], which serve in the delineation of the
ground plane.

Recently, deep learning solutions have become popular ap-
proaches for semantic segmentation, where fully connected lay-
ers, and deconvolutional networks have been designed to segment
scenes of arbitrary sizes [15,17]. However, these algorithms, in ad-
dition to their protracted training time, might fail when confronted
with unseen objects.

In this paper, we propose a multi-level ground segmentation
system: at a first level, training data for ground pixel are identi-
fied using a self-supervised technique. At a second level, a deep
network uses the data from the first level for training. The deep
network is designed to adapt to different environments by relying
on a weak classifier, which re-trains when its performance drops.

The contributions of this paper are as follows:

e The development of a novel technique to extract reliable
ground patches in a stereo image pair without any offline train-
ing. The method is self-supervised, near real-time, and operates
in structured and unstructured environments.

o An adaptive learning technique based on the decay of network
performance.

o Evaluation of the proposed technique, and comparison against
the most relevant self-supervised techniques in the literature.

The remainder of the paper is structured as follows:
Section 2 provides the details of the proposed data extraction
method, followed by the adaptive technique for online ground seg-
mentation. Section 3 describes the experiments, and benchmarks
our system to the state of the art. Finally, Section 4 concludes the
paper.

2. Architecture for ground segmentation

In this section, we explain the components of the system archi-
tecture. A Fully Convolutional Network (FCN) lies at the core of the
segmentation (Fig. 1). The network is first trained offline at sys-
tem start-up, to match the labels generated by first-stage classifier
(referred to as FSGC and discussed in Section 2.5). The network’s
labels are then used online as ground data while being assessed
with a weak classifier (referred to as PNB-RGBD). Both the training

and the weak classifiers are detailed in Section 2.5.4. The network
is re-trained online whenever the FCN and the weak classifications
do not match.

2.1. Fully convolutional network

A Fully Convolutional Network (FCN) [15] is a Convolutional
Neural Network (CNN) in which all fully connected layers are re-
placed with convolutional layers, thereby turning the network into
a deep filter, without any decision layers. After being trained, the
FCN can be used for segmentation by classifying each pixel into a
category [15]. We opt for the FCN introduced by Brust et al. [6],
implemented in the CN24 framework. The network architecture is
as follows: Conv (7 x 7 x 12); MaxP (2 x 2); ReLU; Conv (5 x 5 x 6);
ReLU;Full(48x); ReLU;Full(192x); spatial prior; ReLU;Full(1x)+tanh.
The CN24 library replaces the fully connected layers with their
convolutional counterparts. The spatial prior was added by Brust
et al. [6], where the normalized row position of each pixel is added
as an additional queue to the fully connected layers. The row posi-
tion of the pixel can provide a strong prior of the pixel label, and
they proved its advantage in ground segmentation. The above CNN
architecture treats each pixel, with its neighbor, as a training point;
thus for one image, we have an abundance of training data. While
this is usually a good thing, the large amount of data from a single
image can lead to over-fitting.

2.2. Self-supervised training

Self-supervised training is the process by which a first classifier
(usually weak), supervises the training of a second classifier, which
usually outperforms the weak classifier [19], while exploiting data
queues complementary to the weak one.

Although it is computationally less expensive to train one clas-
sifier offline and employ it to segment all ground representations,
the variety of spaces the vehicle might traverse would drive the
classifier to find a compromise between all representations, and
thus reduces its efficacy for most. The self-supervised training ap-
proach adopted here can provide a classifier that is specific for
each scene, without the need to hand label thousands of images.

We introduce a technique for Free Space estimation using
Graph Cuts (hereafter named FSGC and detailed in Section 2.5),
which is capable of training the FCN when required. To reduce
the computational requirements of the system, the training is per-
formed infrequently. FSGC has an advantage over other algorithms
from the literature, as it can classify every pixel based on its inten-
sity information while combining depth and color queues; other
algorithms classify ambiguous pixels as obstacles or provides the
nearest label.

2.3. Offline training

During system launch, the software acquires a small number
of images, which are segmented using FSGC, and the resulting la-
bels are used to train the FCN. As long as the ground represen-
tation does not change, the resulting FCN is employed for ground
segmentation; however, if it does, the FCN is fine-tuned online as
shown in Section 2.4.

2.4. Online segmentation and training

After the training of the FCN offline, the network is employed
online to segment ground in the newly acquired images as shown
in Fig. 1. In addition, each image is segmented using a weak clas-
sifier, assisted by its stereo data. Then the FCN segmentation is as-
sessed for precision and recall, by assuming the weak classifier as
ground truth.
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Fig. 1. System architecture.

The precision and recall calculated would reflect the compat-
ibility between the two classifications. The lack of compatibility
(i.e., low precision and recall), suggest that at least one of the two
classifiers cannot label the present scene correctly, thus the FCN
has to be retrained. When retraining is required, the system ex-
tracts FSGC classifications for a few input images, and fine-tunes
the pre-existing FCN to match the newly acquired labels. After
fine-tuning is complete, the system returns to its online classifi-
cation and assessment, based on the new FCN, as well as the same
weak classifier from before.

This system ensures a continuous classification; when retrain-
ing is required, the extracted FSGC classifications are used as
ground data, until the FCN has completed training. The training re-
quires only a few iterations, as the pre-existing network is partially
capable to understand the current scene, but not completely. And
as it extracts the training data using FSGC, it does so in near real-
time without jeopardizing the operation of the vehicle.

In this work, online training is done scarcely to reduce system
runtime. The system fine-tunes the network when it detects in-
compatibility between the FCN and the weak classifications. For
each image, the compatibility factor (i.e., precision multiplied by
recall) is compared to its expected value from the training data.
However, this factor decreases substantially in post training data,
and incompatibility is detected only when the factor is three stan-
dard deviations distant from its expected value.

2.5. Free space estimation using graph cuts

Fig. 2 presents a breakdown for the FSGC modules. First, for
each input image, we extract a corresponding v-disparity im-
age, which is then processed to extract ground data, in which a
small percentage of pixels possessing reliable disparity values are
adopted as training data. Then, classification is conducted via three
stages: two stages that rely on a Positive Naive Bayes (PNB) classi-
fier, and one that relies on Interactive Graph Cuts (IGC).

The first PNB classifier is trained with the color values of the
ground training data and then, once trained, is used to label the
remaining pixels in the image based on their color. The second

PNB classifier is applied to all pixels for which the disparity cal-
culations were reliable, only this time both color and geometry are
included in the feature vector of the PNB. In addition, using what is
known as a u-disparity mapping, the resulting segmentation from
both PNB classifications is further processed, and accordingly, pix-
els identified as obstacles have their labels corrected. Finally, IGC
is used to yield a final smooth classification for the entire image.
The details of each of these phases is presented in what follows.
The code can be downloaded here: (CODE).

At the beginning of each FSGC iteration, each captured stereo
pair is processed and a corresponding disparity map is produced;
then, a 3D point cloud corresponding to this disparity map is es-
timated, using the camera focal length, the baseline distance be-
tween the two stereo cameras, and the disparity value at each
pixel location. The assumption here is that both cameras possess
comparable intrinsic parameters and that they are calibrated of-
fline. Furthermore, since FSGC also relies on appearance, the inten-
sity values in one of two images is also recorded.

Once the disparity map (u,v,d) is obtained, we calculate the v-
and u-disparity maps, which represent the frequencies (s) and ()
of occurrence of each disparity value at each row v and column u,
respectively.

Mathematically, the transformation H from disparity space
(u,v,d) to v-disparity space (v,d,s) is formulated as:

max
H(u,v:i,d:A):(i,A,s: Zd::A) (1)

u=min
Similarly, the transformation Q from disparity space (u,v,d) to u-
disparity space (u,d,l) is formulated as:

max
Q(u:i,v,d:A):(i,A,l:Zd::A) (2)

v=min

where d stands for disparity, and A is a specific disparity value.

2.5.1. V-disparity and training data
The classification of ground pixels in the v-disparity space is
done as follows: first, the frequency of each disparity occurrence at
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Fig. 2. FSGC flowchart.

each v-value is computed. Next, the v-disparity image is processed
to extract the line that represents, in the v-disparity space, the
ground plane. In order to attenuate vertical lines, the v-disparity
image is filtered using a horizontal Sobel edge detector. Then, the
image is binarized, thereby resulting in a line representing ground,
in addition to noise, which is removed using a binary area opening
operation.

At this point in the presented solution, the segmentation of
the ground plane is treated as a stochastic process, where ground
pixels in the v-disparity image are modeled as belonging to a
Gaussian distribution with the ground line, determined above, as
its mean. Although in perfectly planar roads, pixels belonging to
ground fit very well to a straight line in the v-disparity space, in
off-road scenes the ground plane is not flat and pixels belonging
to it no longer fit well to a line; rather, a second degree polyno-
mial with additive Gaussian noise is a better fit. Accordingly, the
disparity of points on the ground plane is expressed as:

d=wo+wv+w?+e=wep (V) +s. (3)
Then by consequence:
P(d|v,w, B) = N'(d; w'p*(v), B71). (4)

By assuming the pixels to be independent, the joint probability of
all disparity values of ground pixels can be reduced to the prod-
uct of the conditional probabilities of all pixels. Then, as shown
in (5), the probability of the vector d of all disparities that be-
long to ground, conditioned on their corresponding row values—
concatenated into the vector v—, and parameters of the modeled
line from (3), we get:

N
PV, w, ) = [TV (dw; Wep* (), B), 5)
n=1

where w = [wg, wq, w,] represents the parameters of the ground
line in the v-disparity space, € is a Gaussian random variable with
zero mean, and precision B, ¢*(vp) = [vOv'v2], and (dp, vy) are
the v-d values of each pixel in the image. A prior distribution on
w is assumed as: P(w|a) = (0, ™ 1]).

The two parameters « and 8 can be learned as shown in [10],
and consequently, the Gaussian distribution of the v-disparity line
can be estimated. Once the distribution is computed, all pixels that

are within a confidence interval of the distribution mean are con-
sidered as good training data for ground segmentation.

2.5.2. Positive Naive Bayes framework

The Positive Naive Bayes [8] is a classification method that es-
timates the probability P,_;_, y(label;| featureVector), then chooses
the label with the highest conditional probability. The probabilities
are calculated using Bayes rule as:

P(label;|FV) = nP(label;)P(FV|label;), (6)

where FV is the feature vector and 7 is a normalizing factor, which
is ignored in PNB as it is unchanging between labels. By assuming
independence between the features, the joint probability can be
reduced to a product, and (6) becomes:

P(label;| FV) = nP(label;) T}, P(f;|label;). (7)

It is assumed here that each component of the feature vector lies
in a strictly positive feature space such that f;e[1,...,K]Vje
[1,...,M], where K is the total number of discrete values a fea-
ture can take and M is the total number of features in the feature
vector. Let the functions C(f;, S) and C(S) represent two counting
functions, where the first one is used to calculate the number of
occurrences of feature i in set S, and the second one is used to cal-
culate the number of elements in S. In the system at hand, the two
labels include free space and obstacle. PNB estimates P(f;|free) as:

¢ +C(fi, TP) (8)
¢ xMxK+C(TP)’

where TP are the training pixels, and ¢ is a smoothing parame-
ter. Since no training data for obstacles exist, (8) cannot be used
to find P(f;|obstacle), and must be estimated from the law of total
probability as:

P(f;) = P(f;|obstacle)P(obstacle) + P(f;|free)P(free). 9)
Then:

P(fi|free) =

P(fi) — P(fil free)P(free)

P(obstacle) ’
Using the notation of UD being the unlabeled pixels, the proba-
bility of a feature is then expressed as P(f;) = C(f;, UD)/C(UD). Fi-
nally, substituting (8) into (10), and applying Laplace smoothing as

P(fi|obstacle) = (10)
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done in [11] yields:

1+Q
P(filobstacle) = A p(free))cWD)’ (1)
where
Q = max(0,C(f;, UD) — P(free)P(f;|free)C(UD)). (12)

The max function was also added by He et al. [11] to ensure a non
negative probability. The estimation of the prior P(free) warrants a
comment; while one could use the resulting classification of each
frame as a prior to the subsequent frame, this heuristic risks prop-
agating erroneous classifications in scenes where the shape of the
ground plane changes quickly. It was therefore decided to initial-
ize each new frame with priors of equal values between free and
occupied (i.e. P(free) = P(occupied) = 0.5).

Once both P(f;|obstacle) and P(f;|free) are calculated, (6) is used
to determine the state of each pixel as being an obstacle or free.

2.5.3. U-disparity and identifying obstacles

FSGC aims to find, in each image column, the pixels that have
a high probability of corresponding to obstacles; the coordinates
of these pixels are later used as seeds for the growing of obsta-
cles in the ensuing interactive graph cuts segmentation discussed
below. These candidate seeds are identified as the pixels whose
u-disparity values are within a threshold y of the maximum u-
disparity in each column; the threshold y is determined experi-
mentally in a systematic manner.

The assumption made in FSGC is that, in each column, an ob-
stacle starts where free space ends; furthermore, all obstacles are
assumed to be relatively vertical in orientation, with negligible rel-
ative depth —the implication of which is that the u—disparity val-
ues for the same obstacle are approximately the same. Therefore,
all pixels classified as obstacles and located before the limiting re-
gion of free space are removed. Note that, at this point, free space
was delineated using Positive Naive Bayes with RGBD data, the de-
tails of which are explained below.

2.5.4. Ground classification and filtering

Once ground training data and obstacles are identified, the im-
age is segmented using a sequence of two PNB classifiers. The first
classifier, hereafter referred to as PNB-RGB, uses RGB data alone,
and the second classifier, hereafter referred to as PNB-RGBD, uses
RGB and geometry data as the input vector to the classifier. The ge-
ometry data include height, standard deviation of height in a 5-by-
5 neighborhood, and height difference in a 3-by-3 neighborhood.

While PNB-RGB is applied to all pixels in an image, PNB-RGBD
is only applied to pixels possessing reliable disparity values. PNB-
RGB results in significant classification errors because of similari-
ties in appearance that could exist between ground pixels and oth-
ers; therefore, it warrants further processing as follows. First, edges
are filtered from PNB-RGB using a Sobel edge filter, as some are
erroneously classified as ground. Then PNB-RGBD is applied, and
since it relies on depth in addition to appearance, its classifica-
tion is more reliable. To prune pixels that were labeled as positive
from the first PNB and negative from the second, we use a moving
window, in which the number of positive labels according to PNB-
RGBD are summed. If the sum is below a threshold, all the pix-
els inside that window, that were previously labeled as free space
based on PNB-RGB, are now labeled as non ground. The threshold
is selected such that it takes into account patches of PNB-RGBD
classifications, while ignoring small groups of pixels that probably
represent noise. This method removes positives from PNB-RGB that
are spatially distant from positives in PNB-RGBD, without expen-
sive computations. Finally, all pixels that maintain a free space la-
bel after the two PNB classifications, are considered as ground seeds
for the final IGC segmentation.

2.5.5. Interactive graph cuts

To segment an image using graph cuts, a graph ¢ =<V, £ > for
each pixel p e P is constructed, where P is the set of all pixels in the
image. Then two terminal nodes (sink T and source S) are added to
the graph, each representing a label. The terminal nodes are con-
nected to each pixel with a set of edges noted as {p, T} and {p,
S} respectively, and referred to as unary terms. The unary terms
represent the resemblance between pixels with the same label.

In addition to the unary terms, each pixel is connected to its
neighbors with another set of edges called the binary terms, which
describe the differences between neighboring pixels. In interactive
graph cuts, in addition to the unary and binary terms, there are
seeds, which constitute non terminal vertices with pre-fixed labels.

2.5.6. Unary terms

Unary Terms represent the similarity between vertices with the
same label. As such, a unary term exists between each pixel, and
each of the two terminal nodes, which represent free space and
obstacle. The unary term is calculated from the conditional prob-
ability of each label based on its RGB color, and is calculated as
the logarithm of the ratio between the two conditionals. To ac-
commodate for pixels with near unity ratios, we add a correction
factor k¥ to the unary term, chosen to advantage false negatives
over false positives, otherwise classification for these pixels will be
based only on binary terms. The unary terms can be expressed as:

P(free|RGB)

R(free) = _logP(obstacle|RGB)’

(13)

P(obstacle|RGB)

R(obstacle) = —k — logm'

(14)

2.5.7. Binary terms

Binary Terms are used to coerce adjacent pixels that have
similar appearance, to be labeled equally. In general, for neigh-
boring pixels {p, g}, the binary term is expressed as Bpgq =
exp(—A(p, )T 1A(p, q)), where A(p, q) is the difference in in-
tensity and X! is the variance in intensity values. The set of all
neighbors {p, q} is noted as V.

2.5.8. Seeds

Seeds are pixels with pre-fixed labels; accordingly, the edges
connecting a seed with the two terminal nodes are set to K and
zero values for the similar and different terminals, respectively,
where K =1+ maxpep 3.5 q1en Bp.g-

In our system, pixels identified as ground are used as seeds for
the free space label, and those identified as obstacles are used as
seeds for the other label. Then IGC consists of building the graph
G=<V,E&>, where V=PU{S, T} and £ = NU{{p, S}, {p.T}}, and

{p.q} =Bpq for {p.q} e N (15)

K for p e freeseeds (16)

M.R(free) for p € P, p ¢ seeds
{p.S} =
0 for p < obstacle seeds

0 for p € freeseeds (17)

A.R(obstacle) for p € P, p ¢ seeds
{p.T}=
K for p € obstacle seeds

where A is a tradeoff coefficient between binary and unary terms.
Once the graph is complete, we use the iterative solution method
[5] to find the final labels.
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Fig. 3. each column shows the results of the segmentation applied to an image taken from one of the three datasets. The top row shows segmentations using the Adaptive

Learning algorithm, and the bottom row shows segmentation using FSGC.

3. Experiments and results

Experiments were conducted to assess the efficiency of the pro-
posed methods. This section first describes the experimental set-
tings and the datasets that were used to asses the proposed sys-
tems. Then, results of the experiments are presented, along with a
comparison with other free space detection algorithms, with em-
phasis on unsupervised or self-supervised systems.

3.1. Dataset

The AUB dataset (LINK) consists of 900 stereo images captured
with a ZED stereo camera; it features images of different rugged-
ness and flatness, ranging from easy (i.e., very flat), to moderate,
to difficult images (i.e., off-road scenes). Each entry in the dataset
consists of the left RGB image of a stereo pair, the disparity image,
the corresponding XYZ point cloud, ground truth on all pixels from
the left image, and ground truth on the pixels with reliable dispar-
ity. More specifically, the three datasets consist of the following:

Easy dataset: The easy dataset consists of a sequence of 289
images, containing man-made ground patches, and thus labeled
as easy to segment ground. This sequence was captured with the
camera attached to an Unmanned Ground Vehicle (UGV).

Moderate dataset: The moderate dataset consists of a sequence
of 248 images, containing a combination of man made, and off
road ground patches, and thus labeled as moderate to segment
ground. This sequence was captured with the camera attached to
a UGV.

Difficult dataset: The difficult dataset consists of two se-
quences, one of 176 and the other of 195 images, all of off-road
ground patches, and thus labeled as hard to segment ground. These
sequences were captured with a hand-held camera.

3.2. Benchmarking

We compare our results with two self-supervised free space de-
tection algorithms from the literature, and the deep learning algo-
rithm CN24 introduced earlier, trained on an offline dataset. The
two self-supervised methods include (1) the v-SVC by Harakeh
et al. [10], and (2) the plane fitting method of Konolige et al. [12],

All the evaluations are pixel-based, and recall and precision are
used as metrics for comparison. While recall reflects the fraction of
ground pixels detected by the algorithm, precision reflects the frac-
tion of correctly classified ground pixels. In addition, we compare
the F1 factor of the detection of each algorithm; the F1 factor takes
into account the false negatives and false positives of the system.
It is calculated as F1 = 2xPrecisionxRecall/(Precision + Recall).

Table 1

Evaluation of the classification of the adaptive technique and the
baseline algorithms on all three datasets. Plane Fitting (PF), Adap-
tive Learning (AL).

Algorithm  FSGC v-SVC PF CN24 AL
Easy dataset

Recall 0.9628  0.8017 0.8807 0.9981  0.9015
Precision 09846  0.9744 09542  0.7411 0.9718
F1 09748  0.8802 09264 0.8515 0.9356
Difficult dataset: cyprus triangle

Recall 09081  0.8346  0.5231 0.9994  0.9165
Precision 0.8182  0.8546  0.8811 0.6171 0.8857
F1 09130 0.8454 0.8252  0.7661 0.9007
Difficult dataset: Jafet

Recall 0.8617 0.7551 0.8150  0.9968  0.8751
Precision 0.9461 09625 0.9680 0.7696  0.9330
F1 0.9127 0.8515 0.8914  0.8704  0.9073
Moderate dataset

Recall 0.8801 0.7859  0.8399 0.9990 0.9187
Precision 0.8689 0.9434 09460 0.7228  0.8939
F1 09345 0.8583  0.9133 0.8429  0.9195

3.3. Comparison

Table 1 shows average Recall, Precision, and F1 factor of the
proposed system (labelled AL) along with the most relevant from
the literature, evaluated on all four image sequences. Table 1 shows
that the proposed system outperforms all the algorithms presented
in the literature, except for the FSGC to which its performance is
comparable. However, as will be seen in Section 3.3.1 below, this
slight advantage in accuracy of the FSGC comes at a significant
slowdown in speed (more than 6 times slower). Table 1 also shows
that the adaptive technique outperforms all other algorithms in
terms of the F1 factor. The plane fitting technique has compara-
ble results to ours; however, its performance drops on one of the
difficult datasets, where ground is rugged, and the planar assump-
tion does not hold. The offline trained network shows the highest
recall for all datasets, however, on the expense of a large decrease
in precision. v-SVC shows the opposite performance, where it out-
performs most other algorithms in terms of precision; however, at
the expense of a lower recall. Finally, Fig. 3 shows example seg-
mentations from the different datasets using FSGC (bottom), and
the adaptive learning technique (top).

3.3.1. Runtime

As shown in Table 2, the fastest algorithm is CN24; it is fast
but requires offline supervised training, and cannot adapt to un-
seen ground representations. FSGC, v-SVC, and Plane Fitting (PF)
are all slower at around 2 Hz; these algorithms do not require any
pre-training and exploit data directly from the currently available
frame. Finally, our proposed adaptive system operates at 12.5 Hz
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Table 2

Evaluation of runtime (in seconds) of our
systems and that of the baseline algorithms.
Abbreviations as follows: Plane Fitting (PF),
Adaptive Online (AO).

FSGC v-SVC PF CN24 AO

0505  0.4321 043 25e3 008

during regular operation and slows down to 2 Hz (ie, that of
FSGC) when re-training is necessary. The added advantage is its
ability to adapt to new types of environments.

4. Conclusion

We have presented in this work a system for ground segmen-
tation based on a self-supervised fully convolutional network. The
FCN is pre-trained in an automated manner, and then during op-
eration, the system can identify if the change in the appearance
of the environment is substantial enough to warrant re-training of
the FCN. We demonstrated our system is near real-time, with no
need to stop navigation during re-training. Experiments conducted
show the advantage of our system over the state-of-the-art, espe-
cially for terrain of varying ruggedness.
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