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A B S T R A C T

Deep learning is a type of machine learning that adapts a deep hierarchy of concepts. Deep learning classifiers
link the most basic version of concepts at the input layer to the most abstract version of concepts at the output
layer, also known as a class or label. However, once trained over a finite set of classes, some deep learning
models do not have the power to say that a given input does not belong to any of the classes and simply
cannot be linked. Correctly invalidating the prediction of unrelated classes is a challenging problem that has
been tackled in many ways in the literature. Novelty detection gives deep learning the ability to output ‘‘do not
know’’ for novel/unseen classes. Still, no attention has been given to the security aspects of novelty detection.
In this paper, we consider the case study of abstraction-based novelty detection and show its weakness against
adversarial samples. We show the feasibility of crafting adversarial samples that bypass the novelty detection
monitoring and fool the deep learning classifier at the same time. In other words, novelty detection itself ends
up as an attack surface. Moreover, we call for further research from a defender’s point of view. We investigate
auto-encoders as a plausible defense mechanism and assess its performance.
1. Introduction

Traditional machine learning algorithms are excellent at finding
interesting patterns in data and analyzing it. However, the curse of di-
mensionality made it impractical when the number of features becomes
large. Neural networks are widely successful as they can deal with
larger number of features (Goodfellow, Bengio, & Courville, 2016) and
accommodate very large data-sets. While deep learning yields remark-
able results in the field of raw data representation and classification,
focus has been shifted to other important challenges such as versatility,
explainability and novelty detection.

Within a default supervised learning mode, neural networks fail to
say ‘‘I don’t know’’, they can just be less or more confident about an
outcome or a decision. In supervised learning, a deep learning classifier
is trained over a set of classes. The classifier always outputs that a given
sample is more likely to belong to one of the classes, never to any of
them.

To guarantee reliability and safety, we would like a deep learning
system to issue an alert and hand over the control to humans when
it detects unusual inputs. For example, we would like an autonomous
driving system to issue an alert and hand over the control to humans
when it detects unusual scenes or objects that have never being seen
during training (Yang, Zhou, Li, & Liu, 2021).

Novelty detection is a type of monitoring that aims at detecting
whether a given input sample actually belongs to one of the classes seen
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in the training data-set or is withdrawn from a statistical distribution
that was unseen during the training phase. A novelty detector is able to
validate a classifier decision or declare an input sample as completely
novel and reject the classifier decision.

Novelty detection has been addressed for many applications in
the literature (Richter & Roy, 2017; Sommer, Hoefler, Samwer, &
Gerlich, 2017) and been achieved by many techniques (Abati, Por-
rello, Calderara, & Cucchiara, 2019; Kliger & Fleishman, 2018). The
novelty detection performance is usually measured by its accuracy on
detecting invalid inputs under a benign threat model. We claim that
the security of novelty detection has not received much attention in
literature. Security in deep learning is very crucial especially in critical
systems where the cost of error is expensive, e.g., systems that involve
healthcare assessments or hospital services, cyber-security systems, self
driving cars, etc. Novelty detection must not only be assessed for its
accuracy but also for its robustness against attacks.

We show that an attacker is able to flip the binary decision of a
novelty detector similarly to how adversarial samples may flip the de-
cision of a classifier. This may have real implications in critical systems.
For instance, consider a system composed of a biometric classifier that
is trained to recognize a white list of users and a novelty detector
that flags any other user as disallowed. The classifier recognizes the
biometric of a user and links it to a role. The novelty detector validates
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Fig. 1. An outlier detection system: Unlabeled inputs are clustered, and outliers are
identified.

the decision of the classifier or declares a novelty which means that
the user should be unauthorized. A denial of service attack on such
system makes the detector flip the bit of a valid input such that it is
considered as novel. Subsequently, the input’s owner is denied access
to the service. Conversely, an intrusion attack flips the bit of an invalid
input as to be considered as authentic and subsequently the input’s
owner is granted access.

Studying the interplay of versatility versus monitoring in deep
learning, novelty detection in particular is an exciting arena that opens
a set of research questions on what adversarial is versus what novel is.
We say that not every adversarial input is necessarily a novel and not
every novel input is considered adversarial. However, an adversarial
may masquerade as non-novel to bypass the monitor.

In this paper, we focus on abstraction-based novelty detection and
study a simple case of a computer vision system based on a convo-
lutional neural network (Lecun & Bengio, 1995). We show that the
abstraction-based monitor is vulnerable to a set of attacks that can
appear benign to the human observer. An attack requires a slight
modification of image pixels. We mark two types of targets:

1. Only the monitoring system: We frame the attack as an optimiza-
tion problem and solve instances of it using Simplicial Homology
Global Optimization (SHGO) (Endres, Sandrock, & Focke, 2018).
This works in both directions: (1) passing a valid input as invalid
and (2) passing an invalid input as valid.

2. Both monitoring and classification: We take traditional adversar-
ial attacks against deep learning classifiers such as Fast Gradient
Sign method (FGSM) (Szegedy et al., 2013) and Projected Gra-
dient Descent (PGD) (Goodfellow, Shlens, & Szegedy, 2014) and
alter them to by pass the novelty detector as being not-novel,
so that it would not raise suspicion about their inputs. Attack
samples are constructed in two steps: (1) an adversarial sample
is crafted to target the classifier along one of the adversarial
techniques and (2) the sample is altered using our proposed
optimization.

The rest of this paper is organized as follows: In Section 2, we
survey related work. In Section 3, our methodology is explained. Our
experiments are detailed in Sections 4 and 5. A defense mechanism is
proposed in Section 6. We discuss the assumptions and limitations of
our approach in Section 7. We finally conclude the paper and sketch
future work in Section 8.

2. Literature review

First, let us be more precise about what novelty detection is and dis-
tinguish between its two interrelated and very close concepts, namely
anomaly detection and outlier detection. These terms are sometimes
interchangeably used in literature, we suggest that they mean different
things and it is time to give each an appropriate definition.

Outlier vs. Anomaly detection In our terminology, outlier detection
stems from unsupervised learning and consists of finding points that
2

Fig. 2. A novelty detection system based on box-abstractions.

likely do not belong to any clusters found in unlabeled data. On the
other hand, anomaly detection stems from unsupervised one-class mod-
eling (and sometimes supervised binary classification) into normal and
abnormal. We state precisely the difference between the two concepts
below.

An outlier is an ‘‘Observation which deviates so much from other
observations as to arouse suspicion it was generated by a different
mechanism’’ (Hawkins, Jain, Dubes, et al., 1980). Outlier detection
is the process of coining observations that significantly deviate from
the majority of data. Unsupervised algorithms extract statistical infor-
mation indicating how unlikely a certain observation is to occur, for
example, finding a point deviating far from the statistical means of
other points as illustrated in Fig. 1.

We would like to think of anomalies as a special case of outliers.
Anomalies indicate significant and rare events that may prompt critical
actions in a wide range of application domains (Ahmed, Mahmood,
& Hu, 2016). Anomaly detection is usually an unsupervised learning
problem but sometimes it may use labeled data and supervised settings.

Novelty detection Novelty detection is the process of distinguishing
between data inputs belonging to one of the classes encountered during
the training time and data inputs belonging to classes that are previ-
ously unseen. Consider a supervised learner having 𝑐 classes at training
time but 𝑐 + 𝑢 classes appear at testing time.

Novelty detection is different than outlier detection since data have
labels. It is also different from anomaly detection since it is parame-
terized by both the data and the classifier whereas anomaly detection
is usually solely parameterized by the data. The main goal of novelty
detection is to invalidate the output of the classification when samples
from the 𝑢 classes are presented.

Novelty detection in deep learning is a new and active research
area. Abstraction-based novelty detection is one of the main approaches
proposed in Henzinger, Lukina, and Schilling (2020). Abstraction-based
novelty detection is achieved in white-box mode by taking the model
obtained after training and building a monitor on top of it. The mon-
itor fingerprints the behavior of the model when training data are
presented. For the special case of deep learning, such a monitor can
register the values of hidden nodes given by forward-propagating the
training samples. The monitored values are abstracted into statistical
constructs (Abstraction phase). Later, outlier detection flag inputs hav-
ing fingerprints that largely deviate from these constructs (Monitoring
phase). We see that this approach stems from outlier detection by
projecting the data into a new hyper-dimensional space. The projection
is parameterized by the neural network model itself. Fig. 2 shows a box
abstraction-based novelty detection system.

Different types of novelty detection systems were proposed before
abstraction-based systems were introduced. We summarize approaches
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that address novelty detection in deep learning from the literature in
general.

Distance based methods These methods compute novelty values or
confidence scores based on distance metric functions. In Mandel-
baum and Weinshall (2017), the data are first embedded as de-
rived from the penultimate layer of the neural network. The con-
fidence score is based on the estimation of local density. Local
density at a point is estimated based on the Euclidean distance in
the embedded space between the point and its 𝑘 nearest neigh-
bors in the training set. A similar approach based on learning
a local model around a test sample is proposed on Bodesheim,
Freytag, Rodner, and Denzler (2015) for multi-class novelty
detection tasks in image recognition problems.

Statistical based methods Novelties are caused by differences in data
distributions at training and prediction time. Some of these
methods require sampling the distribution at run-time or an
online adaptation of classifiers. In Pidhorskyi, Almohsen, and
Doretto (2018), the underlying structure of the inlier distribu-
tion of the training data is captured. The novelty is detected
by the means of a hypothesis test or by computing a novelty
probability value.

uto-encoding or reconstruction based methods One way to pro-
ceed is to train a deep encoder–decoder network that outputs
a reconstruction error for each sample. The error is used to
either compute a novelty score or to train a one-class classifier.
Pidhorskyi et al. (2018) also uses an auto-encoder network
but to derive a linearized manifold representation of the train-
ing data. The manifold representation helps compute a novelty
probability that represents how likely it is that a sample was
generated by the inlier distribution. This is why we can consider
it as a statistical based method at the same time.

Domingues, Michiardi, Zouaoui, and Filippone (2018) intro-
duces an unsupervised model for novelty detection based on
deep Gaussian process auto-encoders (DGP-AE). The proposed
auto-encoder is trained by approximating the DGP layers using
random feature expansions, also by performing stochastic varia-
tional inference on the resulting approximate model. Their work
can be categorized under anomaly detection in our terminology.

Bayesian methods These methods use bayesian formalism to detect
anomalies and new classes in addition to classification (Roberts,
Bassett, & Lochner, 2019). The basic idea is to add a ‘‘dummy’’
class at the root node. The class is considered under-represented
in the training set. The classifier gives a strong posterior of being
‘‘dummy’’ for unseen instances.

Contrastive Learning Contrastive learning makes it possible to estab-
lish similarities between samples by comparing their distances
in an intermediate representation space (embedding space) and
using loss functions designed to attract/repel similar/dissimilar
samples. This unsupervised technique can be turned into a
supervised one by including the labels in the same embed-
ding space as proposed by Lopez-Martin, Sanchez-Esguevillas,
Arribas, and Carro (2022). Following this idea, the sample fea-
tures should be close to its ground-truth (positive) label and
away from the other labels (negative labels). This scheme al-
lows to implement a classification model (minimum distance
label) as well as features dimensionality reduction and data
visualization. This model of contrastive learning is leveraged
for intrusion detection framed as a classification challenge. We
estimate that the same model can be leveraged for anomaly
or novelty detection as well, although it was not particularly
analyzed by Lopez-Martin et al. (2022).
3

Generalized out of distribution detection Generalized Out of Distribution
Detection is a recently proposed framework that distinguishes and
encompasses Out Of Distribution Detection (OOD), Anomaly Detection
(AD), Novelty Detection (ND), Open Set Recognition (OSR), and Outlier
Detection (OD) (Yang et al., 2021). The proposed taxonomy is based on
the following criteria:

• Distribution shift to detect: Covariate vs. Semantic. Covariate
shift describes when the distribution of input data shifts between
the training environment and live environment. Semantic shift
represents radically different classes.

• Single class vs. multiple classes.
• In/Out Distribution classification required vs. not required.
• Transductive vs. Inductive: Transductive learning requires all ob-

servations while inductive learning follows the train-test scheme.

Using this framework, the authors characterize novelty detection under
semantic shift detection, as being not requiring In/Out distribution clas-
sification, as being possibly single class or multiple class, and as being
inductive, which is aligned with our definition of novelty detection. For
more details, we refer the reader to Yang et al. (2021).

Novelty detection has many practical applications in several do-
mains (Hu, Hu, Zhang, Gu, & Gao, 2013; Jessen et al., 2002; Leichtnam,
Totel, Prigent, & Mé, 2020; Sofman, Bagnell, & Stentz, 2010). Little or
none work has been conducted on the security of the aforementioned
approaches either in the presence of adversarial samples for fooling the
classifier or against especially crafted samples for fooling the novelty
detector and the classifier at the same time.

Modern AI systems are nowadays very vulnerable to attacks. AI
monitoring systems such as AI explainers have been studied for their
security aspects and have been shown to be vulnerable (Dimanov,
Bhatt, Jamnik, & Weller, 2020; Kindermans et al., 2019; Slack, Hilgard,
Jia, Singh, & Lakkaraju, 2020). AI novelty detection systems have not
received the same attention. For our study, we consider the use-case
of abstraction-based novelty detection method (Henzinger et al., 2020)
and analyze its security in several ways.

3 Formulation of optimization attacks

Let us describe again the main concept of abstraction-based nov-
elty detection according to Henzinger et al. (2020). Abstraction-based
novelty detection can be acquired in two steps. We first construct an
abstraction at layer 𝑙 of the monitored network for class 𝑦 as follows:

1. Collect outputs at layer 𝑙 for inputs of class 𝑦.
2. Divide collected vectors into clusters.
3. Construct an abstraction of the vectors in each cluster, e.g. an

enclosing box.

Then analyze monitoring at a specific layer 𝑙 as follows:

1. Predict class of input 𝐱.
2. Collect output at layer 𝑙 into a vector 𝐯.
3. Check if any of the abstractions of the predicted class contains

𝐯.
4. The prediction is rejected if the check returns empty.

We distinguish two types of attacks against this schema:

ttack-1 — from valid to invalid Consider an input 𝐱 which would
normally be identified as valid by the monitor and belongs to
one of the training classes. This attack modifies 𝐱 in a slight and
unperceivable way to make it get rejected by the monitor. As an
example of application of this attack, we would imagine a denial
of service for a legitimate user in a face recognition system.
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Fig. 3. Attack-1: The representation of the modified inputs must fall outside the boxes
corresponding to the original class.

Fig. 4. Attack-2: The representation of the modified inputs must fall inside the boxes
corresponding to the target class.

Attack-2 — from invalid to valid Consider an input 𝐱 which would
normally be rejected by the monitor as not belonging to any of
the classes seen during training. This attack modifies 𝐱 in a slight
and unperceivable way to make it accepted by the monitor. The
attack can be targeting a preset prediction or just going with
any prediction output by the neural network. As an example
of application, we would imagine letting pass an intruder in a
face recognition system. The intruder is identified as any of the
legitimate white-list users.

In terms of implementation, we propose to formulate each attack
as an optimization problem. Optimization is a mathematical represen-
tation of a decision making problem having an objective function and
a set of constraints. We adapt an idea that has been widely studied
in the literature, e.g. Zügner, Akbarnejad, and Günnemann (2018):
introducing a perturbation with a small budget to switch the value of
a target function.

3.1 Optimization Attack-1

Consider a network that is trained over only two classes, where each
class is represented by the monitor under one box/cluster. As shown in
Fig. 3, we push valid points, as represented by the monitor, from both
classes and to fall outside their boxes and therefore be marked as
novel or invalid, marked by the ⋆ points.

More generally, consider a point 𝐱𝟎 such as monitor(𝐱𝟎, 𝑐) = 1
(accept as class 𝑐), our goal is to find a point 𝐱 as close as possible
to 𝐱𝟎 such that monitor(𝐱, 𝑐) = 0 (reject). For measuring the distance
between the two points we either use the L1 norm or the L2 norm. In
addition, we require that 𝐱 preserves the same prediction as of 𝐱𝟎 via
the monitored network: predict(𝐱) = predict(𝐱𝟎) = 𝑐.

In case of the L1 norm, we formulate the L1 non-differentiable
problem as a linear differentiable optimization through introducing an
4

auxiliary variable 𝐳. 𝐳 must have the same dimension of 𝐱 and have
each of its components 𝑧𝑖 such that 𝑧𝑖 ≥ (𝑥𝑖 − 𝑥0𝑖 ) and 𝑧𝑖 ≥ −(𝑥𝑖 − 𝑥0𝑖 ).
We obtain a linear programming problem as follows:

Minimize
𝑛
∑

𝑖=1
𝑧𝑖

Subject to 𝑧𝑖 + (𝑥𝑖 − 𝑥0𝑖 ) ≥ 0

𝑧𝑖 − (𝑥𝑖 − 𝑥0𝑖 ) ≥ 0

monitor(𝐱,predict(𝐱)) = 0

predict(𝐱) = predict(𝐱𝟎)

(1)

We next use the L2 norm to formulate a second optimization prob-
lem. The constraints for the L2 norm are same for L1 except that the L2
objective function is differentiable and can be directly tuned by a linear
solver. The L2 norm attack focuses on minimizing the square root of the
sum of squared differences of 𝐱𝟎 and 𝐱 elements and is represented as
follows:

Minimize

√

√

√

√

𝑛
∑

𝑖=1
|𝑥𝑖 − 𝑥0𝑖 |

2

Subject to monitor(𝐱,predict(𝐱)) = 0

predict(𝐱) = predict(𝐱𝟎)

(2)

3.2 Optimization Attack-2

In attack-2, we push invalid points (marked by ⋆), as represented
by the monitor, towards the boxes representing legitimate classes. The
points will be decided valid by the monitor if the neural network
prediction matches the box owner, either or class. We depict an
example of Attack-2 in Fig. 4.

Given a point 𝐱𝟎 where monitor(𝐱𝟎,predict(𝐱𝟎)) = 0 (reject), our
goal is to find a point 𝐱 as close as possible to 𝐱𝟎 such that monitor
(𝐱,predict(𝐱𝟎)) = 1 (accept as same class of 𝐱𝟎). For measuring the
distance between the two points we can choose the L1 norm or the L2
norm.

For the L1 norm, we formulate the following problem:

Minimize
𝑛
∑

𝑖=1
𝑧𝑖

Subject to 𝑧𝑖 + (𝑥𝑖 − 𝑥0𝑖 ) ≥ 0

𝑧𝑖 − (𝑥𝑖 − 𝑥0𝑖 ) ≥ 0

monitor(𝐱,predict(𝐱)) = 1

predict(𝐱) = predict(𝐱𝟎)

(3)

For the L2 norm, we formulate the following problem:

Minimize

√

√

√

√

𝑛
∑

𝑖=1
|𝑥𝑖 − 𝑥0𝑖 |

2

Subject to monitor(𝐱,predict(𝐱)) = 1

predict(𝐱) = predict(𝐱𝟎)

(4)

The four formulated problems can potentially be solved by con-
strained optimization numerical methods that are either local such as
Sequential Least Squares Programming (SLSQP) (Kraft et al., 1988) and
Constrained optimization by linear approximation (COBYLA) (Powell,
1994) or global such as Differential Evolution (DE) (Price, 2013) and
SHGO (Endres et al., 2018). We implemented these problems within
the framework of the SciPy library (Virtanen et al., 2020) and using its
solvers. We show case the results in Section 4.

4 Optimization attacks experiment

In this experiment, we show the performance of SHGO in suc-
cessfully generating defect samples. We experiment with optimization
attacks using the methods (SLSQP, COBYLA, DE and SHGO) and several
target networks, enumerated as follows:
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Fig. 5. Examples of playground network architectures used for testing.

1. Two simple binary classification neural networks: a XOR-like
circuit and another network designed with https://playground.
tensorflow.org/, the architectures are presented in Fig. 5. We
follow the same novelty detection monitoring procedure on
these two networks. During testing, inputs are accepted if they
belong to a box having the same output class, otherwise rejected.
In addition, we depict the decision boundary plots defining
the regions of the combinations of predicted classes and ac-
cepted/rejected decisions. We present the decision boundary
plots of network #1 in Fig. 6. Fig. 6 also shows one-shot transfor-
mations of dots (indicating valid points) into dots (indicating
invalid points) by using Attack-1.

2. Two MNIST classifiers trained over a subset of the ten available
classes. The first is a binary classifier trained over two classes
and leaving the other eight classes as novel/invalid (Network
#3). The second is a classifier trained over three classes and
leaving the other seven classes as novel (Network #4).

We evaluate the performance of the different optimization solvers
against the four proposed problems and measure their success in gener-
ating adversarial samples. For each network, we count the times where
the optimizer has found a valid solution. Table 1 shows the success
rates of these optimizers using the L1 formulation.

SHGO optimization method shows the most successful results com-
pared to the other methods: SLSQP, DE and COBYLA. Unlike SHGO,
SLSQP and COBYLA were unsuccessful in fooling MNIST classifiers. We
attribute this to the high dimensionality of the input samples (images
of 28 ∗ 28 pixels) compared to the two dimensional input of the first
two networks.

Table 1 results show that global optimization methods (SHGO,
DE) are much more successful than the local optimization methods
(COBYLA, SLSQP). However, DE method ends up producing signifi-
cantly noisy images as shown in Fig. 7. DE samples a set of random
vectors and mutates them to create new solutions. Therefore, it is not
suited for searching in a high dimensional space. SHGO showed better
5

Fig. 6. The four possible output regions for Network #1 and some attack examples.

Fig. 7. Example of an unsuccessful DE attack on sample digit 2.

Fig. 8. Comparing the success rates of optimization attacks on different networks using
SHGO.

performance with its derivative-free optimization which is more appro-
priate to black box functions where only input/output pairs information
is available.

Another factor of comparison is the optimizer run-time. Using a
16 GB RAM, 2.60 GHz Processor, most optimizers recorded long run-
times, sometimes reaching 10 to 15 h. SHGO convergence time was
a matter of a few minutes. Therefore, SHGO performed better in
terms of both success rate and performance. Its generated samples are
perceptibly acceptable.

We show more detailed results of SHGO in Fig. 8. The success rates
of the 𝐿1 norm and the 𝐿2 norm are plotted. It is shown that Attack-1
formulation using 𝐿2 performs slightly better than using 𝐿1. The case
is opposite for attack-2 where 𝐿1 performed better than 𝐿2. Overall, 𝐿1
generated more successful attempts than 𝐿2.

In Fig. 9, we plot the histograms of the difference between clean
and defect inputs for 𝐿 . We observe that the difference between clean
1

https://playground.tensorflow.org/
https://playground.tensorflow.org/
https://playground.tensorflow.org/
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Table 1
Success rate of different optimization methods on different targets.
Optimization attack Method Success rate (%)

Network #1 Network #2 MNIST classifier trained

On 2 classes On 3 classes

Attack-1

COBYLA 25% 100% 0% 0%
SLSQP 45% 100% 0% 0%
DE 100% 100% 100% 80%
SHGO 100% 100% 100% 85%

Attack-2

COBYLA 5% 0% 0% 0%
SLSQP 60% 70% 0% 0%
DE 90% 100% 85% 80%
SHGO 95% 100% 100% 80%
Fig. 9. Histograms of L1 magnitude between original 𝐱𝟎 and defect 𝐱.

and defect inputs fluctuate but is not very large. This is manifested by
perceptible attack samples as shown in Figs. 10 and 11.

As noted in Henzinger et al. (2020), the number of dimensions
used by the monitor is an important hyperparameter. We expect this
parameter to play an important role towards the attack success rate.
Fig. 12 shows that increasing the number of dimensions has a positive
impact for attack-1 but a negative impact for attack-2. We refer this
to the different natures of the two attacks. Attack-1 aims to push a
point outside a box, which gets easier when the number of dimensions
increases. It is enough to change the value at one or a few dimensions
to escape.

As for attack-2, our goal is to find a valid input, hence pushing a
point inside a box. Our intuition is that this becomes harder when the
number of dimensions of the box increases.
6

Fig. 10. Samples of successful Attack-1 instances using SHGO.

Fig. 11. Samples of successful Attack-2 instances using SHGO.

Fig. 12. Effect of the monitoring scale factor (number of monitoring dimensions) on
attack success rate.

5 AdvML experiment

Adversarial Machine Learning (AdvML) has a large body of lit-
erature (Aiken & Scott-Hayward, 2019; Ibitoye, Shafiq, & Matrawy,
2019; Papadopoulos et al., 2021). In this section, we consider the case
of AdvML which is supposed to fool the classifier decision. We use
known adversarial attacks against neural networks as a starting point
for attacking the monitor. AdvML aims at changing the prediction of
an input 𝐱𝟎 when replaced by a close point 𝐱 so that predict(𝐱) ≠
predict(𝐱𝟎).

It is interesting to check whether adversarial samples would be
detected as novel by the monitor. Our experiments show that in many
cases they are. Whether they should be detected in principle or not is
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Fig. 13. Novelty detection performance for filtering adversarial samples.

Fig. 14. Comparison of attack detection rate under different monitoring settings.

a more puzzling question. However, having the monitor rejecting them
can be regarded as a good security feature.

From an attacker perspective, it is no more enough to fool the
classifier because the monitor has to be fooled as well. We attempt
to consolidate the AdvML samples using our optimization methods to
make them pass as valid points. In other words, we take the adversarial
sample as a starting point for our search, crafting an instance that
bypasses the monitor and fools the classifier at the same time.

Our objective is to find a point 𝐱 very close to 𝐱𝟎 such that
predict(𝐱) ≠ predict(𝐱𝟎) and monitor(𝐱,predict(𝐱)) = 1 (accept).

First, we assess the performance of an abstraction-based monitor
to flag adversarial samples as novel. By considering a neural net-
work classifier trained over the ten classes of the MNIST data-set,
we check whether AdvML samples would be detected as novel or
not. The Foolbox library (Rauber, Zimmermann, Bethge, & Brendel,
2020) provides implementations of many white-box and black-box
adversarial attacks. Some attacks are gradient-based such as Fast Gra-
dient Sign Method (FGSM) (Szegedy et al., 2013), Projected Gradient
Descent (PGD) (Goodfellow et al., 2014), Basic Iterative Attack, and
DeepFoolAttack (Moosavi-Dezfooli, Fawzi, & Frossard, 2016).

Decision-based adversarial attacks are also common, e.g. Brendel-
BethgeAttack (Brendel, Rauber, Kümmerer, Ustyuzhaninov, & Bethge,
2019). Other methods include image processing-based methods such as
InversionAttack (Kurakin, Goodfellow, Bengio, et al., 2016), SaltAnd-
PepperNoiseAttack (Li et al., 2019) and ContrastReductionAttack.

Fig. 13 shows the percentage of successful adversarial attacks (i.e.,
the prediction was flipped) and the monitor detection rate. Results
show high success rates, some are 100%, and low monitoring detection
rates, some are 0%. For this experiment, the monitor is configured using
a single cluster for each class and zero tolerance.
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Fig. 15. Combo attack (FGSM + Attack-2) on sample digit 2.

Table 2
Monitor detection rate (%) of adversarial samples with and without running
Attack-2.

Adversarial attack Monitor detection rate (%)

AdvML
only

Attack-2
after AdvML

Attack-2
before AdvML

FGSM 26% 0% 45%
PGD 0% 0% 90%
BasicIterativeAttack 0% 0% 100%
FastGradientAttack 0% 0% 100%
InversionAttack 39% 0% 75%
ContrastReductionAttack 26% 0% 85%
DeepFoolAttack 24% 0% 55%
SaltAndPepperNoiseAttack 2% 0% 85%
BrendelBethgeAttack 5% 0% 45%

We study the effect of tuning the novelty detection system param-
eters to enhance the robustness of the monitor. In Fig. 14 experiment,
we study the detection rate of with respect to different clusters and
tolerance parameter values. These results show that increasing the
clusters per class has a positive impact on invalidating adversarial
samples. Conversely, increasing the tolerance factor results in accepting
more adversarial samples.

The optimization techniques can be used to force the adversarial
samples through the monitor. The adversarial samples that were suc-
cessfully detected as invalid can undergo a round of Attack-2 optimiza-
tion. For instance, Attack-2 using SHGO on top of FGSM achieved 100%
success rate and 0% detection rate over 300 MNIST samples. Other
experiments over several AdvML techniques showed similar results.

We show an example of a digit image undergoing the attack chain
in Fig. 15: (a) shows the clean input before any step is taken, (b) shows
the adversarial image after FGSM and was detected by the monitor, and
(c) shows the adversarial image which bypassed the monitor.

We tried the reverse chain: run Attack-2 on clean images first,
then on top of validated samples, run AdvML. Results are presented in
Table 2. It is shows that running Attack-2 prior to various adversarial
attacks fails to decrease the monitor detection rate, hence it is not an
efficient attack chain.

6 Effective mechanism against attacks

Defending against adversarial attacks is a critical step towards a
more reliable approach. In this experiment, we aim to defend against
optimization and adversarial neural network attacks represented in
Sections 4 and 5. We recognize that attacks end up producing corrupt
images which lead to a change in the validity or mis-classification
of input class; thus, we wish to generate original-alike images by
mapping adversarial samples to clean ones. After passing through the
cleaner, the output instances are classified and validated exactly as if
the original instances were presented.

We provide an analysis on a defense mechanism based on auto-
encoders (Liou, Cheng, Liou, & Liou, 2014). Auto-encoders learn to
reconstruct the data back from a certain representation to another
representation that is as close as possible to the original input. Prelim-
inary results show that auto-encoders are successful and increase the
robustness of the monitor against adversarial attacks.

To defend MNIST classifiers against adversarial and optimization
attacks, we train an auto-encoder on images obtained by the attacks.
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Fig. 16. Training and validation loss for the auto-encoder.

Fig. 17. Examples of image reconstruction using our auto-encoder.

Table 3
Success rate (%) of optimization attacks after applying our defense.

Optimization attack ↓ Classifier trained ↓ Success rate (%)

Before defense After defense

Attack-1 On 2 classes 100% 0%
On 3 classes 85% 15%

Attack-2 On 2 classes 100% 75%
On 3 classes 80% 20%

We train the auto-encoder to translate input images (e.g. adversarial
examples) into its corresponding original output images (clean exam-
ples). We feed the auto-encoder clean images from MNIST data-set and
defect/adversarial inputs obtained by our attacks. The auto-encoder
then learns to construct clean images from corrupt images.

Fig. 16 represents the auto-encoder training; we observe the de-
crease in validation loss during training an auto-encoder on clean and
corrupt images. We also show the reconstruction of images involved
after training the auto-encoder in Fig. 17: (a) shows the original clean
images without any attack, (b) shows corrupt images and (c) shows
the images reconstructed by the auto-encoder to gain their original
features: its original class and validity.

6.1 Effect of auto-encoders against optimization attacks

We first defend the MNIST classifier of a novelty detector against
optimization attacks. To test auto-encoders against optimization at-
tacks, we run the same SHGO experiment using L1 norm difference
as in Section 4, then, on top of the defect sample images, we run
the defense mechanism. Table 3 shows the success rates before and
after optimization attacks. We see a significant drop in success rates
of optimization attacks. Auto-encoders play a big impact for defending
against optimization attacks.
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Table 4
Success rate (%) of adversarial attacks after applying our defense.

Adversarial attack Success rate (%)

Before defense After defense

FGSM 77% 62%
PGD 100% 82%
BasicIterativeAttack 100% 63%
FastGradientAttack 100% 70%
InversionAttack 63% 41%
ContrastReductionAttack 86% 84%
DeepFoolAttack 77% 62%
SaltAndPepperNoiseAttack 100% 78%
BrendelBethgeAttack 100% 81%

6.2 Effect of auto-encoders against traditional adversarial attacks

To check the effect of auto-encoders against adversarial attacks, we
also run the previous experiment of adversarial attacks in Section 5,
then, on top of adversarial samples obtained, we run the auto-encoder
defense mechanism. We report the results of attacks before and after
using auto-encoders in Table 4. Results show that image reconstruction
using auto-encoders hinders the effect of adversarial attacks. Auto-
encoders are again able to recover the original features of the image
by reconstruction.

Auto-encoders seem a promising defense mechanism and it is im-
portant to implement per our experiment results. Yet, it cannot always
protect against attacks. Auto-encoders help in defending both the clas-
sifier and monitor against attacks, but not completely. The range of
attacks is still expanding and the process of defending against such
attacks is very challenging.

Building an effective defense mechanism for novelty detectors
against attacks is crucial. We expect attackers to come up with several
strategies to make novelty detectors less effective. Hence, the security
of novelty detection systems is an interesting topic. We should make
it very difficult for attackers to control the system and cause harm by
using powerful and efficient defense mechanisms. Auto-encoders are a
promising starting point for exploring the space of defense techniques.

7 Discussion of assumptions and limitations

Our work is mainly focused on box-abstraction based monitors,
which led us to make prompt progress on identifying the attack sur-
face and implement successful strategies. We chose abstraction based
monitors in particular because they are specific to neural networks,
and we wanted to address deep learning applications because of their
increasing popularity. At the same time, this is a major limitation of our
work, and we would like to cover more monitoring schemes and other
types of detectors in the future. We must consider how our results could
be leveraged to other methods. We recognize that it would be more
beneficial to evaluate multiple methods.

We have good intuitions on why SHGO performed well for our
goals, but we have not designed our own optimizer or used machine
learning to manufacture the noisy samples which is another limitation
of our work. We consider that Generative Adversarial Networks (GAN)
or author deep learning architectures can be specifically designed to
target deep learning monitors. We suggest following on this direction
in future work.

Another limitation of our work is that we do not have any au-
tomated way to check whether, for example, a sample pushed from
anomalous to normal is still anomalous or has become normal after
being modified. We confirmed the success of the attack by a human
in the loop looking at the modified sample and deciding that it has
not significantly changed for a human observer. In this direction, we
oversee a connection with explainability systems that try to explain

the decision of an AI model to a human observer, and the human
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observer decides whether the explanation makes sense or not. It is more
challenging to require that the attack preserves the explanation.

An important aspect of our work is that novelty detection is param-
eterized by both the data and the classifier. Still, an F-MNIST sample
should never be detected as normal for a novelty detector trained on
MNIST, independently of the trained network. How far away can we
push an F-MNIST sample to be very close to an MNIST sample without
losing context features? We did not consider scenarios of different
datasets in this work, and we rather focused on marking a subset of
classes of the same dataset as novel, which is at the same time a
limitation, and an opportunity for further research.

We assumed that an adversarial sample, in the Adversarial Machine
Learning (AdvML) sense, defines a novelty, which may not necessarily
be agreed on. It might be reasonable to have the monitor accept 𝑥
n case where 𝑥 is very close to 𝑥0 when their predictions are still

the same. Even though in some online learning settings, 𝑥 might be a
stealthy attack aiming to gradually shift some separation surface. One
might argue that this should not be defined as a novelty.

In this work, we did not assume that other AdvML defenses are in
place, such as adversarial training or other kinds of monitors. While
there are other monitoring detection proposals that are more efficient
in detecting AdvML, they are not designed towards detecting novelty
and therefore cannot be a replacement of ND methods.

8 Conclusion and future work

In this paper, we combined two research directions, Adversarial
Machine Learning (AdvML), and Anomaly/Novelty Detection (AD/ND).
We showed possible attacks on a recent AD method proposed by Hen-
zinger et al. (2020), which analyzes the hidden activations of neural
networks for novel inputs. The topic is of interest to the AD community
as misclassifications due to attacks may be costly in critical domains
such as fraud or intrusion detection.

We demonstrated that novelty detection monitors are vulnerable to
a set of adversarial attacks. We successfully misled the monitor to take
a wrong decision and the classifier to predict a wrong label while being
validated by the monitor. We framed the attack as an optimization
problem and used the SHGO optimizer to efficiently solve it. Novelty
detection is important for monitoring deep learning and its security
should not be overlooked.

The take-out lesson learnt during this work is that the interplay
of AdvML, AD and ND portrays a new kill chain against Artificial
Intelligence (AI) applications. The poisoned samples can be prepared
using black-box optimizers which does not require a deep technical
knowledge of optimization or machine/deep learning. So far, AI was
considered relatively secure because it is a new technology requiring
expensive infrastructure (e.g. GPU/Cloud) and advanced mathematical
and computational knowledge. Someone might claim that this raises
AI above the threat of script kiddies that we usually encounter in
cybersecurity. We sound the alarm that this hypothesis is no more
valid. Using relatively cheap infrastructure, our moderate knowledge
of AI and black-box optimizers, we were able to break a well-designed
monitoring system

We envision exploring other attacks in the future. For instance,
we can frame our attack as an objective function and train a neural
network model to generate adversarial samples. The attack objective
function is simply a Gaussian centered in the box center and has to
incur loss when the generated output is close to the box center. This will
force the generated output to escape the box. Coupling this function as a
regularizer with the original objective function of the target enables the
generation of neighbor samples that are both correctly classified and
invalidated by the monitor. We also envision to build efficient defense
mechanisms that can be inspired from current classifiers stratifying
9

schemes.
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