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An Abstract of the Thesis of

Assad Anwar Watfa for Master of Science
Major: Computer Science

Title: Knowledge Graph Fact Checking using Deep Learning

In recent years, the use of knowledge graphs has become an essential part of
information retrieval. These knowledge graphs are made up of billions of facts
that are encoded in the form of RDF triples. They are automatically generated
so that means they are prone to errors. Therefore, providing evidence for the
validity of these facts can be of great importance. Such evidence can be in the
form of text snippets that are extracted from reliable sources. In this thesis, we
propose an approach that takes a fact in the form of an RDF triple and checks if
it is true or not and provides textual evidence for the given fact.

Our proposed approach works into two stages. First, for a given knowledge
graph fact, it retrieves the top-k most relevant sentences to the fact from a back-
ground corpus. Second, using these retrieved sentences along with the input fact,
it automatically verifies whether a fact is true or false by making use of newly
developed deep learning models. We evaluate our approach and compare it to
various baselines using FactBench, a publicly available benchmark for fact check-
ing. Our experimental results demonstrate the merits of our proposed approach
in validating knowledge graph facts.
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1 Introduction

1.1 Motivation

The use of knowledge graphs has increased a lot in recent years.For instance, they
are heavily used in question-answering applications and also to enhance search
results on major search engines nowadays. Knowledge graphs encode human
knowledge in a machine-readable format. They consist of a set of nodes repre-
senting entities (real-world objects and events, or abstract concepts), which are
interlinked through a set of relations represented by edge labels in the knowledge
graph. Each such edge typically represents a fact.

The number of publicly-available knowledge graphs have increased drastically
over the past few years, some of which are also linked to each other. As of
today, there are 1269 knowledge graphs with 16201 links between them in the
Linked Open Data Cloud1. Examples of such knowledge graphs include YAGO,
DBpedia, Wikidata, etc. The size of these knowledge graphs varies as well, for
example, as of 2019, Yago has knowledge of more than 10 million entities (i.e.,
nodes) and contains more than 120 million facts (i.e., edges) about these entities.

The facts or edges in knowledge graphs are typically encoded using the Re-
source Description Framework (RDF)2. In RDF, a fact is represented as a subject-
predicate-object triple (SPO triple for short). Subjects and predicates are URIs,
representing entities and relations, respectively. Objects on the other hand
can be either URIs representing entities or literals (such as text, dates, etc.).
For example: John F. Kennedy diedIn Dallas is an RDF triple with entities
John F. Kennedy and Dallas, and with relationship diedIn. Such RDF triple
encodes the fact that John F. Kennedy died in Dallas.

Figure 1 represents a snippet a of knowledge graph and Table 1 below shows
the RDF triples corresponding to the edges in the depicted knowledge graph
snippet. shUse labels for figures and Tables and then reference these labels in
the text, and center figures and tables.

1https://lod-cloud.net/
2https://www.w3.org/RDF/
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Figure 1: Part of a knowledge graph

Table 1: RDF triples corresponding to edges in Figure 1
Subject Predicate Object
Will Smith actedIn A Closer Walk
Will Smith won Grammy Award
Grammy Award isA Award

Knowledge graphs are typically automatically generated using fromWeb sources
as well as licensed databases using Information Extraction techniques. Such
techniques are prone to errors, and consequently some of the facts encoded in
a knowledge graph might not be valid. For example, consider the following two
RDF triples:

(’Mitt Romney’, ’Detroit’, ’birth’)
(’Harry Martinson’, ’Nobel Peace Prize’, ’award’)

The first such triple is a valid triple, meaning that the fact that Mitt Romney
was born in Detroit encoded by such triple is actually true. On the other hand,
the second triple is invalid since Harry Martinson actually won a Nobel prize in
literature, not a Nobel Peace Prize, so the fact encoded by such triple is thus
false.

Just by looking at these triples, it is really hard to tell whether these facts are
true or not. That is, these triples lack context that can help users verify whether
a fact encoded by the triple is true or false. A lot of recent work (for example,
Defacto [11]) has thus proposed to augment knowledge graphs with text snippets
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that are relevant to the facts encoded by the triples and that can serve as textual
evidence for the validity of the triple as well as provide additional context to the
fact encoded by the triple.

For example, considering again our two example triples, above. Assume that
each triple is now associated with some textual snippet that adds context to the
triple as follows.

(’Mitt Romney’, ’Detroit’, ’birth’)

”Willard Mitt Romney was born on March 12, 1947, at Harper University Hos-
pital in Detroit, Michigan, one of four children born to automobile executive
George W. Romney (1907–1995) and homemaker Lenore Romney (née LaFount;
1908–1998).”

(’Harry Martinson’, ’Nobel Peace Prize’, ’award’)

”Eyvind Johnson and Harry Martinson were elected members of the Swedish
Academy and shared the Nobel prize in literature in 1974.”

By looking at those text snippets associated with each triple, first it becomes
clear that the first fact is true while the second is false. Moreover, by looking
at those text snippets, the user can learn about the context of each fact, namely
that Romney was one of four children to his parents, and who these parents are.
Similarly, for the second fact, one can learn that Martinson has jointly won the
Nobel Prize in literature in 1974.

Thus, in this thesis, our goal is to retrieve textual evidence for knowledge
graph facts, which adds context to these facts and can be used to validate those
facts as well. Our approach to achieve this goal is thus two-fold: first, for a
given knowledge graph fact, retrieve top-k most relevant sentences to the fact
from a background corpus, and second use these sentences along with the fact to
automatically verify whether a fact is true or false. The output of our approach
would then be the retrieved top-k sentences, along with a prediction of whether
the fact is true or false. The advantage of providing the user with the retrieved
sentences is that he/she can verify whether our prediction is accurate or not,
understand why a fact is true or false, and moreover learn additional context
about the fact of interest.

Our approach assumes the presence of a knowledge graph and a corresponding
background textual corpus from which relevant sentences can be retrieved. Our
approach can be summarized as follows:

1. Given a knowledge graph fact in the form of an RDF triple, retrieve the
top-k most relevant sentences from the background corpus

2. Given a knowledge graph fact, and the top-k most relevant sentences, pre-
dict whether the fact is true or false.

3



1.2 Challenges

To achieve the above-stated goal, a number of challenges need to be overcome.
These challenges are as follows.

1. First, there is a a vocabulary mismatch between the knowledge graph and
the background corpus. As previously mentioned, most knowledge graphs
represent facts as RDF triples and since we want to retrieve textual evi-
dence, the background corpus has to be textual.

2. Second, for a given fact, we need to retrieve the top-k most relevant sen-
tences from the background corpus. This is a challenging task since our
goal is to retrieve sentences, which are typically short in length and thus
traditional IR techniques might not be adequate for such a task as they
are best-suited to retrieve long documents for short queries. For example,
consider the fact:

(’Mitt Romney’, ’Detroit’, ’birth’)

A relevant sentence might actually just mention Romney (i.e., only refer
to him using his last name). Similarly, a sentence will typically contain
each verbalization of the triple only once, thus most term-frequency-based
IR techniques might not be adequate to di↵erentiate between relevant and
non-relevant sentences.

3. Our third challenge is to train a robust machine-learning model that can
predict the validity of a given fact using the retrieved sentences for the fact.
This is not a typical machine-learning task and poses a challenge in terms
of model architecture as well as training data that can be used to e↵ectively
train such a model.

1.3 Contributions

1. To overcome our first challenge, similar to most previous work, we propose
to verbalize the RDF triples in the knowledge graph. This will result in a
textual representation of the triple, which can then be matched against the
background corpus. To verbalize the RDF triples, we leverage the labels
associated with resources (i.e., entities) in the knowledge graph. For exam-
ple, we represent the entity: ’Francisco Franco’ using its label ’Francisco
Franco’.For predicates (i.e., relations) we manually generated corresponding
textual representations for each relation in the knowledge graph since rela-
tions are typically not associated with labels. For example, for the ’award’
relation, we generated the following textual representations: ’awarded’, ’re-
ceived’, ’won’, ’presented’. Our verbalized fact will then be the combination
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of the subject’s label, predicate’s textual representation, and object’s label
(or literal in case it was a literal). We will thus have multiple textual
representation for one single fact. For example, for the following fact:

(’Henry Dunant’, ’Nobel Peace Prize’, ’award’)

We will obtain the following textual representations: ’Henry Dunant awarded
Nobel Peace Prize’, ’Henry Dunant received Nobel Peace Prize’, and ’Henry
Dunant won Nobel Peace Prize’.

2. Given the textual representations of an RDF triple, we propose to first
retrieve the top-k most relevant documents from the background corpus to
the textual representation of the triple. We explore various methods to be
able to do this, such as ranking documents based on the relevance of their
titles to the labels of the subjects and objects, alone and combined, as well
as the relevance of the full contents of the documents to the labels of the
subjects and objects, alone and combined.

Next, given the top-k most relevant document to the textual representations
of a fact, we extract all sentences in those retrieved articles and then rank
them based on their relevance to the textual representations of the fact.
We again explore various methods to achieve this such as exact matching,
partial matching and so on.

3. Our third contribution in this thesis is a machine learning model which takes
as input a fact and textual evidence in the form of the top-k most relevant
sentences retrieved for the fact. Our model then predicts whether the fact
is true or false based on the textual evidence associated with the fact. We
explore two di↵erent Long Short-Term Memory (LSTM) neural networks
models for this task. To train these models, we leverage FactBench [8],
which is a benchmark for the evaluation of fact validation approaches. It
consists of facts for 10 relations that are extracted from Wikipedia (DBpe-
dia) and Freebase. These facts were all manually labeled as true or false.

4. Finally, we also run a user study on test data of FactBench to evaluate
how well a human can validate a fact and determine whether it is true or
false given our retrieved textual evidence. This serves two purposes, first
validating our retrieval approach and second estimating the human-level
performance of the machine learning model.

1.4 Outline

The rest of thesis is organized as follows. In Chapter 2, we review related work. In
Chapter 3, we describe our approach for retrieving textual evidence for knowledge
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graph facts from a background corpus. In Chapter 4, we describe our machine
learning model for automatic prediction of the validity of a knowledge graph facts.
In Chapter 5, we describe our experiments to evaluate our proposed approach and
present the results of these experiments. Finally, we conclude and present future
directions in Chapter 6.
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2 Literature Review

Our work falls in the area of fact checking. Our goal is to take an RDF triple
from a knowledge graph and verify the fact but also to provide some textual
evidence in the form of sentences. In this chapter, you review most related work
that tackled either goals in the literature.

In [1], the authors use DBpedia 3 , an existing knowledge graph as a source
of evidence, together with logical reasoning to make fact checking decisions. The
key idea is to assess whether a given claim is true or false and to provide human-
interpretable explanations for such decision in the form of supporting and contra-
dicting evidence. To do this, declarative Horn rules defined over the knowledge
graph guide the decision process and provide semantic arguments for the conclu-
sion.

In general, knowledge graphs do not come with the rich rules that the authors
need in their approach. To overcome this, the authors use RUDIK [16], a system
for the discovery of declarative rules over knowledge bases.

Knowledge graphs have data quality issues, due to the automatic methods
that are used to build them at scale. Information stored in knowledge graphs is
thus inevitably incomplete and noisy, because of errors coming from the sources
and the automatic extractors. For these reasons, in many cases, rules cannot be
triggered. The authors identify these cases and resort to mining Web pages to get
evidence for missing facts that are crucial to reach a decision for a claim. To asses
the claims from the Web, they adopt CREDEYE [19], a system that assesses the
credibility of arbitrary claims made in natural-language text. In the end, they
output a decision for a fact which includes a human-interpretable explanation.

Tracy [9] is a tool that generates human-comprehensible explanations for can-
didate facts. It uses rules to rewrite the fact in question into other easier-to-spot
facts. The tool finds semantically related evidence in textual sources and the un-
derlying knowledge graph, and provides human-comprehensible explanations for
the facts. By utilizing rules, Tracy enables users to combine clues from di↵erent
resources (structured and unstructured) thus overcoming the problem that arises
when the fact is never explicitly mentioned.

Tracy has two main components: (i) a Query Rewriting Engine (QRE), which
is responsible for rewriting facts and generating explanations, and (ii) Fact Spot-
ting (FS), which is the component that finds evidences in Web sources. The
workflow of the system is as follows. First, a user submits an input fact Q (i.e.,
the query) to the QRE. Then, this component possibly rewrites it into easier
facts according to the logic specified by the rules contacting FS every time it
cannot find evidences in the knowledge graph. If a su�cient number of evidences
is found, then the QRE uses them to return one or more explanations for Q.

DeFacto [11] (Deep Fact Validation) consists of a set of algorithms for vali-

3https://wiki.dbpedia.org/
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dating RDF triples by finding confirming sources for them on the Web. It takes
a statement as input and then tries to find evidence for the validity of that state-
ment by searching for supporting textual evidence on the Web. The output of the
approach is a confidence score for the input statement as well as a set of excerpts
of relevant Web pages, which allows the user to manually judge the presented
evidence.

DeFacto uses the BOA [10] framework, whose input consists of a set of knowl-
edge bases, a text corpus (mostly extracted from the Web) and (optionally) a
Wikipedia dump. The BOA framework aims to be a framework that allows ex-
tracting structured data from the human-readable Web by using Linked Data
as background knowledge. It also provides a library of natural language pat-
terns for formal relations that allows bridging the gap between structured and
unstructured data.

FacTify [7] is another framework to retrieve supporting passages for knowledge
graph facts. Given a knowledge graph and a background text corpus, FacTify
retrieves the top-k most relevant textual passages for a given set of facts. It uses
a set of information retrieval models that combine exact matching through the
Okapi BM25 model with semantic matching using word embeddings.

ROXXI [6] is a system that enables information exploration on top of RDF
knowledge graphs. However, it retrieves documents rather than sentences as in
our case. ROXXI does not rely on entities only but instead combines the benefits
of document retrieval and structured search in knowledge bases by relating auto-
matically extracted information (facts) to its witnesses, i.e., the documents the
information originates from. ROXXI makes use of textual patterns available in
PATTY[17] to rank these documents based on statistical language models. Once
a document is retrieved, meaningful content snippets for each document in the
result set are also generated.

FactCheck [20] is the closest approach to the one we propose in this thesis.
FactCheck does fact checking by combining deep sentence parsing with topic
coherence on static corpora to determine how likely a fact is to be true. The
system first verbalizes the input fact, i.e., transforms it into natural language.
These verbalizations are then used to search through a static corpus and gather
documents containing sentences similar to the verbalizations. For every retrieved
sentence, FactCheck extracts evidence features and for every document, trust
worthiness features are further extracted. These features are then used as input
to a trained machine learning model, which returns a confidence value for the
triple between 0 and 1.

In [3], the authors address the problem of finding descriptive explanations of
facts stored in a knowledge graph. They do so by ranking passages retrieved
from a background corpus by generating a language model for each passage and
then ranking the passages based on the probability of their language models
generating the verbalization of the facts. The language models of the facts are
defined as a mixture model of three di↵erent language models. The first lan-
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guage model is a passage-level one estimated from the passage itself. The second
is a document-level language model, and the third is a collection-level language
model. By incorporating three three types of language models, they overcome
the sparsity problem that arises from the short length of the passages. More-
over, the document-level language model gives a higher score to passages that
come from documents that talk more about the entities involved in the input
fact. Thus, passages coming from documents that are mostly about the involved
entities are given a higher rank by their proposed ranking model. Finally, the
collection-level language model is also important as it plays the role of a refer-
ence or background language model and provides term weighing similar to inverse
document frequency (IDF).

FAKTA [15] predicts the validity of a given claim and provides evidence at the
document and sentence level to explain its predictions. The system first tokenizes
the claim by only considering verbs, nouns and adjectives. The tokenized claim
is then passed to a document retrieval model, which retrieves the top-k most
relevant documents from text corpora. Apache Lucene [2] was used to index and
retrieve relevant documents from the 2017 Wikipedia dump. In addition,Google
API 4 was used to retrieve documents from these four sources: Wikipedia, and
high, mixed and low factual media. The retrieved documents are then passed to
the re-ranking model, which refines the ranking of the documents. Finally, they
perform stance detection by utilizing the model in [21] to predict whether the
claim agrees or disagrees with the retrieved documents.

To summarize, some of the reviewed approaches above [1, 9] make use of rules
to judge a fact and predict its validity. In this thesis on the other hand, we use
machine learning to predict the validity of facts, without the need for any explicit
rule generation.

Similar to our proposed approach, some approaches [11, 15, 20] use machine
learning to predict the validity of knowledge graph facts. Our approach, however,
utilizes end-to-end deep learning to achieve this task.

Other approaches focused only retrieving textual evidence in the form of pas-
sages or documents [7, 6, 3]. In this thesis, we retrieve sentences instead of
passages or documents, which are deemed to be more concise and would thus
allow the user to more easily judge the validity of a given fact. We also use these
sentences to build our deep learning models to automatically verify the facts.

4https://developers.google.com/custom-search
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3 Retrieving Textual Evidence Approach

As mentioned in the introduction, our goal in this thesis is to retrieve textual
evidence for knowledge graph facts, which adds context to these facts and can
be used to validate those facts as well. In this chapter we describe our approach
to retrieve the top-k most relevant sentences to a given knowledge graph fact
from a background corpus, and in the next chapter we describe how we use these
retrieved sentences along with the fact to automatically verify whether a fact is
true or false.

Our approach assumes the presence of a knowledge graph which consists of
a set of RDF triples and a corresponding background textual corpus from which
relevant sentences can be retrieved. Given a knowledge graph fact (i.e., an RDF
triple), our approach aims to retrieve the top-k most relevant sentences from
the background corpus. To be able to do this, first we must verbalize the given
fact,that is represent it using natural language, and second we need to retrieve the
top-k most relevant sentences from the background corpus to the verbalization(s)
of the given fact. In the first section of this chapter, we describe how we perform
fact verbalization and in the second section we explain how we retrieve the top-k
most relevant sentences to the verablization(s) of the fact.

3.1 Fact Verbalization

Knowledge graphs facts are typically encoded using the Resource Description
Framework (RDF). Facts are represented as subject-predicate-object triple (SPO
triple for short). Subjects and predicates are URIs, representing entities and
relations, respectively. Objects on the other hand can be either URIs representing
entities or literals (such as text, dates,etc.).

For example: Bob Dylan wasBornIn Duluth, Minnesota is an RDF triple with
entities Bob Dylan and Duluth, Minnesota, and with relationship wasBornIn.
Such RDF triple encodes the fact that Bob Dylan was born in Duluth, Minnesota

Our goal is to retrieve textual evidence for a given fact from a background
textual corpus. However, there is a vocabulary mismatch between a knowledge
graph facts, which are encoded in RDF and the textual background corpus, which
is in natural language. To overcome this, we need to transform a given RDF triple
into one or more textual representations.

Recall that an RDF triple is composed of three components, a subject which
typically represent entities, a predicate which represent relations, and objects
which either represent entities or are literals such as dates, etc. Thus, to verbalize
an RDF triple, we rely on the labels of entities which are commonly available in
most knowledge graphs. For instance, consider our example RDF triple from
above. To verbalize such triple, we use the label for the subject Bob Dylan which
is ’Bob Dylan’ and for the object Duluth, Minnesota, we also use its label which
is ’Duluth, Minnesota’. Note that if the object was a literal, then it is already in
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textual form and does not need any verbalization.
Predicates on the other hand are not usually associated with labels or any

textual representations in general. To be able to verbalize predicates in our ap-
proach, we manually generate relational patterns for each predicate in the knowl-
edge graph. For example, for the ’award’ relation, we generated the following
textual representations: ’awarded’, ’received’, ’won’, ’presented’. Note that one
can also leverage lexical resources such as PATTY[17], which is a collection of
semantically typed relational patterns. For example, a predicate ’isLeaderOf’
will have patterns like : ’is president’ or ’mayor of’ in PATTY.

Since we have multiple representations for a predicate, we thus would end up
with multiple textual representations for a single fact. For example, the following
fact:

(’Harry Martinson’, ’Nobel Peace Prize’, ’award’)

would be associated with the following textual representations or verbaliza-
tions:

• ’Harry Martinson awarded Nobel Peace Prize’

• ’Harry Martinson received Nobel Peace Prize’

• ’Harry Martinson won Nobel Peace Prize’

All these verbalizations can then be used to retrieve the top-k most relevant
sentences from the background corpus as we describe next.

3.2 Sentence Retrieval

After obtaining textual representations for a given RDF triple, our goal now is to
retrieve the top-k most relevant sentences from a background corpus. To be able
to do this, we first index the documents in our background corpus using Elas-
ticSearch[5], which is a popular search engine library. Note that other libraries
could also be used such as Apache Lucene[2].

Once the background corpus has been indexed using ElasticSearch, to retrieve
the top-k most relevant sentences for a given RDF triple, we first retrieve the
top-k most relevant documents from the background corpus for each possible
verbalization of the triple, and then retrieve the top-k most relevant sentences
from those retrieved documents.

To retrieve the top-k most relevant documents, we leverage the ability to
search for documents using both their titles and their content through Elastic-
Search. In particular, documents are retrieved using five di↵erent search settings:

1. Search in the document title using Subject
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2. Search in the document title using Object

3. Search in the document content using Subject

4. Search in the document content using Object

5. Search in the document content using Subject and Object combined

The retrieved documents are then pooled and duplicates are eliminated.
For example, for the following fact verbalization:

(’Henry Dunant’, ’Nobel Peace Prize’, ’award’)

Assume the background corpus is Wikipedia. Our approach would then search
in all Wikipedia article titles. We use the the five di↵erent search settings men-
tioned above, each search setting will give us 5 articles, so can get a maximum
of 25 articles. We first search article titles using the subject (’Henry Dunant’).
Henry Dunant’s main Wikipedia page should be one of the 5 retrieved articles.
We do the same for the object (’Nobel Peace Prize’), which gives us another 5
articles. Then we search in the article content, again for both the subject and
object. Finally we search in the document content but this time we combine the
subject and object. The query would be ’Henry Dunant Nobel Peace Prize’ in
this case.

After we retrieve the top articles as mentioned, we extract all sentences from
them and we remove duplicates. Sentences with more than 50 words are removed
and we create a new ElasticSearch index with the remaining sentences.

To retrieve the sentences from the retrieved documents, we utilize two search
settings. The first uses full exact matching, and the second uses half matching.
For the exact matching, we ensure that the subject and object both appear in
the sentence. For example, for the following fact verbalization:

(’Henry Dunant’, ’Nobel Peace Prize’, ’award’)

The sentences are first searched if they contain the exact words ‘Henry Dunant’
and ‘Nobel Peace Prize’.Full exact matching sometimes does not work. If we take
a subject like ’George W. Bush’, in many sentences he might be referenced as
’George Bush’. In this case full exact matching would get 0 hits. To overcome
this, we do half matching. This is where we use half of the subject and half
of the object, so at least the word ’George’ or ’Bush’ should be in the sentence.
Note that stop words are also removed to prevents words like ’the’ from being the
half that is taken. If we take the following subject: ”The Bronx”. When doing
half matching, any sentence that contains the word ”the” is then a candidate
sentence, so removing stop words avoids this issue. We mentioned how the subject
and object are used in searching, as for the predicate, There is no form of exact
matching for it. But once we get our candidate sentences from the full exact
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matching or half matching. We then search these sentences using our verbalized
facts that were mentioned earlier. These verbalized facts contain a di↵erent form
of the predicate, so the ranking of these sentences is a↵ected by the presence of
the predicate. If the exact predicate is mentioned in the sentence, this will give
the sentence a higher ranking than the others.

Using the above approach, we thus retrieve the top-k most relevant sentences
for a given knowledge graph fact.
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4 Machine-learning-based Fact Checking

In the previous chapter, we described how we retrieve textual evidence in the
form of natural-language sentences for a given RDF triple from a background
corpus. In this chapter, we describe how we build a machine learning model to
predict whether the given RDF triple is valid or not. To do this, our proposed
machine learning model takes as input a (verbalized) RDF triple and the top-k
most relevant retrieved sentences for that triple from the background corpus. The
model will then predict whether these sentences support or refute the RDF triple
to arrive to a final verdict about its validity.

In this thesis, we experiment with two end-to-end deep-learning models. Both
models rely on Long Short-Term Memory (LSTM) neural networks [12]. We
describe each model separately next.

4.1 Vanilla LSTM Model

Our first LSTM model for fact checking is depicted in Figure 2. The input to
this model is the verbalized RDF triple and its top-k most-relevant sentences
retrieved from the background corpus. Furthermore, we concatenate the top-k
most relevant sentences into one long sentence. We assume that the maximum
length of the input sentences is 512 characters, each. The sentences are then
processed by removing stop words and stemming. Next, the sentences are passed
through an embedding layer to map the words to vectors of real numbers. Word
embeddings are capable of capturing the semantic and syntactic relationships
between words and have been a necessary component in training deep-learning
natural language processing models such as ours. In our experiments, we rely on
Word2Vec [13] as the word embeddings layer. However, other word embeddings
can be used instead, including contextual ones such as BERT [4] and ELMO [18]

After input sentences are passed through the embedding layer, they are passed
through an LSTM layer, and then the output is concatenated. Dropout and batch
normalization are then applied. The output is then passed through a dense layer
and then another series of dropout and batch normalization are applied once
again. Finally, the output is passed through yet another dense layer, with a
single sigmoid output neuron that outputs whether the input RDF triple is valid
or not.

To train the above described model, we use the binary cross-entropy error.
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Figure 2: Vanilla LSTM Model Architecture

4.2 Siamese LSTM Model

Our second fact-checking model utilizes a Siamese neural network architecture [14].
A Siamese neural network is an artificial neural network that uses the same
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weights while working in tandem on two di↵erent input vectors to compute com-
parable output vectors. Siamese networks seem to perform well on similarity
tasks and have been used for tasks like sentence semantic similarity, recognizing
forged signatures and many more. The model is depicted in Figure 3. The input
to this model is similar to our first model: the verbalized RDF triple and its
top-k most-relevant sentences retrieved from the background corpus, which are
also concatenated to form one long sentence. The maximum length of these input
sentences is 512 characters each. The sentences are then processed by removing
stop words and stemming. Next, the sentences are passed through an embedding
layer to map the words to vectors of real numbers.

Figure 3: Siamese LSTM Model Architecture

After the input sentences are passed through the embedding layer, the inputs
are passed through one shared LSTM layer. In Figure 3, both LSTM layers are
identical. The weights are tied such that LSTM↵ = LSTM�. In practice how-
ever, we only use one shared LSTM layer. The output of the LSTM layer is thus
the vectors that hold the semantic meaning of each input sentence. The simi-
larity between those two vectors is then computed using the following similarity
measure:

exp(� || h(left) � h(right) ||1) (1)
This similarity measure returns a value between 0 and 1. We then use mean
squared error to train such a model and predict if an RDF triple is valid or
not. After we get the similarity measure, it is passed through the y neuron that
outputs the final verdict.
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5 Evaluation

In the previous chapter, we described our two machine learning models that we
use to automatically verify whether a knowledge graph fact is true or false. Both
these models assume the same input, namely a fact (i.e., an RDF triple) and the
top-k most relevant sentences to the fact retrieved from a background corpus. In
this chapter, we describe a set of experiments that we conducted to evaluate our
proposed approach and their results.

5.1 Setup

We use FactBench [8] as our knowledge graph, from which facts are verified.
FactBench5 is a benchmark for the evaluation of fact-validation approaches. Fact-
Bench consists of 3000 facts spanning 10 relations (i.e., predicates). These 3000
facts are equally divided into two classes: true facts and false facts, each with 1500
instances in total. True facts are drawn from two prominent knowledge graphs,
namely DBpedia6 and Freebase7. False facts on the other hand are generated
by drawing true facts from the two previously mentioned knowledge graphs and
cautiously modifying them while still following domain and range restrictions,
so that the false facts are as meaningful as possible. Finally, FactBench is split
evenly into train and test sets.

We first randomly draw 100 facts from the test set, 50 true and 50 false, which
we use to evaluate our approach and compare it to selected baseline approaches.
We then combine the remaining facts in the training and test sets (2900 facts
in total) and use 67% of them to train our machine learning models and the
remaining 33% for validation.

5.2 Experiments and Results

In this thesis, we proposed two machine learning models to verify knowledge
graph facts. To train these two models, we used the training set generated from
FactBench as explained above and we used the validation set to tune their hy-
perparameters and select the best models.

More precisely, for each fact, we first verbalized it as explained in Section 3.1.
Next, we retrieved for each fact, the top-k relevant sentences from a Wikipedia
background corpus as described in section 3.2. The Wikipedia dump used was
enwiki-20191101. It was released towards the end of 2019 and has an unzipped
size of 69.2 GB. We used a tool called wikiextractor8 to parse the wiki dump.
After parsing our wiki dump, we indexed the articles using ElasticSearch [5]. Now

5https://github.com/DeFacto/FactBench
6https://wiki.dbpedia.org/
7https://developers.google.com/freebase
8https://pypi.org/project/wikiextractor/
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given a verbalized RDF triple, we can retrieve the top-k most relevant documents.
To retrieve the top-k most relevant documents, we make use of ElasticSearch’s
ability to search for document titles and document content for both the Subject
and Object. This will give us a pool of documents, from which duplicates are
eliminated. Now that we have our documents, all sentences with less than 50
words are selected, and duplicates are eliminated once again. A new index is
created using ElasticSearch for all the remaining sentences. This index is used to
search with the verbalized fact as the query to retrieve the top-k most relevant
sentences.

For the machine learning models, we experimented with two approaches: the
first was to use just the top-1 relevant sentence as evidence and the second ap-
proach was to use the top-5 most relevant sentences as evidence. Thus, in total
we have 4 main machine learning models:

1. Vanilla LSTM (1 sentence)

2. Vanilla LSTM (5 sentences)

3. Siamese LSTM (1 sentence)

4. Siamese LSTM (5 sentences)

Recall that all the machine learning models assume an input layer of word em-
beddings. In our experiments, we used Word2Vec [13], specifically GoogleNews-
vectors-negative300 9 as word embeddings for all models, each with a dimension
of 300.

All the models were trained on the same machine. The machine used to train
the models had the following specifications:

• CPU: Intel Core i7-4820K Processor

• GPU: Nvidia Geforce RTX 2060 6GB

• Ram: 32 GB

• OS: Windows 10

Using the above machine, each model took an average of 3-4 hours to train.
For hyperparameter tuning of the vanilla LSTM models, kerastuner10 was

used. It works by setting intervals for all the hyperparameters, then a random
model is created using a value from the intervals.

The hyperparameters and their intervals were:

• number of lstm units: 32 - 512
9https://www.kaggle.com/leadbest/googlenewsvectorsnegative300

10https://www.tensorflow.org/tutorials/keras/keras_tuner
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• first dropout layer: 0.0 - 0.7

• number of units for the dense layer: 32 - 512

• second dropout layer: 0.0 - 0.7

• learning rate values: 1.0, 1e-1, 1e-2, 1e-3, 1e-4

Overall, 10 models using just the top-1 most relevant sentence and 10 models
using the top-5 most relevant sentences were created. The best performing model
on the validation set from each was then selected.

For the Siamese LSTM models, kerastuner did not work because we used
custom layers. So we had to try di↵erent hyperparameters by using random
values for the hyperparameters by getting a random integer using numpy11.

The hyperparameters and their intervals were:

• number of lstm units: 32 - 512

• dropout rate for the lstm layer: 0.0 - 0.7

• number of units for the dense layer: 32 - 512

• dropout rate for the dense layer: 0.0 - 0.7

• learning rate values: 1.0, 1e-1, 1e-2, 1e-3, 1e-4

Again, 10 models using just the top-1 most relevant sentence and 10 models
using the top-5 most relevant sentences were created. The best performing model
on the validation set from each was once again selected.

Table 2 shows the validation results of the selected four models on the vali-
dation set. As can be seen from the table, both the Vanilla and Siamese LSTM
models that only use the top-1 most relevant sentence as evidence have higher
validation accuracies.

Table 2: Validation results for the four selected models.
Vanilla LSTM
(1 sentence)

Vanilla LSTM
(5 sentences)

Siamase LSTM
(1 sentence)

Siamase LSTM
(5 sentences)

Validation Accuracy 0.589 0.5420 0.5134 0.4905

Next, we compare our four selected models described above to two baseline
approaches. The first is a human-based validation approach and the second is
FactCheck [20], a state-of-the-art fact-checking approach.

For the human-based approach, we created a survey that consists of the 100
random facts selected from the test set of FactBench. Each such fact was pre-
sented with its top-5 most relevant sentences to a person. The person had to read

11https://numpy.org/
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the sentences and decide if the fact is true or false according to the presented
sentences. Figure 4 shows a screenshot of the survey with an example fact and
its top-5 most relevant sentences.

Figure 4: A snapshot of the survey used to perform the human-based evaluation.

A total of three people took the survey and for each fact, a majority vote
was used to ultimately determine the final verdict (i.e., whether a fact is true
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or false). The inter-rater agreement between the three annotators was 0.295 as
measured by the Fleiss’ Kappa Coe�cient, which indicates fair agreement.

We then check for each such fact how well the final aggregated human-based
validation labels agrees with the true label in FactBench to compute the di↵erent
metrics for the human-based validation approach.

As for the second baseline, we use FactCheck which takes an RDF triple as
an input and transforms it into natural language. Then it uses ElasticSearch
to search for evidence using two reference corpora— ClueWeb12 and the English
Wikipedia. For every evidence, FactCheck extracts evidence features and for
every document, trust worthiness features are further extracted. These features
are used as input to a trained machine learning model, which returns a confidence
value for the triple between 0 and 1. For training they used FactBench and the
Birth Place/Death Place (BPDP) dataset which they created. We again use
the same test data composed of 100 facts randomly selected from FactBench to
evaluate FactCheck and compare it to our models and the human-based validation
approach.

Table 3 shows the accuracy, precision, recall, and F1 score of our four selected
machine learning models compared to FactCheck [20] and the human-based vali-
dation baselines, all on the test data. We assume that the positive class represents
false facts when computing these metrics. As can be seen from the table, both the
Vanilla and Siamese LSTM models that use just the top-1 sentence have better
performance on the test data, similar to the case of the validation data.

Table 3: Test results for the four selected models and the baselines.
Accuracy Precision Recall F1 score

Human-based Validation 0.75 0.75 0.76 0.75
Vanilla LSTM(1 sentence) 0.59 0.52 0.6 0.55
Vanilla LSTM(5 sentences) 0.54 0.46 0.46 0.46
Siamese LSTM(1 sentence) 0.61 0.26 0.86 0.4
Siamese LSTM(5 sentences) 0.54 0.2 0.62 0.3
FactChecK 0.66 1 0.59 0.74

More precisely, the Siamese model performed really well in correctly identify-
ing true facts as indicated by its high recall. However, it only has a precision of
0.26, so it misclassifies a large portion of false facts as true.

The vanilla lstm models on the other hand were more well rounded. The
Vanilla LSTM (1 sentence) had a precision score of 0.52 and recall of 0.6, so it
also was better at labeling false facts correctly but it performs worse at labeling
true facts correctly than the Siamese models.

12https://lemurproject.org/clueweb12/
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FactCheck’s model had a perfect precision of 1.0, but a recall of 0.59. This
means that it correctly labels all the false facts but it also tends to label most
facts as false.

The human based approach had a precision of 0.75 and recall of 0.76, and had
the highest accuracy of 0.75 among all approaches and models.

Finally, we show some qualitative results from our best performing model, the
Vanilla LSTM one using the top-1 most relevant sentence in Table 4.

Table 4: Example results for the Vanilla LSTM (1 sentence) model.
Fact Support Sentence Actual Label Predicted Label

(’Henry Dunant’,
’Nobel Peace Prize’,
’award’)

’When the first Nobel Peace Prize was awarded in 1901,
the Norwegian Nobel Committee opted to give it jointly
to Henry Dunant and Frédéric Passy,
a leading international pacifist.

1 1

(’Los Angeles’,
’Will.i.am’,
’birth’)

’”Make Me Cry” was the first song that Cole recorded
with will.i.am in Los Angeles.’

1 0

(’Heinrich Böll’,
’Nobel Prize Physics’,
’award’)

’The novel was nominated for Nobel prize
by Heinrich Böll.’

0 0

(’Orlando Magic’,
’Derek Fisher’,
’nbateam’)

’The Magic double-teamed Bryant in the backcourt,
allowing him to pass the ball up to Ariza, who in turned
passed it to Derek Fisher on the right wing.’

0 1

For the first fact, the top-1 most relevant sentence clearly states that Henry
Dunant was awarded a Noble Peace Prize, and our model correctly labels such
fact as true.

For the second fact, although both Will.i.am and Los Angeles are present in
the top-1 most relevant sentence, but there is no mention of birth, and thus our
model wrongly labels such fact as false.

For the third fact, as there is no mention of Heinrich Boll being awarded a
Nobel Prize in Physics in the top-1 most relevant sentence, our model correctly
labels this fact as false.

For the final fourth fact, Derek Fisher is mentioned as playing against and
not for the Orlando Magic in the top-1 most relevant sentence. Thus, the model
labels this fact as true when in fact it is false.
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6 Conclusion and Future Work

In this thesis, we proposed a fact-checking approach that takes a knowledge graph
fact in the form of an RDF triple and determines whether the fact is true or false,
while providing relevant textual evidence that explains the verdict. To be able
to do this, we first verbalize the RDF triple and then extract textual evidence
in the form of relevant sentences retrieved from a background corpus. In our
experiments, we use FactBench [8] as our knowledge graph and Wikipedia as the
background corpus. ElasticSearch [5] was used to retrieve the top-k most relevant
sentences for a given RDF triple from the knowledge graph.

We then trained various deep learning models to ultimately determine whether
a fact is true or false based on the textual evidence extracted for the fact from the
background corpus. More precisely, we trained two types of LSTM models. The
first was a Vanilla LSTM model and the second was Siamese neural network. The
input to both these models was the verbalized RDF triple and the top-k most
relevant sentences. For each model, we exterminated with using just the top-1
most relevant sentence as evidence as well as the top-5 most relevant ones.

To evaluate our proposed models, we compared them to two baseline ap-
proaches a human-based validation approach and FactCheck [20]. To this end,
we first generated a test dataset that consists of 50 true and 50 false facts drawn
from FactBench. Each such fact was then presented with its top-5 most relevant
sentences to three people in a survey, to perform human-based validation. The
same set was also used to evaluate FactCheck and our four models.

Accuracy, precision, recall, and F1 scores were calculated to compare all the
models and approaches. We observed that the Siamese LSTM models performed
really good on correctly labeling true facts, while they struggled with correctly
labeling false facts. The vanilla LSTM models on the other hand were more
balanced; they did worse than the Siamese models at labeling true facts but
outperformed them when it comes to false facts. FactCheck [20] had a perfect
precision on the other hand, but did poorly when it comes to recall. The human
evaluation was the most even out of all the models, having the best tradeo↵
between precision and recall.

In future work, we aim to utilize larger training sets to better train our pro-
posed machine learning models. We also aim to deploy and evaluate our proposed
approach on more knowledge graphs, and using multiple background corpora,
both general purpose as well as domain specific. For example, we aim to experi-
ment with a medical knowledge graph and a medical background corpus. Another
future direction is to extend the work done in this thesis to support statement
search. That is, instead of validating knowledge graph facts, we will aim to vali-
date natural language statements such as ”Barrack Obama was the president of
the United States” for instance.
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