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1. Introduction

It is well-known that synchrony increases the power of concurrent programs, e.g., with respect to the ability to solve
consensus in the presence of some number and type of faults [15]. In this paper, we investigate the power of synchrony
with respect to shared registers (i.e., shared variables) in a concurrent program. We show that, by using a larger grain of
synchronous atomic action, we can decrease the power of the shared registers that are used. Specifically, we can replace
any number of K-reader K-writer variables by (a larger number of) 1-reader 1-writer variables.

We present a transformation that starts with a concurrent program P = P1|| --- || Px and produces an equivalent (strongly
bisimilar) concurrent program P = P1|| - -- || Pk in pairwise normal form: (1) P uses only 1-reader 1-writer shared variables,
and (2) every process P; in P shares and updates state with other processes on a pairwise basis. That is, P; shares and
updates state with P;, and also with Pj. The actions of P; are “conjunctions” of “pairwise” actions. Each pairwise action
inspects and updates the 1-reader 1-writer variables that are shared between P; and one other process P;. A different
pairwise action inspects and updates the 1-reader 1-writer variables that are shared between P; and P. An action of P;
is a “conjunction” of such pairwise actions. The global state transition diagram of P is strongly bisimilar to the global state
transition diagram of P. Thus, in particular, our transformation does not introduce any extraneous waiting, i.e., waiting that
is not originally present in P.

Our result has implications for the program synthesis and verification methods developed in [1,3,4]. Those papers present
methods for synthesizing concurrent programs in pairwise normal form, and for verifying their deadlock-freedom, safety,
and liveness properties. These methods exploit pairwise normal form to avoid state-explosion; they work by analyzing the
global state transition diagrams of small subsystems of processes (two processes for safety and liveness, and three processes
for deadlock-freedom).

E-mail address: paul.attie@aub.edu.lb.

http://dx.doi.org/10.1016/j.tcs.2015.11.032
0304-3975/© 2015 Elsevier B.V. All rights reserved.


http://dx.doi.org/10.1016/j.tcs.2015.11.032
http://www.ScienceDirect.com/
http://www.elsevier.com/locate/tcs
mailto:paul.attie@aub.edu.lb
http://dx.doi.org/10.1016/j.tcs.2015.11.032
http://crossmark.crossref.org/dialog/?doi=10.1016/j.tcs.2015.11.032&domain=pdf

2 P.C. Attie / Theoretical Computer Science 619 (2016) 1-31

In principle, one could verify a concurrent program P by using the result of this paper to convert P to P, and then apply
the methods of [1,3,4] to P. However, there is an exponential blowup in going from P to P, as P has size on the order of
the size of the global state transition diagram of P, and so state-explosion is not avoided here. In practice, and as shown
by the examples in [1,3,4], concurrent programs in pairwise normal form would be written manually and then verified, or
would be synthesized from temporal logic specifications of the form /\ij fij, i.e., conjunctions over pairs of processes.

We therefore emphasize that our result is an expressiveness result per se, and does not provide the basis for an ef-
ficient verification method for concurrent programs. Our result shows that the restriction to pairwise normal form does
not, in principle, incur a loss of expressiveness. Hence the methods of [1,3,4] are quite general with respect to finite-state
concurrent programs.

Pairwise normal form has two major benefits: (1) it enables the use of the results of [1,3,4] to verify the correctness
of concurrent programs without state-explosion, and (2) it provides a notation that is modular and compositional: the
interaction between two processes P; and P; is expressed as a set of “pairwise actions” that are separate from the rest
of P ="Pi|---I'Px. This provides code locality and modifiability [22], since the interaction between P; and P; can be
inspected and modified separately from the other pairwise interactions in P.

The rest of the paper is as follows. Section 2 presents our model of concurrent computation and defines the global state
transition diagram of a concurrent program. Section 3 defines pairwise normal form. Section 4 presents our main result: any
finite-state shared-memory concurrent program P can be transformed into a strongly-bisimilar finite-state shared-memory
concurrent program P that is in pairwise normal form. A running example is included, for illustration. Section 5 presents
another example. Section 6 discusses related work, and Section 7 concludes.

2. Technical preliminaries
2.1. Model of concurrent computation

We consider finite-state shared-memory concurrent programs of the form P = P1|| --- || Pg that consist of a finite number
K of fixed sequential processes Pq, ..., Px running in parallel. Each P; is a synchronization skeleton [11], that is, a directed
multigraph where each node is a local state of P;, which is labeled by a unique name s;, and where each arc is labeled with
a guarded command [8] B; — A; consisting of a guard B; and corresponding action A;. We write such an arc as the tuple
(si, Bi = Aj, s}), where s; is the source node and s; is the target node. Each node must have at least one outgoing arc, i.e.,
a synchronization skeleton contains no “dead ends.” This is without loss of generality, since a dead end can be simulated by
an arc labeled with the guarded command false — skip. For K > 1, let [K] denote the set {1,..., K} and [K]\ i denote the
set {1,..., K} —{i}.

Let S; denote the set of local states of P;. With each P;, we associate a finite set AP; of atomic propositions, and a
mapping V;: S; — (AP; — {true, false}) from local states of P; to boolean valuations over AP;: for p; € AP;i, Vi(si)(p;) is
the value of atomic proposition p; in s;. Hence, as P; executes transitions and changes its local state, the atomic propositions
in AP; are updated, since V;(s;) # V;(s}) in general. Atomic propositions are not shared: AP; N AP; = when i # j. Any
process Pj, j #1i, can read (via guards) but not update the atomic propositions in AP;. We define the set of all atomic
propositions AP = AP U ---U APg. There is also a finite set SH = {x1, ..., xn} of shared variables, which can be read
and written by every process. Each x, takes values from some finite domain Dy, for ¢ =1,...,m. These are updated by
the action A; of an arc. Fig. 1 presents an example synchronization skeleton program (taken from [11]) for two-process
mutual exclusion. Process P; (i =1,2) has AP; = {N;, T;, C;}, and each local state is labeled with the atomic propositions
true in that state. N; indicates neutral: P; is engaged in local computation. T; indicates trying: P; has requested the critical
resource. C; indicates critical: P; is in its critical section, and so holds the critical resource. A shared variable x resolves
contention when both processes have requested the critical resource and are in their trying states. An incoming arrow
indicates the initial local states.

A global state is a tuple of the form (sq,..., Sk, V1,..., Vm) Where s; is the current local state of P; and vq,..., vy is a
list giving the current values of x1, ..., Xy, respectively. We write s(x,;) for the value v, that s assigns to x;, £=1,...,m.

For any arc (s;, B — A,-,s§) of some process P;, the guard B; is a formula which denotes a predicate on global states,
and the action A; is any piece of terminating pseudocode that updates the shared variables. We do not further restrict the
syntax of B; and A;; any computable function and predicate over AP and x1, ..., xn can be used. We do however, assume
that “simple” functions and predicates are used, so that the cost of evaluating B; and executing A; is proportional to their
length. This is not a restriction in practice. If B; holds in global state s, we write s = B;. We write just A; for true — A; and
just B; for B; — skip, where skip is the empty assignment.

We model parallelism as usual by the nondeterministic interleaving of the “atomic” transitions of the individual pro-
cesses Pj.

Definition 1 (Next-state relation). Let s = (s1,...,Si,..., Sk, V1,..., V) be the current global state, and let P; contain an arc
from node s; to node s} labeled with B; — A;. If B; holds in s, then a possible next state is s’ = (s1,..., S}, ..., Sk, V]...., V)
where v/l, ..., V), are the new values for the shared variables resulting from the execution of action A;. The set of all (and
only) such triples (s,i,s’) constitutes the next-state relation of program P.
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Fig. 1. Two process mutual exclusion example.

If the guard B; of an arc is true in a state s, we say that the arc is enabled in state s. Thus, at each step of the
computation, a process with an enabled arc is nondeterministically selected to be executed next.

Our model of computation has a large grain of atomicity; to execute an arc (s, B; — Aj, sg), process P; must evaluate the
guard Bj, execute the action Aj;, and change its local state, all in one atomic action. In general, B; can reference all atomic
propositions in AP and all shared variables in SH. These must all be read atomically, without any intervening update, i.e.,
as an atomic snapshot [25, Chapter 13]. In addition, the action A; can update all shared variables in SH, and these updates
must all be executed atomically, i.e., as an atomic transaction [23,27]. Finally, the evaluation of B; and the execution of Aj,
and the change of state of P; from s; to s}, must all happen atomically, i.e., no other process must be able to observe any
intermediate state.

Definition 2 (Valuation and projections of a global state). We define the valuation corresponding to a global state s =
(S1,.+-5Siy.+-»SK, V1,..., V) as follows:

e for an atomic proposition p; € AP;, 1 <i < K: s(p;) L Vi(si)(pi), and
o for a shared variable x;, 1 < £ <m: s(xy) 4 Vy.

We also define the projections of global state s onto process i, the atomic propositions AP, and the shared variables SH,
as follows:

e sJi A si, i.e., s|i is the local state of P; in s.
o s|AP 4 {p € AP | s(p) =true} i.e., s| AP is the set of atomic propositions that are true in state s.

o SISH &£ {(x,s(x)) | x € SH}, i.e,, s|SH is the set of all pairs consisting of a shared variable x in SH together with the
value that s assigns to x.

Let Stp be a given set of initial (“start”) states in which computations of P can start. A computation path of P is a
sequence of states whose first state is in Stp and where each successive pair of states (together with some i € [K]) is related
by the next-state relation of Definition 1. A state is reachable iff it lies on some computation path. Since we must specify
the start states Stp in order for the computation paths of P to be well-defined, we re-define our notion of a program to be
P = (Stp, P1]|--- || Pk), i.e., a program consists of the parallel composition of K sequential processes, together with a set of
initial states. We define the arcs of a program P to be the union of the arcs in P;, for i € [K].

Definition 3 (Global state transition diagram). Given a concurrent program P = (Stp, P1]|---||Px), the global state transition
diagram generated by P is a Kripke structure M = (Stp, S, R) given as follows:

1. S is the set of all global states of P. That is, there is one state s in S for each unique valuation of all atomic propositions
and shared variables. Formally, S=S7 x --- X Sg x D1 X -+ X Dp,.
2. R is the next-state relation generated by the arcs of P, according to Definition 1.
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Fig. 2. GSTD for the two process mutual exclusion program of Fig. 1.

In the sequel, we use “GSTD” for “global state transition diagram”. Note that this definition includes unreachable states
as well as reachable ones, since S is simply the set of all valuations of atomic propositions and shared variables. The initial
states Stp and the next-state relation R suffice to determine the reachable states, and so there is no need to complicate the
definition by restricting S to the reachable states.

Fig. 2 gives the global state transition diagram for the two-process mutual exclusion program of Fig. 1. We indicate
the initial states (Stp) with an incoming arrow, and label transitions with the index of the process that is executing the
transition. In all example GSTD’s that we give, we will omit all unreachable global states, as they do not affect the behavior
of the program.

For technical convenience, and without loss of generality, we assume that (1) different local states of P; have different
truth assignments: V;(s;) # V,~(s§) for s; # sg, and (2) local states do not have self-loops, i.e., every transition by P; changes
the current local state of P;. We can always add atomic propositions and local states to satisfy both of these assumptions,
and so they are not restrictions in practice. Thus, a transition by P; changes the local state of P;, and therefore the value
of at least one atomic proposition in 4P;. Furthermore, no global state s has a self loop, i.e., a transition by some P; both
starting and finishing in s.

Proposition 1. Let P = (Stp, P1|| ---||Pg) be a concurrent program and M = (Stp, S, R) be the GSTD of P, as given by Definition 3.
Then, for any two different global states s, u in S: s| AP = u[ AP iff Ny sl = uli.

Proof. Assume s[AP = u[AP. Then, for all i € [K], Vi(s]i) = V;(u[i). By assumption, different local states of P; have
different valuations V;. Hence s|i and u[i must be the same local state of P;. Hence /\iE[K]s[i =uli.
Now assume /\ie[,q sli=uli. Hence for all i € [K], Vi(s]i) = V;(u[i). Hence s[AP =u[AP. O
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Proposition 2. Let P = (Stp, P1]|--- || Px) be a concurrent program and M = (Stp, S, R) be the GSTD of P, as given by Definition 3.
Then, for any two different global states s, u in S: s[AP # u[ AP or s|SH # u[SH.

Proof. Recall that we define a global state to be a tuple of local states and shared variable values, rather than a “name”
together with a labeling function that gives the associated valuation. Hence two different global states must differ in at least
one local state (of some process) or one shared variable value, since otherwise they would be equal as tuples, and so would
be the same global state. Since we assume that different local states of a process differ in at least one atomic proposition
value, we conclude that two different global states differ in at least one atomic proposition value or one shared variable
value. O

Proposition 2 enables us to distinguish different global states by reading all of the atomic propositions and shared
variables.

2.2. Strong bisimulation

We define strong bisimulation [26] in the standard way.

Definition 4 (Strong bisimulation, ~). Let M = (St, S, R) and M’ = (St/, S’, R’) be two Kripke structures with the same under-
lying set AP of atomic propositions. A relation B C S x S’ is a strong bisimulation iff:

1. if B(s,s’) then s|AP =s'| AP
2. if B(s,s’) and (s,i,u) € R then Ju’: (s',i,u’) € R" AB(u,u’)
3. if B(s,s’) and (s,i,u’) € R’ then Ju: (s,i,u) € RAB(u,u’)

We also define ~ to be the union of all strong bisimulation relations: ~ = (J{B: B is a strong bisimulation}.
We say that M and M’ are strongly bisimilar, and write M ~ M’, if and only if there exists a strong bisimulation B such
that Vs € St,3s’ € St’ : B(s, s’) and Vs’ € St’,3s € St : B(s, s').

It is straightforward to observe that ~ is reflexive, symmetric, and transitive.
2.3. Miscellaneous notation

For a local state s;, define {s;} as follows:

Definition 5 (State-to-formula translation).

b= A mArC N\ -p

Vi(si)(p)=true Vi(si)(p)=false

where p ranges over AP;.

{si} converts a local state s; into a propositional formula over AP;, such that {s;}} holds in state s;, and does not hold in
any other state sj, i.e., s; # s.

We also define finite quantification, as iterated conjunction. /\ierﬂ p(i) is an abbreviation for p(v1) A --- A p(vy) where
@ ={v1, ..., vp}. We indicate the scope of quantification using parentheses, i.e., (/\ie(p p@)).

Also, recall that [K] denotes the set {1,..., K} and [K]\ i denotes the set {1,..., K} — {i}.

3. Pairwise normal form

Let ® be a binary infix operator. A conjunctive guarded command is either a guarded command as given in Section 2.1
above, or has the form G; ® G, where G1, G, are conjunctive guarded commands. Roughly, the operational semantics of
G1 ® Gy is that both G1 and G, must be executed, that is, the guards of both G; and G, must hold at the same time,
and the bodies of G1 and G, must be both executed in a single atomic transition. For the semantics of G; ® G, to be
well-defined, there must be no conflicting assignments to shared variables in G; and G,. This will always be the case for
the programs we consider. We refer the reader to Attie and Emerson [4], where both ®, and & (a “disjunctive” operator
on guarded commands) are given. We do not use @ here. Since ® is commutative and associative, we also use an indexed
form ®1€[K] of ®, so that &);c(k) B; B! — AJ has operational semantics as follows: BJ must hold for all j € [K], and then all

the AJ for all j € [K], are executed in parallel. Evaluation of the Bj and execution of the AJ must all happen as a single
atomlc transition.
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Fig. 3. Overview of the transformation of P to pairwise normal form.

Definition 6 (Pairwise normal form). A shared-memory concurrent program P = (Stp, P1]| ---||Pk) is in pairwise normal form
if and only if there exists a partition of the set SH of shared variables into sets SH;; for all i € [K] and j € [K], such that
the following conditions all hold:

1. every arc of every process P; has the form (s;, ®je[1(] B{ — Al’ ti), where B{ — Alj is a guarded command,
2. B/ can reference only variables in S#j; and atomic propositions in .AP;, and
3. A{ can update only variables in SH;;.

A consequence of the above conditions is that the variables in S#;; are written by P; only and read by P; only. We allow
j =1, which in effect gives P; a set SH;; of local variables, that are written and read exclusively by P;. This is technically
convenient in the sequel, and is an inconsequential difference with the notion of pairwise normal form defined in Attie
and Emerson [4], where i = j is not allowed, since these new local variables can always be represented by adding new
atomic propositions to AP;. We also depart from Attie and Emerson [4] in that we do not use the @& operator, as discussed
above. Also, Attie and Emerson [4] introduce a “connection relation” I, a binary irreflexive and symmetric relation, where a
process P; executes pairwise actions only with respect to the processes related to it by I. That is, an arc of P; has the form

(s, ®jE,(i) B{ — Ai],ti), where I(i) At {j | @, j) €I}. The connection relation I is further discussed in Section 6.1. Finally,
in Attie and Emerson [4] SH;; = SH;; and the pairwise shared variables are read and written by both P; and Pj, so they
are 2-reader 2-writer registers. Hence, the notion of pairwise normal form used in this paper is a restriction of the notion
in Attie and Emerson [4].

4. The pairwise expressiveness result

Let P = (Stp, P1|---||Pk) be an arbitrary finite-state shared-memory concurrent program as defined in Section 2.1 above,
with each process P; having an associated set AP; of atomic propositions and with shared variables x, ..., X,. The trans-
formation of P to pairwise normal form proceeds in three phases:

Phase 1. Generate the GSTD Mp of P and transform it into a Kripke structure M}, such that Mp ~ M), and every reachable
global state in M}, has incoming transitions by at most one process. This is so that the notion of “last process to
execute” is well-defined.

Phase 2.  From each transition (u, i, v) of M/, extract an arc ARC;"V of process i, such that ARC?’V is enabled only in state

u, and its execution in state u results in state v. Also, each shared variable x € SH is replaced by a set {xf |ie
[K], j € [K]} of pairwise shared variables, and we introduce timestamps {t;; | i € [K], j € [K]\ i}, and vectors of
these timestamps, to represent the order of execution amongst processes. This allows the last process (say P;) that
executed to be inferred from the timestamps. Any process P can then read the timestamps, infer the index i, and

then read x{ to obtain the correct (up to date) value of x. We denote the resulting concurrent program by P.

Phase 3. In the program produced by phase 2, timestamps t;; and t;; from different pairs of processes are directly compared
in the guard of ARC;J"’, which violates pairwise normal form. We fix this in phase 3, by encoding the values of the
timestamps t;;, j € [K]\ i, in the local states of P;. We denote the resulting concurrent program by P. Our result
then is that P and P are strongly bisimilar, and P is in pairwise normal form.

Fig. 3 gives an overview of the transformation, showing the main artifacts that are input to and output from each phase.

To illustrate the technical constructions, we use as a running example the program P = (Stp, P1|| P3| P3) of Fig. 4, where
for i=1,...,3, P; has atomic propositions AP; = {N;, C;}, and Stp = {ug}, where ug is the global state in which each P;
(i=1,...,3)is in the local state labeled with Nj, and shared variable x has value 1. Each P; has two local states: one with
N; true and C; false (shown with label N;) and the other with N; false and C; true (shown with label C;). This program
implements mutual exclusion between the processes Pi, Py, P3, each of which cycles between a neutral local state, labeled
with Nj, and a critical local state, labeled with C;. The shared variable x mediates entry into the critical states; when x =i
then P; can enter its critical local state. The processes enter their critical local state in round-robin manner: P; then P,
then Ps3, which repeats indefinitely.

4.1. Phase one

First, we generate Mp, the GSTD of P, as given by Definition 3. For our running example, the resulting GSTD is given in
Fig. 6. Actually, we construct only the reachable part of Mp, which we will refer to as Mp in the sequel. We start with the
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Fig. 4. Round-robin mutual exclusion example.

MAKE-IN-UNIQUE(Mp)
St :=Stp; S :=Sp; R :=Rp;
let M), be the Kripke structure (Stj, Sp, R});
let in_procs(s) ={i € [K] | Ju: (u,i,s) € R/P};
while there exists a state s in M, such that |in_procs(s)| > 1
let s be a state in M}, such that |in_procs(s)| > 1;
forall i € in_procs(s) do
create a new state s' such that s'[SH =s[SH and A jexs'1i=slj;
if s € Stp then St), < St), U{s'} endif;
S < Sp Uist);
forall j,u: (s, j,u) € Rp do R, < R, U{(s', j,u)} endfor;
forall u: (u,i,s) € Rp do Rj, < R}, U{(u,i,s")} endfor
endfor;
remove all transitions incident on s from R’;;
Stp < Sth —{s}:
Sh < Sp— s}
endwhile;
return(M})

Fig. 5. Transformation of Mp so that all incoming transitions are labeled with the same process index.

initial states Stp, and generate transitions using the arcs of P and Definition 1, until no more transitions can be produced.
Since P is finite-state, this procedure must terminate. The formal details are obvious, and are omitted. We then execute
algorithm MAKE-IN-UNIQUE, given in Fig. 5 on Mp. This transforms Mp into a Kripke structure M}, = (Stp, Sp, R}) which is
bisimilar to Mp, and which has the property that all incoming transitions into a state are labeled with the same process
index, i.e., are executed by the same process. For our running example, the result is shown in Fig. 7. This happens to be
the same as before, since in Mp each global state has exactly one incoming transition. See Section 5 for an example where
M/}, and Mp are different. For M}, let in: S, — [K] be the partial function from states to the process index labeling their
incoming transitions. in is a partial function since there may be initial states with no incoming transition, and so in is not
defined for these states. Fig. 7 shows in(u) for each state u in M.

MAKE-IN-UNIQUE works by splitting each state s with incoming transitions labeled by {iy,...,i,} into £ “copies”, each of
which has incoming transitions labeled by exactly one process index i, for some m € {1,..., ¢}.

Proposition 3. Procedure MAKE-IN-UNIQUE terminates.

Proof. Each iteration of the while loop (line 4 of the pseudocode in Fig. 5) reduces the number of states s such that
|lin_procs(s)| > 1 by one. Since My, is initially set to Mp, which is finite, this cannot go on forever. O
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Fig. 6. Mp for the round-robin mutual exclusion example.

Proposition 4. Mp ~ M/, is a loop invariant of the while loop (line 4 of the pseudocode in Fig. 5) of MAKE-IN-UNIQUE.

Proof. For an arbitrary iteration of the while loop, let M1 = (St1, 51, R1) be the value of M}, at the beginning of the
iteration, and M2 = (St2, S2, R2) be the value of M, at the end. We show that M1~ M2.

M2 results from M1 by deleting some state s and adding some states st ...s't, where {iy,...i,} = in_procs(s). Since
each of s'1...si¢ have the same successor states as s, and agree with s on the values of all atomic propositions, we have
s~sit ... s~sit. Let u be an arbitrary predecessor of s in M1, i.e,, (ul, j,s) € R1 for some j € [K], and where u1 indicates
the occurrence of u in M1. At the end of the iteration, we have (u2, j,sf) € R2, where u2 indicates the occurrence of u in
M2. The other successor states of u1 and u2 are the same. Since s ~ s/, we have ul ~ u2, i.e., the occurrence of u in M1
is bisimilar to the occurrence of u in M2. Since all other states in M1 and M2 have an unchanged set of successors, we
conclude that M1 ~ M2.

We can rephrase the above argument as follows. Consider the relation B consisting of all pairs (s1, s2), where s1 is in
M1, s2 is in M2, and either s1 and s2 are “copies” (i.e., occurrences of the same state s in M1, M2, respectively), or s2 is
created from s1, in the for all loop (line 7) of MAKE-IN-UNIQUE(Mp). Then, B is a strong bisimulation.

Initially M}, = Mp, and so trivially Mp ~ M) Since Mp does not change and ~ is transitive, we immediately conclude
that Mp ~ M/, is an invariant of the while loop. O

Proposition 5. Let M, = MAKE-IN-UNIQUE(Mp), i.e., M/, is the Kripke structure returned by MAKE-IN-UNIQUE(Mp). Then

(1) M}, ~ Mp, and
(2) every state s in M, satisfies |in_procs(s)| < 1.

Proof. From Proposition 3 we have that MAKE-IN-UNIQUE(Mp) terminates, and therefore it actually does return a Kripke
structure M, since the last statement, return(M}), is actually executed. Then, we have Mp ~ M), from Proposition 4.
Clause (2) is the termination condition of procedure MAKE-IN-UNIQUE. O

Proposition 6. Let M, = MAKE-IN-UNIQUE(Mp), i.e., M}, is the Kripke structure returned by MAKE-IN-UNIQUE(Mp). Then, for any
two different states u, v in M’,, u[ AP # v| AP or u|SH # vISH orin(u) # in(v).
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Fig. 7. M, for the round-robin mutual exclusion example.

Proof. Let u,v be an arbitrary pair of different states in M. If u[ AP # v[AP or u[SH # v[SH then we are done, so
assume that u[AP =v|AP and u|SH =v|SH.

By Proposition 2, all pairs of states in Mp differ in some atomic proposition or some shared variable. Hence, by con-
struction of procedure MAKE-IN-UNIQUE, this means that u and v are the result of splitting some state s in Mp, and so u
and v have incoming transitions with different process indices. Hence in(u) # in(v). The proposition follows. O

In the sequel, we consider in(u) to be a component of global state u, so that states which differ only in the value that
in assigns to them will be (formally) different global states.

4.2. Phase two
We exploit the unique incoming process index property of M/, to extract a program P = (Stp, P1] - - - ||Px) from M/, such
that P is bisimilar to P = (Stp, P1]|---||Pg). P is an intermediate step between P and the final result P. P, P, and P are all

bisimilar, and P is in pairwise normal form. P operates by emulating the execution of P. In the sequel, let i, j, k implicitly
range over [K], with possible further restriction, e.g., i # j. With each process P; we associate the following state variables,
with the indicated access permissions and purpose:

o The atomic propositions in AP;. These are written by P; and read by all processes. Hence each atomic proposition is
a 1-writer K-reader 1-bit register. For each process P;, the atomic propositions in AP; enable P; to emulate the local
state of P;, which is defined by the same set .AP; of atomic propositions. A

o A shared variable x{ for every x € SH and j € [K]. These are written by P; and read by P;. Hence each xi] is a 1-writer
1-reader n-bit register. The xij enable P; to emulate the updates that P; makes to x. When P; is the last process to
execute, any process P; will read x{ to find the correct emulated value of x, since this value will have been written into

all the x{ (for j € [K]) by P;. When P; executes twice in succession, it will read x;: to find the correct emulated value
of x.

o Atimestamp ¢;; for every j € [K]. These are written and read by P; only, and so are local variables of P;. Timestamps
have values in {0, 1,2}. We define orderings <,, >, on timestamps as follows [9]: 0 <, 1, 1 <, 2, and 2 <, 0, and
t >, t' iff t’ <, t. Note that <, is not transitive. The purpose of t;; and tj; is to enable the pair of processes P; and P;
to establish an ordering between themselves by computing t;; >, tj;. If tjj >, tj;, then P; executed a transition more
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Table 1

State variables of program P = (Stp, P1|| - - - ||Px).
Di Atomic proposition in A7P;. Written by P; and read by all Pj, j € [K].
x{ Shared variable. Written by P; and read by P;.
tij Timestamp. Local to P;.

Vector of timestamps ti1, ..., tijx. Written by P; and read by P;.
tvl.k  The k'th element of tv], which is always equal to ti.
last Auxiliary variable. Represents the last process to execute.

recently than Pj, and vice-versa. The timestamp t;; is unused, so we do not worry about initializing it, or what its value
is in general (we indicate this using _ in the examples).

e A timestamp vector tv{ for every j € [K]. A K-tuple whose value is maintained equal to (tj1,...,tigx). It is written by
P; and read by Pj, and so is a 1-writer 1-reader n-bit register. Its purpose is to allow P; to communicate to P; the
values of P;’s timestamps with respect to all other processes. Likewise P; communicates its timestamps to P; using tvz.

We use tv{.k to denote the k’th element of tv{, which is maintained to always be the value of ty, i.e., w{.k =tjk i an
invariant of P. By reading tv;lk and tv};.j, P; can compare tj, and t;, and so can infer which of P; and Py executed

last. Hence, by reading the timestamp vectors tvi, for all j € [K], P; can infer which process overall was the last to
execute. P; can then read the correct emulated value for each shared variable (see above). It is technically convenient to
admit tvﬁ as a timestamp vector, so that P; can compare its own timestamps with those of other processes in the same
uniform manner that it uses to compare the timestamps of two other processes. P; must do this, since one possibility
for the last process to execute overall is P; itself. Since tvg is written and read by P;, it is a local variable of P;. By

definition of tv,J the element tvij.i is set equal to t;;. However, t;; is unused. Hence tv{.i is also unused, for all j € [K].
We use tv{ = (ti1, ..., tig) to indicate an update of tv{ with new timestamp values, with the understanding that tj; is
assigned to tv,!.k for all k € [K]\ i, and that no value is written into tv{.i. which remains uninitialized throughout.

In addition, we introduce an auxiliary (“ghost”) variable last, defined to be the index of the last process P; to make a
transition (and so it takes values in [K]).

Definition 7 (last). The ghost variable last takes values in [K]. Its value is given by (last =) iff A jc(ip\i tij >o tji-

Note that last is well-defined iff /\jE[KN tij >o tji holds for exactly one value of i. We will define P so that a process P;
that executes updates its timestamp t;; to be larger than the timestamp t;; of process P;, for all j € [K]\ i. Hence this will
indeed be the case, as we show below. Table 1 summarizes the state variables of program P = (Stp, P1] - - - ||Pk).

The essence of the emulation is to deal correctly with the shared variables xi,...,x; of the original program P. This
depends upon every process being able to compute the index of the last process to execute, ie., the value of last. As
described above, every process P; can compute the value of last by comparing timestamps. Then, P; reads the variable x{as[
that it shares with Py, to find an up-to-date value for the variable x in P. Together with the unique incoming process index
property of M/, this allows P; to accurately determine the currently simulated global state s of M},. P; can then update its
associated shared variables and atomic propositions to accurately emulate a transition out of s in M.

Let Mp be the GSTD of P, as given by Definition 3. We will define P = (Stp, P1|| - - - ||Pk) so that M}, and Mp are bisimilar.
Recall also that M}, = (S}, S, R}).

4.2.1. Initial states of P
We start with Stp. For each initial state ug € St/,,, we create a corresponding initial state ro € Stp so that:

/\ To[i:ﬂo[i

i€[K]

that is, ro and ug agree on the local state of every process, and

A o) =uo®)

XeSH,i,je[K]

that is, ro assigns to the pairwise shared variables x{ the same value that ug assigns to x.

Now for the bisimulation between M}, and Mp to work properly, we will require that in(u) = s(last), where u,s are
bisimilar states of M}, Mp, respectively. Since last represents the timestamps, this means that the timestamps correctly
determine the process that most recently executed. It is possible, however, that some initial state up of M}, does not have
an incoming transition, and so in(ug) is undefined. We deal with this as follows.
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Call an initial state (of either M}, or Mp) that does not have an incoming transition a source state. Since we defined the

corresponding rog above so that xlj has the correct value (namely ug(x)) for all i, j, we can let any process be the “last”, as
determined by the timestamps. Thus, for a source state up in M}, and its corresponding source state ro in Mp, we set:

1 ifi=1Aj#1

ro(tij) =10 ifiZ1Aj=1

X ifi£g1lnj#1
where X denotes a “don’t care,” i.e., any value in {0, 1,2} can be used. This has the effect of making P; the “last” process
to have executed in a source state, i.e.,, we set ro(last) = 1. We now extend the mapping in to source states by defining
in(up) =1 for every source state ug € St,. Now in(u) is defined for all states u in MY}, i.e., is a total function. Together with
the fact (Proposition 6) that states in M}, are uniquely determined by the values of the atomic propositions, the shared
variables, and in, this automatically takes care of the bisimulation matching between source states in M}, and source states

in Mp, without the need for an extra case analysis.
For an initial state ug of M/, that is not a source state, and its corresponding initial state ro in Mp, we set:

1 ifi=in(ug) A j #in(up)
ro(tij) =10 ifi#in(ug) A j =in(uo)
X ifi#in(up) A j #in(up)

where again X means “don’t care.” This has the effect of setting rq(last) = in(ug), as required.
For all initial states ro € Stp, whether they are source states or not, we set the timestamp vector values so that:

/\ ok =rota)
i, jelK1,ke[KI\i

In summary, Stp contains a state rg, constructed as discussed above, for each state ug in St’P. Recall that St/,, is the initial
state set of the Kripke structure M/, that is returned by MAKE-IN-UNIQUE(Mp). Mp is the Kripke structure of the program
P being transformed into pairwise normal form.

4.2.2. Arcs of P
For each transition (u,i,v) in M}, we generate a single arc ARC"" = (u[i, B{"* — A;"",v|i), in P; as follows. ARC}""
starts in local state u[i of P;, ends in local state v|i of P;, and its guarded command is given by the following two definitions.

Definition 8 (B;""). Let in(u) = c. The guard B}"" of ARC;"" is as follows:

B I jast=c A /\ {urjt | A ( /\ Xi=“(’<)>

jelK] XeSH

The first conjunct checks that the last process to execute is the process with index in(u). The second conjunct checks
that all atomic propositions have the values assigned to them by global state u." The third conjunct checks that all shared
variables have the values assigned to them by global state u. Since transition (u, i, v) is enabled in u only, the “guard” of
(u, i, v) is that “the current global state is u”. Since B?"" checks exactly this condition, it follows that B;"V implies the guard
of the transition (u, i, v).

Definition 9 (A}""). The action A}"" of ARC;"" is as follows:

df
A" = lljerkni tij := STEP(t;j, tji);
ljex fV,! = (ti1, ..., tik);
etk xesH X{ = v (x)

where STEP(t,t’) is given in Fig. 8. The purpose of STEP(t,t’) is to return a value to be assigned to timestamp t, so that
afterwards t >, t’ holds, i.e,, t now has a larger timestamp value than t’. Timestamps that are to be compared using >,
will always be kept unequal, and so STEP(t,t’) assumes a precondition that t and t' are unequal. The use of | indicates

1 Strictly speaking, it is not necessary to check u [i, since P; must already be in local state u i for ARC}"V to be executed. Hence we can use /\jem\i{]u ik
instead of /\jE[K]{]u i} in Bf”". However, it will be technically convenient in the sequel to include the conjunct {uli} in B;"V, and it does no harm.
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STEP(t:T, t':T): r:T

|| Precondition: t #t’
/| Postcondition: r >, t’, where r is the returned value

return((t’ + 1) mod 3)

Here T=1{0,1,2},and 1>,0,2>, 1, and 0 >, 2.
Note that if t >, t/, then t = (' + 1) mod 3, and so t itself is returned.

Fig. 8. The STEP procedure.

a multiple (simultaneous) assignment, and a semicolon indicates sequential composition. That is, Af"’ consists of three
multiple assignment statements, executed in sequence. ‘

Now A;"" is not in pairwise normal form because all the t;; are used to update all the tv]. The solution is to make the t;;
part of the local state of P;. We do this in phase three below. The result of phase two, namely program P, is hence defined
as follows.

Definition 10 (Result of phase two — program P). Let the program P = (Stp, P1]|---||Px) be the given program that is to
be transformed to pairwise normal form. Let Mp be the global state transition diagram of P, as per Definition 3, and
MY}, = (Stp, Sp, R,) = MAKE-IN-UNIQUE(M p). Then, the result of phase two is the program P = (Stp, P{||- - - [|Px), as follows

1. Stp is the set of all states ry such that there exists some ug € St;, where ry and ug are related as given in Section 4.2.1.

2. For all i € [K], P; has local states S; (the same as P;)

3. For all i € [K], P; has arcs {ARC{"" | (u,i,v) € R}, where ARC;"" = (uli, B;"Y — A{"Y, vI]i), and B{"", A"" are given by
Definitions 8, 9, respectively.

That is, ARC;"" is from local state u[i of P; to local state v[i of P;, with guarded command B;"’ — A{"". P; contains the arc
ARC}"Y for every transition (u,i,v) in M}.

Fig. 9 shows the program P resulting from phase two when the given program P is that in Fig. 4. Similarly to P, the
program P has processes P1, P2, P3 which cycle through their critical section in a round-robin manner. Fig. 10 shows part of
the GSTD of P. However, there are more states, due to the introduction of the timestamps t;;. So, for example, after the first
time that Py, P2, P3 cycle through their critical sections, the resulting global state uj, is similar to the initial global state ug
in that Py will move in both cases, and the last process to move was P3. The actual timestamp values are different, but the
orderings defined by the timestamps are the same in 1o and uy. For reference, we show the emulated value of the shared
variable x of P in parentheses.

4.2.3. Correctness of phase two: bisimilarity of P and P

We show that program P = (Stp, P1||---||Pk), as given by Definition 10, is bisimilar to program P, the given program
that is being transformed into pairwise normal form. Let Mp = (Stp, Sp, Rp) be the GSTD of P, where Stp is obtained from
Definition 10, Sp is the set of global states of P, and Rp is the transition relation that results from the application of
Definition 3 to P.

Proposition 7. In every reachable state of Mp, there is exactly one process P; for which A jerkni tii >o Li holds.

Proof. For a source state of Mp, this holds by construction for i = 1, see Section 4.2.1. Let w be a reachable state of
Mp that is not a source state, and let in(w) =i. In executing a transition that ends in state w, P; executes some arc
ARC"Y = (u]i, B{"Y — A", v]i). The action A" is given above, and it updates the timestamps with the parallel assignment
ljetki tij := STEP(tjj, tji). From the definition of Step (Fig. 8), we see that this parallel assignment has the postcondition
Njetxni tij >o tji- Hence the condition of the proposition holds in state w for P;.

It also follows from the definition of >, (see also Fig. 8) that tj; >, t;; is false in state w, for all j € [K]\ i. Hence, the
condition of the proposition does not hold for any Pj, where j #1i.

The proposition is therefore established. O

Proposition 7 shows that Definition 7 determines a single unique value for the auxiliary variable last in each state of Mp.
Proposition 8. The following are invariants of P, i.e., they hold in every reachable state of Mp:

L Aierkjerini b # G
J
2. Ni jerkkerkni Vi -k = tik
Jj k
3 A ket X =X
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uoul . _ 1 _
P, N, VARCY™ :last =3 N (N1 ANsANs)Awh =1 o

t12,t13 := STEP(t12,t21), STEP(t13, t31);
to1, o3, o3 == (L 12, t1s), (o ti2, t13), (o t12, ts);
i 2?2} =1,1,1

ARCY"™ :last = 1A (CLANp ANg) A =1 —

t12,t13 := STEP(t12, t21), STEP(t13, t31);
to], twi, = (L t12, t1s), (o tiz, tis), (o t12, t13);
a2t @} = 2,2,2

ARCY*" :last = 1A (N1 ANy AN3) Az =2—
to1,tag := STEP(t21,t12), STEP(t23,32);

tvg, tw3, t = (a1, -, tas), (21, - tas), (ta1, - ta3);
1%,1%,@ =2,2,2

Po_of Ny

ARCY*"™ : last =2 A (N7 ACo AN3) A3 =2 —
to1,ta3 1= STEP(t21, t12), STEP(t23, t32);

tvs, t3, to3 == (ta1, -, tas), (ta1, -, ta), (a1, - taz);
zd, 23,73 :=3,3,3

ARCY*™ s last =2 AN (N7 A N2 AN3) Aas =3 —

t31,t32 := STEP(t31,t13), STEP(t32, t23);
tw3, tv3, tv = (ts1,ts2,), (a1, a2, ), (ts1, 32, 2);
23, 22,23 :=3,3,3

Ps_~( Ny

ARCY™ :last =3 A (Nt AN2 ACs) Aay =3 —
t31, 132 1= STEP(t31,t13), STEP(tgz,tgg);
tv3, to3, tvd = (31, ts0, ), (a1, ta2, ), (ts1, ts2, );

z 2l ad =111

Fig. 9. Program produced by phase 2 for the round-robin example.

Proof. The proof follows from the construction of P (Definition 10). Stp is defined so that the initial states all satisfy the
above. By inspection of Definition 9, we check that the actions A?"’ of every process P; of P are defined so that their
execution preserves the above. 0O

We now show that M}, = (St},, S, Rpp) and Mp = (Stp, Sp, Rp) are bisimilar.
Definition 11 (><). Define < C S, x Sp as follows. For u € S}, r € Sp, u v< 1 iff:

1. ulAP =r[AP
2. in(u) =r(last)

3. (Nxestkerry Tdast) =k = (N jegu) = r)))

For r, s states of P (i.e., r,s € Sp) and ARC;"" = (u[i, B"" — A{"", v]i) an arc such that r = B;"", define {r}ARC;"" {s} to
mean that execution of ARC?”V in state r results in state s. Since ARC;‘"’ is deterministic, there is exactly one state s that
results from execution of ARC;"" in state r.

Proposition 9. Let (u, i, v) € R}, and let ARC;"" = (u[i, B{"* — A{"", v]i) be the arc corresponding to (u, i, v), as given by Defini-
tion 10. Then,
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Uo
N1N2N3(1’:1)last:3t12:1t13:0t21:0t23:0t31:1t32:1
ri=at=a23=1 si=22=03=1 zl=22=2l=1

1

U1
ClNQ]Vg(.’E:l)lastiltlg:1t13:2t21:0t2310t31:1t32:1
ri=a2=28=1 2l=af=23=1 2l=a2i=2}=1

1

Uz
N1N2N3(w:2)last:1t12:1t13:2t21:0t23:0t31:1t32:1
ri=2?=23=2 al=a2=23=1 2l=22=2}=1

2

u3
N1CQNg(:1;:2)last:2t12:1t13:2t21:2t23:2t31:1t32:1
ri=2}=23=2 xi=2=23=2 :r:}g:x%:xg:l

2

Ug
N1N2N3($=3)l(18t=2t12=1t13=2t21:2t23=2t31:1t32=1
ri=a2t=23=2 2i=22=23=3 z}=0a3=2}=1

3

Us
N1Nng(fc=3)la5t=3t12:1t13=2t21=2t23=2t31=0t32=0
ri=al=23=2 2i=2=23=3 zi=2%=23=3

3

ug
N1N2N3(;v=1)last=3t12=1t13=2t21:21523:27531:01532:0
ri=al=23=2 al=22=23=3 zl=22=2}=1

1

uy
ClNgN(.Til)last:1t12:0t13:1t21:2t23:2t31:0t32:0
ri=al=a23=1 si=23=23=3 zi=22=2}=

v

Fig. 10. GSTD of the program produced by phase 2 for the round-robin example.

1. forallr € Sp: u sa 1 iffr = B
2. forallr,s € Sp:ifu v rand {r}ARC;"" {s} then v < s

Proof. We establish each clause in turn.

Proof of clause 1. Let ¢ = in(u) throughout. By Definition 8, the guard B;"" of ARC{"" is

last=c A /\{]u[jl} A ( /\ xé:u(x)). (1)

jelK] XeSH
We establish clause 1 by double-implication.

Proof that u < r impliesr = B;"".

By Definition 11 and u > r, we have u[ AP = r|[AP. By Proposition 1, /\,-E[KJ u|i =rli. Hence, using Definition 5, we
have r = A\ g lulil.

By Definition 11 and u > r, we have in(u) = r(last). Hence r k= last = c. Again by Definition 11 and u > r, we have
Axesy (rllast) = ¢ = u(x) = r(xl)). Hence A, gz, u(x) =r(xl). And 50 1 = (g9 X = u(x)). Since r satisfies all three
conjuncts of (1), it follows that r = B}"".

Proof that u < r follows fromr = B}""".
By r = B;"" and (1), we have r |= last = c. Hence r(last) = ¢ = in(u).
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By r = B;"" and (1), we have r = A j(x;{ulj}. So by definition of {uli} (Definition 5), /\ jcx;71j = ulj. By Proposition 1,
we have r[ AP =u[AP.

By r = B;"" and (1), we have r {= (A\,cs3 Xt = u(x)). Hence (/\;cs3,7(x) = u(x)). Hence (Aycs7 reik rlast) =k =
ux) = r(xf()), since r(last) = c. From this, and Proposition 8, clause 3, we conclude that (/\XGSH,ke[K] r(last) = k =
Njerk u®) = r(x)))) holds.

Having established all three clauses of Definition 11 for u and r, we conclude u > r, and so the implication is established.

Proof of clause 2.
By (u,i,v) € R}, and Definition 1, we have /\jem\i v[j=ulj. By u 0« r and Proposition 1, we have /\je[KJ ulj=rlj. By
{r}ARC"" {s} and Definition 1, we have A\ ;i 71j=slj. Hence Ay vIi=slj.

By Proposition 8, u o< r, inspection of the action A;"" of ARC;"", and Definition 7, we have that the execution of ARC}""
in state r leads to a state s such that

s(lasty =i A sli=vV][i A /\ s(x{):v(x) . (2)
jelK]
By /\jE[K]\i v|j=s]|j established previously and s[i = v|i, we have /\je[K] v[j=s[j. So by Proposition 1, s|AP =v[AP.
By (u,i,v) € R, we have in(v) =i. Together with s| AP = v| AP and (2), we obtain

s(lasty =i =in(v) A STAP=V[AP A /\ s(x{) =v(x)
JjelK1

Hence all three clauses of Definition 11 hold for v and s, and so v <ts. O
Theorem 10. =~ is a strong bisimulation.

Proof. Let u € S}, r € Sp. We must show that all three clauses of Definition 4 hold, that is:

1. if u 0« r then u[AP =r| AP
2. iffuvarand (u,i,v) €R}, then Is: (r,i,s) eRp AV S
3. if us<rand (r,i,s) € Rp then HVZ(u,i,V)ER,P/\VNS

Clause 1 holds by virtue of clause 1 of Definition 11.

Proof of clause 2. Assume u < r and (u, i, v) € R},. By our construction of P (Definition 10), the transition (u,i, v) gener-
ates the arc ARC;"" = (uli, B;"Y — A;"", v[i) in P;. From u =< r and Proposition 9, clause 1, we have r = B}"", and so ARC}""
is enabled in r. Let s be the result of executing ARC?‘V in r, so that {r}ARC,?"V {s}. By Proposition 9, clause 2, we have v > s,
so we are done.

Proof of clause 3. Assume u < r and (r,1,s) € Rp. We show that there exists v such that (u,i,v) e R}, and v o« s.

By our construction of P above, the transition (r,i,s) results from executing an arc ARC;}"" = (wli, B{""" — A", v]i) in
P;, for some w, v, where w € S;,, v € S}, and (w, i, v) € Rj,. So we have {r}ARClW’" {s}.

Let in(w) = c. By Definition 10 (definition of ARC}”’"), and Definition 1 (next-state relation), and the fact that execution

of ARC;""" generates the transition (r,i,s), we have r |= B;""". Hence by Proposition 9, clause 1, we have w < r. So by
Definition 11, we have

r(last) =in(w) A rfAP=wI[AP A ( /\ r(xé) =w(k)),
XeSH
where ¢ =r(last). Now u > r by assumption, and so by Definition 11, we have
rdlast) = in(u) A u[AP=r[AP A ( J\ 1) =uX).
XeSH
From the above two equations, we have
in(w) =in(u) A ulAP=wlAP A ( [\ w0 =u).
xeSH

By Proposition 6, u = w. From above, we have (w,i,v) € R}, and w o< r and {r}ARC}”"’ {s}. Hence (u,i,v) R, and up<r
and {r}ARC?‘V {s}. By Proposition 9, clause 2, we have v >« s. Hence (u,i,v) € R}, and v < s, so we are done. O
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Corollary 11. M, ~ Mp.

Proof. From Definition 10 (in particular the definition of the initial states Stp of P) and Definition 11, we see that for every
initial state ug of M’,, there exists an initial state ro of Mp such that ug o< rg, and vice-versa. The result then follows from
Theorem 10 and Definition 4. O

4.3. Phase three

We now express ARC?’V in a form that complies with pairwise normal form (Definition 6), that is, as (u;, ®je[K] Bij —
A{, vi), where B{ can reference only variables in SHj; and atomic propositions in AP, and A{ can update only variables
in SHjj. Recall that ARC;"" = (uli, B;"Y — A{"", vl]i). For the rest of this section, let in(u) = c. First consider B;"". By
Definition 8, B;"" is

last=c A /\{]u[jl} A ( /\ xé:u(x)).

jelK] XeESH

Now {u[j} is a propositional formula over APj, and so /\jE[KJ{|u[j|} is a conjunction of propositional formulae over AP,

and so it poses no problem, since each {u[j} can be a conjunct of B{. Likewise, since (/\,csy xé =u(x)) is a conjunction
over pairwise shared variables xé, it also is unproblematic, since xi =u(x) can be a conjunct of Bf. last =c is not in
pairwise normal form since it refers to the ghost variable last. Note that ¢ (which is equal to in(u)) is a constant, and so is
not problematic in this regard.

4.3.1. Expressing the ghost variable last in pairwise form
Now last = ¢ checks that the last process to execute is P.. By Definition 7, last = c is equivalent to

/\ tej >o Ljc (3)
jelK\c
i.e., Pc has executed more recently than all other processes. However, the timestamps t;c are inaccessible to P;, and the t;
are accessible to P; only in the special case that ¢ =i, which does not hold generally. The purpose of the timestamp vectors
is precisely to deal with this problem. Recall that, by Proposition 8, tv;.j is maintained equal to tj, and tvlj.c is maintained
equal to tjc, and both tvi.j and tvz.c are read by P;.
However, if we perform a straightforward substitution, we would then replace last = ¢ by

/\ tvi.j >0 tVh.c.
jelK\c
Now the expression tvi.j >0 tvg..c refers to tvé, which is shared by P, and P;, and tv’j which is shared by P; and P;.
Thus it is not in pairwise form, since it is a direct comparison of pairwise-shared data for two different pairs of processes

(even if these pairs share one process, P;, they are nevertheless distinct pairs and so pairwise normal form is violated). We
fix this as follows. There are exactly three combinations of values for tv.j, tv'j.c in which tv..j >, tv'j.c holds (by Definition

of >,), namely tvi.j=1, tvs-.c =0, tvl.j=2, tv;.c =1,and tv..j =0, tv;.c =2. Hence tvi..j >, tv}.c is equivalent to
Wej=1Atvhc=0)vvl.j=2Atc=1) Vv tvL.j=0Atvic=2)

Therefore, (3) is equivalent to

N\ Whi=1Atic=0)vtvij=2A0Vc=1)V (V. j=0AtV.c=2)
jelK\c

We convert this to disjunctive normal form. Let D = D1V ---V Dp V -+ be the resulting formula. Each Dy, is a conjunction
of K —1 terms, one for each j € [K]\ c. Each term can be one of (tv..j=1A tvlj.c =0), or (tvl.j=2A tv'j.c =1), or

3k-1 3K=1 choices, we assign an

(tvé.j =0A tvz-.c = 2). Hence there are choices for the clauses Dy,. To each of these
“index,” i.e., an arbitrary unique integer between 1 and 3X~1. That is, we represent these choices by a bijection between
{1,...,3%=1} and the set of choices. In the sequel, let m range over 1, ...,3X~1. These choices really correspond to all the

3K=1 different ways of satisfying (A iy c tVe-J >0 tvﬂ..c) using assignments of values to tvi.j, tv}.c. Hence, we have

p<L \/ Dn

me{1,...,3K-1}



P.C. Attie / Theoretical Computer Science 619 (2016) 1-31 17

where Dy, is the disjunct corresponding to choice number m. The general form for Dy, is
df
Dn = J\ Cum
e IKI\C

where
C . df i ‘_Tm i _Tm
mj = (tv..j= c ANtvj.c= jc)

where Tg}, TTC are constants (0, 1, or 2). It is the actual choice of values for T?]?, Tj"é that determines the choice D,,. Hence
we have

df P i
Dpm = /\ e j=TG AtVc =T
jelKI\¢e

Using associativity and commutativity of A, we rewrite D, as follows

— i s _Tm i . __Tm
Dm = /\ tve.j=Tg | A /\ tvi.c=Tj (4)
JjelK]\c JjelK]\c
The first conjunct (/\ jcix )\ tvij= Tgj) references only tvi, and so can be part of BS. The second conjunct (Ajerkne rv?.c:

T}’Z) is a conjunction of equalities tvﬂuc = TTC, each of which references tvz..c, as j varies over [K]\ c. Each tv;.c = Tj"g can be

part of B{ Hence Dy, can be rendered in pairwise normal form.
It is clear that, by construction,

D= A wtij>otvic
JelK\¢

From this and Proposition 8, clause 2, we have

Eep D = /\ tej >o Ljc |

JjelKI\c

where =p I means that [ is an invariant of P. By Definition 7, (last = c) iff /\J»E[K]\C tej >o tjc. Together with the above, we
obtain

Ep D = (last =c). (5)

4.3.2. Expressing ARC;"" in pairwise normal form
Recall that by Definition 10, ARG{"" = (u[i, Bj*" — A{"", v[]i), where

BV is last=c A /\{]u[jl} /\(/\ xi:u(x)).

JelK] XeSH
Al is ek tij i= STEP(tij, ti);
ljerxy tv{ = (ti1, ..., tik);
ljerkixesH X,j =V (X)

By (5), we have D = (last = ¢) is an invariant of P. Hence, all the equivalences below are also invariants of P:

D A /\{]u[jl} A ( /\ xi:u(x))

jelK] XeSH

u,v
':P Bi

Hence

e B =\ D A | A il A(/\xi=u<x>>

me{1,...,.3k-1} jelK] XeSH
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By distribution of A through v:

=p B = \/ Dm A /\ fuljt | A < /\ xé:u(x))

me{1,...,3K-1} JelK] XESH
Now define, for me {1,...,3K"1}:
df . i
B <L Dy a | Attt ( A X’c=u(x))
jelK] XeESH

Hence we have

EeB = \/  BIV(m). (6)

Replacing D, by its expansion from (4), we obtain

o = (A oli=g) o (A ohemmi) o A o (A =ueo)

JjelK1\c JjelK\e jelK] xeSH
Now define
ARCY (m) =L (uti, BV (m) — A%, vli).

We will replace ARC}"" by the set of arcs {ARC{""(m) | m € {1,...,3K=1}}. By (6) and the definitions of ARC}"", ARC{"" (m),
we see that ARC"" on the one hand, and the set {ARC;""(m) | m € {1,...,3X~1}} on the other, generate exactly the same set
of transitions. Hence we have reduced the problem to that of expressing each ARC;"V(m) in pairwise normal form. Towards
this goal, we also define:

Definition 12 (B}"" (m, j)). Let ¢ = in(u). For j € [K]\ c:

. df i .
B, ) <= (e =TR) A quljb
and also:
BV (m,c) <& N\ ei=TH] A fuleh A ( A xi:u(x))
JjelK]\c XESH

Note that the definition of B;"V(m, ¢) works correctly for both ¢ #i and ¢ =i. The case ¢ =i is why we needed to retain
rv§ and x; By comparing Definition 12 with the above equation for B;“V(m), we verify that

Bm) = N Bi"'(m, ). (7)
jelK1
We now complete the translation of P = (Stp, P1]| -- - ||Pg) into pairwise normal form. Let P = (Stp, P --- || Px) be the

resulting program, where each P; results from transforming P; into pairwise normal form, for all i € [K]. What remains to
be done is to translate each arc ARC;""(m) = (uli, B;""(m) — A{"", v]i) into pairwise normal form. The timestamps t;; are
written and read by P; and no other process. To achleve pairwise normal form, we now make the t;; part of the local state
of P;. To do this, we extend the mapping V; to a mapping V,. so that for each local state s; of P, V (sj) has the domam
AP; U{tij | je[K]\i}, and assigns a boolean to each p; € AP;, and a value in {0, 1,2} to each t;;, j € [K]\ i. That is, V,
defines the values that each local state of P; assigns to the elements of AP; U{t;; | j € [K]\i}. This means that the t;; are no
longer local variables (in effect, shared variables that are read and written by P; only), but are now “atomic propositions”,
since they are now represented in the valuation function V2

2 Technically, the tj; are not atomic propositions, since they can take any of the three values 0, 1, or 2. Also, the domain of V,- now contains objects of two
different types, namely the p; € AP; and the t;;. This slight abuse of notation can be fixed by representing each t;; using two fresh atomic propositions.
The details are obvious, and are omitted.
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The local states of P; The set of local states of P; is obtained by replacing each local state u; of P; by 3X~1 local states, each
of which agrees with u; on the atomic propositions in AP;, i.e., it is the set

{u; | there exists a local state u; of P; such that V;(u;) = V,-(u;) [AP;}

where Vi(ulf)[APi denotes the restriction of V,-(ulf) to AP;. There is one such uj for every different assignment of times-
tamp values to {t;; | j € [K]\i}. For u; a local state of P; and u; a local state of P;, define u; < uj iff Vi(u;) = Vi(u))[AP;.
Let S;, S; denote the sets of local states of P;, P; respectively. Then

df
Si = {u}| Qu; € Sj:u; <uj))
The arcs of P;  Each process P; consists of a set of arcs ARC;"", where ARC;"" = (u;, B;"Y — A", v;), with uj = uli, v; = v]i.
Above we replaced each ARC;"" with {ARC""(m) | m e {1,...,3%~1}}, where ARC{"" (m) = (u;, B{""(m) — A"’ v;). We now
further replace each ARC;""(m) by the set

{ARC"" (m, u}, v)) | u] € S AV{ € Si Auj SUj A Vi V)

where ARC"" (m, uj, v}) = (u}, B{""(m) — A{"", v}). That is, we create a copy of ARC;""(m) between every pair u/, v} of local
states of P; such that u; <uj A v; < vj. This has the effect of “emulating” ARC?”"(m) for every possible assignment of values
to the timestamps {t;; | j € [K]\ i} of P;.

We now transform the guarded command Bf”"(m) — A;‘"’ into pairwise normal form in a sequence of four steps, as
follows.

Step 1. Replace each B;"(m) by A jc(x; B’ (m, j). Hence we now have
ARG (m, uj, vi) = (uj, ( /\ B{"'(m, j)) > A}, v))

jelK]
By (7), this does not change the meaning of ARC;"" (m, u}, v}).

Step 2. We now add a conjunct to B?’V(m, J) which checks that the next values of the timestamps t;; match those in the
target local state v{. So, we define:

Definition 13 (BB;"" (m, j, u}, v})). For all j e [K]\ i:

. df . = =
BB"Y(m, j, uj, vi) == B;""(m, j) A STEP(V;(u) (i), tji) = Vi(v)) (tsj)

and for j=i:
BBV (m, i, u}, v}) == B"“Y(m, i)

The conjunct STEP(Vf(u;)(tij),tji) = Vi(vlf)(t,-j) checks that the timestamp t;; will have the required value in the local
state v; that is the target of the arc ARC?”V(m, uf, v{) which is being executed. Vi(ulf)(tij) gives the value of t;; in local
state uj. Since ARC?‘V(m,ug, v}) starts in local state u}, we can simply replace the reference to t;; by its value in u}, ie.,
by a constant. We also replace the reference to tj; by a reference to tv'j.i. since this is readable by P;. Hence, we rewrite
BB (m, j,u},v}), for je[K]\i, as:

. df . = i . =
BB;""(m, j, uj, vi) = B;"" (m, j) A STER(V;(u}) (tij), tv}.0) = Vi(v)) (tij)

We now observe that STEP(vi(u;)(t,’j), tvg..i) computes the value that t;; must have after ARC?"’(m, uj, v}) is executed (com-
pare with Definition 9, the definition of A;”V). We compare this to V,-(vg)(t,'j), which is the value of t;; in the local state
v} that ARC}"" (m, u/, v}) ends in, i.e, it is the value of t;; after the execution of ARC;""(m, u}, v}). If these values are equal,
then the new local state v} has updated the timestamp t;; as required by A;"", and so execution of ARC{"" (m, u}, v}) can be
allowed. Hence we now have

ARG (m, uf, vi) = (uf,  /\ BB (m, j,uf, vD) — Al v)
JjelK]
Step 3. The appropriate assignment is obtained by taking A;’"’ and (1) dropping the assignment to the t;;, since these are
now represented by V,‘, and (2) replacing the assignment tvf = (ti1, ..., tix) by tv{ = (Vi(v;)(t“),...,Vi(vl()(ti1<)>, since

Vl-(v;)(t,»k), for k € [K]\ i, gives the next value of tj, and tvi].k is maintained equal to tj,. The assignments to xi] remain
unchanged. Hence we define
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Definition 14 (AAY"" (j, v})). For all j € [K]:
. df j = = j
AR (V) = tv] = (Vi(v) (i), ..., ViV (tik))s llxesw X! = v(x)

We now have

ARCY"" (m, uf, vi) = (uf, ( /\ BB!™Y(m, juj, v)) = Il jera A} (J. v). v)
JelK]

Step 4. ARC;"V(m, u§, v;) can now be rewritten in pairwise normal form:

ARG (m, uf, vi) = (], Q) BB (m. j, uf, vi) — A" (4. v)). v))
jelK]

This concludes the transformation of B;"'(m) — A;"" into pairwise normal form.

Global states of P and bisimulation between P and P Recall that Sp is the set of global states of P, and that we define the set
of global states S of P to be all the states corresponding to all possible unique assignments to all state-variables of P. We
will show that the global state transition diagrams of P and P are strongly bisimilar. The appropriate notion of bisimilarity
between global states of P and P is as follows.

Definition 15 (~). Let s € Sp and s’ € Sp. Define s ~ s’ iff

1 Aicriy sl <s'li, ie, s” and s project onto local states that have the same values for all atomic propositions in .AP;, for
all i € [K]
2. /\iE[K],jE[K]\i Vi(s'11)(tij) = s(tjj), i.e., the local states of s” assign the same values to the timestamps t;; that s does

3. /\XGSHJ-E[K“E[K] s’(xij) = s(xlj), i.e., s’ and s assign the same values to all the pairwise shared variables

Initial states of P The initial states of 7P are derived from the initial states of P. Let ry € Stp be an initial state of P. Then all
r such that ro ~ r( are initial states of P. That is, Stp = {ry | (3ro € Stp : 10 ~ 1)}
We summarize the preceding discussion as follows.

Definition 16 (Result of phase three — program P). Let phase two result in the program P = (Stp, P1|| - - ||[Pk). The result of
phase three is the program P = (Stp, P1]| - - - | Px), where

1. The set of initial states of P is Stp = {r;, | (3ro € Stp : 1o ~ 17))}
2. For all i € [K], the set of local states of P; is S; = {u; | (Ju; € S; : u; <uj)}
3. For all i € [K], the set of arcs of P; is

{ARC}"" (m, uj, v}) | ARC;"" is an arc of P;, m € {1, .. L3 e s vie S uli<ul, vii vl

where ARC;"" (m, u}, v}) = (u], @ k) BB} " (m, j, uj, vi) = AA (j, v}), v}), and BB;"" (m, j, uj, v)), AA""(j, v}) are given
by Definitions 13, 14 respectively.

That is, P; contains the arcs ARC}"" (m, u}, v}), taken over all arcs ARC;"" in P;, all m € {1,...,3X=1}, and all pairs of local
states uj, v; such that ufi <uj, v[i <vj.

4.3.3. Correctness of phase three: bisimilarity of P and P

Let Mp = (Stp, Sp, Rp) where Stp is given by Definition 16, Sp is the set of all global states of P, and Rp is the set
of transitions that are generated by the arcs of P (as given by Definition 16), according to Definition 1. That is, Mp is the
GSTD of P, as given by Definition 3. Recall that Mp = (Stp, Sp, Rp) is the GSTD of P, and that ~ (Definition 15) is a relation
over Sp x Sp.

Theorem 12. = is a strong bisimulation.

Proof. Let r € Sp, I’ € Sp. We must show that all three clauses of Definition 4 hold, that is:

1. if r = ' then r[AP =1"|AP
2. if r ~ " and (r,i,s) € Rp then, 3s": (’,i,s) e Rp As ~ §
3.ifr~71r and (r',i,s’) € Rp then Is: (r,i,s) e Rp As ~ 5
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Clause 1 holds by virtue of clause 1 of Definition 15, the definition of ~.

Proof of clause 2. Let r ~ 1’ and (r,i,s) € Rp for some r,s € Sp, i € [K], and r’" € Sp. By Definition 10, (r, i, s) results from
executing some arc ARC;"" = (uli, B;"" — A;"", v|i) of P;. Hence

r = B;"" and {r}ARC;"" {s} (8)
Also by Definition 10,

B"" I jast=c A /\ {urjt | A ( /\ xé:u(x))

jelK] XeSH

where ¢ =in(u), and
Al AL ljetkni tij := STEP(tjj, ti);
ljex l"V{ = (ti1, ..., tik);
ljerk),xesH X{ =v(x)
Since ARC;"" = (uli, B{"" — A{"", v[i) is an arc of P;, it follows that u[i and v[i are local states of P;. Also, uli=r[i and
v]i =s[i by Definition 1 and {r}ARC?"’ {s}. Hence r|i and s[i are local states of P;. Hence:
ulieSiAaviieSiAauli=rliAnv[i=s]i
In the rest of the proof, let u; = uli,r; =r[i and v; = v[i, s; = s|i. Hence we have
Ui ES]AViES|AU =T AVi=S5;

It follows from the definition of P (Definition 16), that:

1. the set S; of local states of P; contains {r; | r; <irj} and {s] | s; <5}, and
2. for all r} such that rj <r] and all s} such that s; <'s}, P; contains the arcs {ARC{""(m,r],s}) | m e {1,...,3%1}}. Note
that u, v are fixed by the preceding discussion.

By Definition 15, and r ~ r’, we have

N\ ) =1t 9)

ke[K1,¢c[K\k

where we write 1/(ty,) for v [k)(tre), since the value of ty, in global state r’ is determined by v 'k), the valuation
function for local state r’ [k.

By (8), r = B{"". Hence by definition of B{"" (Definition 8), we have r = (last = c). Hence by Definition 7, r |=
/\jem\c tej >o tjc. So, by (9), we get

r = /\ tej >o tjc (10)
jelKI\c

Hence, ' assigns to t¢j, tjc (j € [K]\ c) one of the 3K=T assignments of timestamp values (0, 1,2) that make (10) hold. Let

the index m’ € {1, ...,3%=1} represent this particular assignment. So, by definition of m’:

forallje[K]\c:r/lzrvz-.c:T;"C/ (11)
= /\ tvi.j:Tg}/ (12)
JjelKI\c

Let r{ =7r'Ji. From r; =r[i, r ~ r’, and clause 1 of Definition 15 we have r; < r}. Choose s; so that

si<is; A\ Vilspty) = STep(Vi(r) (63p). 7/ (tvH.D)) (13)
JelK\i
Since the entire set {s} | s; <15} of local states is included in 7, it is possible to choose such an s}, since all of the 3Kk-1
assignments to {t;; | j € [K]\ i} are available.
Summarizing the above, we have r; </, s; s, m’' € {1,...,3%"1} and that ARC{"" = (uli, Bj"" — A{"", vIi) is an arc
of P;. Hence by Definition 16, we have that the arc ARC:.”V(m/, r{,s}) is an arc of P;. We now show that this arc is enabled
in 1’ (i.e., that its guard holds in ).
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By (8), r = B}"". Hence by definition of B;"" (Definition 8), we have r = NjeriuTih A (Agesn x. =u(x)). From r ~ 1’
and Definition 15, we conclude

rECA\WhACA X=u®). (14)

jelK] xeSH
Hence, by (11), (12), (14) and Definition 12, the definition of B{""(m, j), we have
AN P ) (15)
JelK]
and by Definition 13, the definition of BB{"" (m, j, u}, v}), we have, for all j € [K]\ i:
df . = i, =~
BB"Y(m', j,r{,s;) = B{""(m', j) A STEP(V;(r)) (t;j), tV'j-l) = Vi(sp(tij)

and for j=i:

BBYY (' i, 1), 5]) <= BV (', i)
From (13), we have
P\ STER(Vi(r) (ty), tvh.0) = Vi(s)) (ti5) (16)

JelK]

Hence, by (15), (16) and Definition 13, we have

=\ BB, it s)) (17)
jelk]
Now ARC{"" (m', 1], s}) = (1], Qjerk] BB (m', j,1],s}) — AAY" "(],s;), s}). By (17), ARC;"" (m’, 1], s}) is enabled in global state r’.
Let s’ be the state resulting from the execution of ARC,. v/, r s inr, ie, {r }ARC” Vim',r i, sp{s'}.
From (8), we have {r}ARC;"” {s}. Now ARC;""(m',r},s}) is derlved from ARC{"’, and so in particular makes the same

updates to the atomic propositions in AP;, the timestamps t;;, the timestamp vectors tv{ , and the pairwise shared variables

x{ , noting that the “assignment” to the timestamps is effected by the change of the local valuation function V,-. Since r ~ ’/,
r and r’ agree on all of these. Hence, so do s and s, since the same assignments are applied to the same values. Hence we
have

1 Aiepiy S <s'fi

2. Nieky, jerrni Vi(s T (tij) = s(tij)
J J

3. Nxestierky,jek1 S ;) =s(x;)

Hence s ~ s’. We conclude that (1’,i,s") € Rp, and s & s’. Hence clause 2 holds.

Proofofclause 3. For some r € Sp, 1, e Sp, and ie[K], letr ~ 71" and (,i,s') € Rp. (,i,s') results from executing
some arc ARC V(m, ri,sp) = (r}, ®]€[K] BB V(m, j,r 1S — AA“ Y(j, s;), s;) in Py, where we now fix u, v, m, rj, s; for the rest
of the proof. Hence

{r'}ARC}"" (m, 7,5 (5"}

’l’l

By Definition 1 (next-state relation):

ri=r'lins;=s]i (18)
' /\ BB (m. j.ri.s)) (19)
jelK]
By (19) and Definitions 12 and 13
= /\ tv c=T jc (20)
JjelK\e
rE /\ tvi.j:Tf} (21)

JelK\¢
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where ¢ = in(u). Furthermore, by the derivation of the T;.”C and T?]? given above (see in particular equation (4)), and (20),
(21), we have

e /\ tvij>, tvz.c (22)
JelK\e

Also, we can show that this holds for no index apart from c, i.e.,, that in each reachable state of Mp, there is exactly one c

for which this holds. This was established for Mp by Proposition 7. The proof carries over with straightforward modifications

for Mp, since the arcs in P and in P make analogous updates to the timestamps. We omit the somewhat repetitive details.
By (19) and Definitions 12, 13, we have

rECA\ Wb AN x=uw) (23)
jelK] XeSH
By Definition 16, ARC}""(m,r},s}) is generated by some arc ARC{"" of process P; of program P. Let ARC{"" = (u;, B{"" —
A", vj). By Definition 16, u; <} and v; <s). By r ~ 1, (22), and Definition 15
= /\ Ve.j >o tV.C
jelK\e
Hence, by Proposition 8
re= /\ tej >o tje
JjelK\c
and therefore, by Definition 7,
r = (last =¢) (24)

By r ~ r’, (23), and Definition 15, we have

reCA\ulibAaC/\ x=u@)

jelK] XeESH
By this, (24), and Definition 8,
r=B;Y

Hence ARC"" = (u;, B;"" — A{"", v;) is enabled in state r. Let s be the state that results from executing ARC;"" in r. From:

1. Definitions 10 and 16, in particular the definitions of the arcs ARC}"" and ARC}"" (m, 1}, s)),
2. {r'}ARC}"" (m, 1}, s)){s'}, and {r}ARC}"" {s},

3. Definition 15, the definition of ~,

we can show that s &~ s'. In particular, r ~ 1/, so r and r’ agree on all atomic propositions, shared variables, and timestamps.
Hence, so do s and s/, since the same assignments are applied to the same values. The technical details are straightforward
and are omitted. The argument is similar to the case for clause 2 above. Hence we have (r,i,s) € Rp, and s ~ s'.

All three clauses of Definition 4 have been established, which concludes the proof of Theorem 12. O

Corollary 13. Mp ~ Mp.
Proof. From Definition 15, the definition of ~, and our definition of the initial states St of P (Definition 16), we see that
for every initial state ro of Mp, there exists an initial state r; of Mp such that ro ~ r{), and vice-versa. By Theorem 12, =~

is a strong bisimulation. The corollary then follows from Definition 4. O

Fig. 11 shows a generic arc of a process P;. There are two cases: i =c and i # c, i.e., P; was the last process to execute, or

it was not. dq,...,dg give the values of tjq, ..., tjx in local state LE’L e, d; = V,»(ué)(t,-ﬁ, . dg = Vi(ug)(t,-K), and likewise
dy,....dy give the values of ti1, ..., tix in local state vj, i.e., dj = Vi(v)(ti1). ..., d = Vi(v) (tix).

Fig. 12 shows, for our running example, the arc ARC;Z’”3 (m, u/z, v’z), where u’z, v/2 are the initial and final local states of
the arc (as shown), and u5, u3 are the global states shown in Fig. 10, and m € {1, ...,3%"1},

We observe that the atomic propositions in AP are single-writer K-reader state variables, since they are read by all
processes. We can easily replace them by single-writer single-reader state variables. For each atomic proposition p; € AP;,
create K — 1 replicas p{, j €[K]\ 1, each of which is written by P; and read only by P;. Now when P; wishes to update
pi, it updates all of the p{, j € [K]\i. Since these updates are with constant boolean values, this presents no problem. Since
this step is obvious, we do not formalize it.
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Case of i # ¢
Qjeiipjesy (thc = Tj Aulj} ASTEP(d), t0).0) = dj —
; W] i= (o i) acsn o) 1= o(x)

(Njerrpe toe-d = T27) AMulel A (Ayesy @t = ulz)) A STEP(d,, tog.i) = d, —
tof == (di, ..., di); leesn 75 = v(z)

tic=TmAuli} = tvl = {d),...,dg); |lsesy z& = v(z)

®

Case of i = ¢

®jcimapi (B¢ = Tj2 Aulj} A STER(d;, 105 .4) = d} —
5 tol = {dy,...,d%); |lsesu © == v(z))
(/\je[l{]\c tog.g = T27) AMule} A (Aesy o = u(z)) =
tw§ = {d},...,dy); |lzesn x5 = v(x)

Fig. 11. Generic arc of P;.

(j=3) t3.1=1AN3ASTEP(0, 23.2) =2 — tv3 = (2,.,2); 23 := 2

®

t0?.2 =1A 13 =2AN; Az? =2ASTEP(0, tv3.2) = 2 — tvd := (2,,2); 2} :=2

tv3.1=0A Ny — tvd = (2, ,2); 23 := 2

Py i

Fig. 12. The arc ARC3*" (m, u}, v) of P, in the program P produced by phase 3 for the round-robin example (Figs. 9 and 10). The values of m, u}, v/
chosen correspond to the states u, and u3 in Fig. 10. Values of the index j corresponding to each pairwise guarded command are given on the left, in
parentheses. ¢ =1,i =2 for this arc.

4.4. Correctness of the overall method
Fig. 13 summarizes the translation to pairwise normal form.
Proposition 14. Mp ~ Mp.

Proof. From Corollary 11, Proposition 5, and the transitivity of ~, we have Mp ~ Mp. From Corollary 13, Mp ~ Mp. By the
transitivity of ~, we have Mp ~Mp. 0O

‘P is in pairwise normal form by construction. Hence TRANSFORM-TO-PNF(P) returns a finite-state shared-memory con-
current program P that is strongly bisimilar to P and is in pairwise normal form:

Theorem 15. Let P be a finite-state shared-memory concurrent program, and let P = TRANSFORM-TO-PNF(P). Let Mp, Mp be the
global state transition diagrams of P, P, respectively. Then,

1. P isin pairwise normal form, and
2. Mp ~ Mp, ie., Mp and Mp are strongly bisimilar.
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TRANSFORM-TO-PNF(P)

[IP = (Stp, P1ll--- IPx)

Phase one (Section 4.1)
generate Mp, the GSTD of P, as given by Definition 3;
M/, := MAKE-IN-UNIQUE(Mp);

Phase two (Section 4.2)
compute P from P and M}, as in Definition 10;

Phase three (Section 4.3)
compute P from P as in Definition 16;

return(P)

Fig. 13. Summary of the method.

Let f be a formula of the temporal logic CTL* [10]. Let Mp,u = f and Mp, s = f refer to the usual satisfaction relation
of CTL* [10], i.e., f holds in state u of Mp, f holds in state s of Mp, respectively. Write Mp = f to mean Yu € Stp : Mp,u =
f,and Mp = f to mean Vs € Stp : Mp,s = f, i.e, Mp satisfies f in all its initial states, Mp satisfies f in all its initial
states, respectively. When we wish to emphasize the program instead of the structure, we write P = f to mean Mp = f,
and P = f to mean Mp = f.

Theorem 15 shows that P and P have essentially the same behavior, since strong bisimulation is the strongest notion of
equivalence between concurrent programs. A consequence of this is that 77 and P satisfy the same specifications, for many
logics of programs:

Corollary 16. Let f be a formula of CTL*. Then Mp = f iff Mp = f.
Proof. Immediate from Theorem 15 and Theorem 14 in [7, chapter 11]. O

We could easily establish similar results for other logics, such as the mu-calculus.
4.5. Complexity of the overall method

We now give bounds on the running time of TRANSFORM-TO-PNF(P) and on the size of the pairwise normal form program
‘P that it produces.

Let SH = {x1,...,xn}, where each x; has domain D;. The number of different valuations of the shared variables is
|[D1| * |D3| * -+ - % |Dy|, which we denote by sv. Let |AP;| denote the size of AP;, i.e., the number of atomic propositions
of P;. To avoid cluttered notation, let ap; = [AP;| in the sequel. Also let ap = | AP| =ap; + ap, + - -- + apg. For a single
process Pj, define |P;|, the size of P;, to be the number of local states of P;, and let p; = |P;| in the sequel. Also let
p=p1*pP2*---*pPk.

By Definition 3, Mp has at most p; * py * pg * sv global states. Hence Mp has at most p * sv global states. Also, Mp has
at most (p * sv)? transitions.

We take the length of a program to be the number of state variable references in it, since its representation as a string
is proportional to the number of state variable references.

Theorem 17. Let P = (Stp, P1|| - - - || Px). Then TRANSFORM-To-PNF(P) returns a concurrent program P = (Stp, P1]| - - - | Px) whose
lengthis in O (K  (p * sv)? % 33K « (K +n + ap)), where ap, n, p, sv are, respectively, the number of atomic propositions in P, number
of shared variables in P, product of number of local states of all processes in P, and number of different valuations for the shared
variables in P.

Also, TRANSFORM-To-PNF(P) has running time in O (K  (p % sv)? % 33K % (K +n + ap)).

Proof. Mp has at most (p % sv)? transitions. Hence M| has at most K (p*sv)? transitions, since each state and transition
in Mp is “replicated” at most K times. For each transition (u,i, v) in M;,, P; contains an arc, ARC?”V. Hence P contains at
most K x (p % sv)? arcs.

For each ARC{"" in P;, we obtain a set of arcs ARC;""(m, u}, v}) in P;, where m € {1,...,3X=1} uli <u/, v}i < v/. Each u]
can be chosen according to all possible assignments of the values {0, 1, 2} to t;;, j € [K]\1i. There are 3K=1 such assignments.
Likewise for each v/. Hence the total number of choices of arcs ARC"" (m, ul, v}) is 33K=D.

Now ARC}"" (m, uf, v}) = (u], Qe BB"'(m, j, uf, v)) — AA"Y(j, v}), v}). We count the number of state variable refer-
ences in each part of ARC}"" (m, u}, v}) as follows:

e B/"V(m, j), for je[K]\c: ap;+1 (1 for tvi..c, ap; for {u[j})
o B{"'(m,c): (K—1)+ap.+n (K—1for A tvé.j:Tg}, ap. for {u[c}, and n for /\xeSAHXE = u(x))v ~
e BBV (m, j,ul,v}), for j € [K]\i: 1 plus the count for B}""(m, j) (the count of 1 is for STEP(V;(u})(t;;), tvi.i) = Vi(v)) (ti))
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Fig. 14. Branching round-robin mutual exclusion example.

e BB/"'(m,i,uj,v)): same as the count for B;""(m, i)
e uj and v;: ap; + (K — 1) each (ap; for the atomic propositions in .AP;, and K — 1 for the timestamps {t;; | j € [K]\ i})

Hence the total number of state variable references in ARC?"’(m, uf, vi) is

> @i+ |+ (K- +ap+m+| Y 1] +2(p;+(K-1)
JelK\c Je[K\i

This simplifies to 5(K — 1) +n + ap + 2ap;, which is O (K +n + ap) since ap; < ap.
By Definition 16, the length of P is:

the number of arcs ARC;"" in P times
the number of arcs ARC}"" (m, uf, v}) generated by each ARC}"" times
the length of ARC}"" (m, u}, v}).

By the above discussion, this is in O (K # (p * sv)? % 33K « (K +n + ap)).

The running time of TRANSFORM-TO-PNF(P) is seen, by inspection, to be proportional to the length of its output P, since
each arc of P is computed in time proportional to its length, and so each phase of TRANSFORM-TO-PNF(P) runs in time
proportional to the size of its output. Hence it is also in O (K # (p % sv)? % 33K % (K +n + ap)), and we are done. O

We note that the exponential terms here are

e 33K je. exponential in the number of processes K
e sv=|Dq|*|Dy|*---*|Dyl, i.e., exponential in the number of shared variables
e p=pjq*p2*---*pg, i.e., exponential in the number of processes K

5. Example: round robin mutual exclusion with branching

We now present a variation on the running example, in which initially either of Py or P; can enter their critical section,
after which P3 alone is enabled to enter. After P3 leaves its critical section, the entire pattern repeats. Fig. 14 shows the
initial program P, and Fig. 15 shows its GSTD. Fig. 16 shows the result of phase one, i.e., of applying MAKE-IN-UNIQUE.
Unlike the running example, applying MAKE-IN-UNIQUE now makes a difference, since the state us in Fig. 15 has incoming
transitions by both P1 and P,. Hence us is “split” into two states: u; with incoming transition by P1, and u%, with incoming
transition by P,. This is shown in Fig. 16. Fig. 17 shows the program P produced by phase two, and Fig. 18 shows part of
its GSTD.
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Fig. 15. Mp for the branching round-robin mutual exclusion example.
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Fig. 16. M), for the branching round-robin mutual exclusion example.

6. Discussion and related work
6.1. Relation to verification of concurrent programs

We presented a transformation of an arbitrary finite-state shared-memory concurrent program P = Pq|---||Px into a
strongly bisimilar program P = P4| - -- || Pk in pairwise normal form, where each process P; consists of a set of arcs of the
form (s, ®25[K] Bf — Af, t;). By restricting the quantified ¢ to a single, particular, value, say j, we obtain a “pair-process”

Pij: for each arc (sj, ®1{e[K] Bf — Af, ti) of Pj, Pij has an arc of the form (s;, B{ — A{ t;). Hence, Pij has the same structure
(i.e., the same local states, and the same arcs, modulo the difference in the guarded commands) as P;. 73[] reads and writes
only pairwise shared variables x;; that P; shares with P;. Pij can also read, but not write, the atomic propositions AP ; that
belong to P;j. Pij can be viewed as the “part” of P; that manages the interaction with P;. Symmetrically, Pj- is the part of
‘P; that manages the interaction with P;. Hence, we extract a “pair-program” Pij ||P;. whose execution, in isolation, embodies
the interaction of P; and P;. Properties verified for Pijllpj-, e.g., by model checking, are also properties of P1||---||Pk, as
established by the large model theorems given in [1,2,4]: if Pij||73§ E fij then P1l--- Pk k= fij, where fj; is a formula of
the temporal logic ACTLI; . ACTL [13] is the logic CTL [11] without the existential path quantifier. ACTL™ is ACTL without
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ARCY™ :last =3 A\ (N1 AN2 AN3)Axh=0—

t12,t13 1= STEP(t12,t21), STEP(t13,31);
o], i, t} = tia, tis), (o b2, tis), (o tiz, tis);
21,22, 23 :=0,0,0

ARCY™™ : last =1 A (Cy A Ny A Ng) Al =0 —

t12,t13 1= STEP(t12, t21), STEP(t13,31);
i, tw?, = (L tia,t13), (o t12, tis), (- tio, t13);
i, af, 28 = 3,3,3

ARCY™ 1 last =3 A (N1 AN2 AN3)Aad =0 — Cy
to1,ta3 := STEP(ta1,t12), STEP(t23, t32);

toh, t3, tod = (tar, -, tas), (tar, -, bas), (ta1, - tas);
23, 23,23 :=0,0,0

U ’U,‘2 <
ARCY™ tlast =2 AN (N ACo AN3) A23=0—
ta1,ta3 1= STEP(t21,t12), STEP(t23, t32);
tvy, w3, tv = (ta1, - tas), (ta1, - ta) {ta1, - ta3);
3,23, 23 :=3,3,3

1 q
ARCH*"™ :last = 1A (Ny ANy AN3) Aa =3 —
t31,t32 1= STEP(t31,t13), STEP(t32, t23);
w3, t}, td == (a1, ta2, ), (a1, ta2, ), {ta1, taz, )3
xéx%,zg =3,3,3
Py _of Ny Cs

2 P
ARCH*™ :last =2 A\ (Ny ANa AN3) A a3 =3 —
t31,t32 := STEP(t31,t13), STEP(L32, t23);
w3, tw}, twd == (a1, ta2, ), (a1, ta2, ), {ta1, taz, )3
acér%,x‘% =3,3,3

ARCY™ :last =3 AN (N1 AN2 AC3) Az =3 —
t31,t32 := STEP(t31,t13), STEP(t32, t23);
tvy, to3, t = (t31, 32, ), (ta1, a2, ), (a1, ta2, )3
x}, 22,23 :=0,0,0

Fig. 17. Program produced by phase 2 for the branching round-robin mutual exclusion example.

the AX; modality, i.e.,, without “nexttime.” ACTL,.; is ACTL™ where the atomic propositions in formulae are restricted to

be in AP; U APj, i.e, the atomic propositions of P;, P; only. So, for example, if P{HP} satisfies mutual exclusion among
‘Pi and P;, then so does P ---||Pk. By constraining every pair of processes in this manner, we solve K-process mutual
exclusion [4]. We can also relax the communication topology, so that not every pair of processes interact directly in this
manner; in [1,2,4] a binary symmetric relation I C [K] x [K] is introduced (the “interaction relation”), and P; interacts
directly with PP; (via shared variables and reading P;’s atomic propositions) iff (i, j) € I. So, if each pair-program solves
mutual exclusion, and I is a pentagon, we then solve the original dining philosophers problem proposed by Dijkstra. If I
is an arbitrary graph, then we solve the generalized dining philosophers problem [6]. By verifying A\ je; (P} ||P; = fij,
i.e.,, model check all the pair-programs, we then conclude P ---||Px & /\(,-,j)e, fij by applying the large model theorem
repeatedly, once for each pair. Hence, we can also establish P | ---||Px & f for any f such that (/\(i_j)e, fij) = [ is valid.
This enables us to verify properties that cannot be directly stated as a conjunction of properties of pair-programs, see
e.g., [1,2], where a two-phase commit example is verified in this manner.

We point out that our transformation to pairwise normal form requires a total interaction relation, i.e., all pairs of
processes must interact directly. This is because, when P; updates a shared variable x, it is only possible for another process
‘P; to subsequently read the updated value iff it interacts directly with P;.

The size of the GSTD of P,.]||Pj. is, at most, the product of (1) the sizes (number of local states) of 73,-1 and 73]’ and (2) the
size of the domain of each pairwise shared variable x;;. Hence, reduction in size with respect to the GSTD of Py||--- [Pk is
achieved in two ways: (1) the number of processes is reduced from K to 2, and (2) in practice, the number and/or domain
size of pairwise shared variables x;; tends to be smaller than the number and/or domain size of globally shared variables x.
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Fig. 18. Part of the GSTD of the program produced by phase 2 for the branching round-robin mutual exclusion example.

Note that this latter reduction of state-space size does not apply to our reduction to pairwise normal form, which again
emphasizes that our reduction is an expressiveness result, and is not intended to be a practical verification method. Hence,
in practice, the major benefit of the pairwise approach is that 73,.1 ||73j. can be model checked quickly, since its GSTD is
small, and so we avoid state explosion. This is borne out by the set of examples that are efficiently synthesized and verified
in [1,2,4]: K-process mutual exclusion, generalized dining philosophers [6], k-out-of-n mutual exclusion, readers-writers,
two-phase commit, and eventually serializable data service [12,18].

Pairwise verification provides an alternative to assume-guarantee verification. Instead of devising interface assumptions,
we only have to specify the desired pair-properties. Rather than analyzing two or more “disjoint” sub-programs that in-
teract via an interface, we analyze a set of overlapping pair-programs. The needed linkage between these pair-programs is
provided automatically by the fact that some pairs have a process in common: this automatically subsumes the role of
the interface assumptions, and so an advantage of the pairwise approach is that it relieves the user from the obligation
of providing these. The price paid is that a global property f must be inferred from (/\<i,j)el fij), the conjunction of the
pair-properties. This can be done using a suitable CTL deductive system [10], possibly with the aid of a theorem prover or
proof checker. _

Another benefit is that factoring into pair-programs provides separation of concerns: only Pi] HP} need be inspected to
analyze the interaction of P; and P, and so we have locality [22]. Also, 731.]||7?;. can be modified (e.g., use various mutual

exclusion algorithms) without altering any other pair-program, and so we have modifiability [22]. This points to the use of
pairwise normal form as a description language for concurrent programs.
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6.2. Relation to distributed models of concurrency

Our result has been formulated in a shared-memory model of concurrent computation. A natural question then, is
whether an analogous result could be established for a distributed model, e.g., CCS [26], CSP [16], [/O automata [24], and
BIP [5]. Such models are typically based on a particular primitive for interprocess communication and synchronization. The
aforementioned models all use a shared action: two or more processes jointly and atomically execute a named action. The
conditions for action execution vary by model; in CCS execution of action a by process P and action a (the “complement”
action) by process Q can be combined to execute action 7 (the internal action) by process P| Q, i.e., processes synchronize
on complementary actions. In CSP and I/O automata, execution of action a by process P and action a by process Q can be
combined to execute action a by process P|Q, i.e., processes synchronize on same-named actions. In BIP, processes execute
local transitions labeled with port names, and ports from several processes can be combined into a shared action a (the
“multiparty interaction”), so e.g., a = {p1,..., pn}, where port p; is drawn from process P;, and processes Pi,..., P, are
a subset of the processes overall. Now, processes Pq,..., P, can synchronize on a, whereby each P;j, (1 <i <n), executes
a local transition labeled with the port p; which it contributes to a. While CSP and I/O automata allow more than two
processes to participate in an action, this feature is de-emphasized, and it is customary to use actions that involve exactly
two processes.

In a shared memory model, each action is executed by a single process P; only. Each action is a guarded command
which, in general, (1) reads all the atomic propositions and shared variables, and then evaluates a predicate (guard) B;
over these, and (2) if B; holds, updates the shared variables by executing a statement A;. The expression of an action in
this manner opens the way to pairwise decomposition: each shared variable x can be replaced by a set of pairwise shared
variables x;j, and the guarded command B; — A; can then be decomposed pairwise, as was done above. As mentioned
above, the resulting pairwise normal form enables the extraction of small pair-programs, that are easily model-checked.

In an action-based model, there is no analogue to replacing a shared variable x by a set of pairwise shared variables
xij, and then rewriting the guarded commands into pairwise form. A straightforward approach is to simply model-check
each pair of directly interacting processes P;, Pj, i.e.,, model check P;||P; executing in isolation. Then establish large model
theorems that carry properties of P;||P; over to Pq]| --- || Py. This has a disadvantage vis-a-vis pairwise normal form, though:
P; and P; carry with them all the state information that they use for interaction with other processes, and there is no
obvious way to factor out this state information. For example, consider the generalized dining philosophers [6]: P; then
includes the state information not only for the fork it shares with Pj, but also for the forks it shares with all of its other
neighbors, and so the GSTD of P;||P; is exponential in the degree of the philosopher neighbor graph, making this approach
useless when philosophers have a large number of neighbors. Pairwise normal form does not suffer from this, since the
forks are represented by pairwise shared variables, and so Pi’ ||P§ (as opposed to P;||P;) only contains the state variables
for the fork shared by P; and ;. It is not obvious how to obtain small pair-programs from Pq]|---||P; in an action-based
formalism, and indeed the author is currently working on this problem. A benefit of this effort, if successful, is that we
remove the synchrony required by pairwise normal form: in (si, @,k Bf — Af.t;), all the guarded commands Bf — A{
must be executed in one atomic “large step”. The price paid is that the reduction to pairwise normal form in action-based
models appears to be somewhat more complex than for shared-memory.

6.3. Relation to atomic register constructions

The shared variables x € SH are in effect K-writer K-reader registers. Our technique for implementing them borrows
from the atomic registers literature [14,17,19-21,28]. In particular, the use of a timestamp system for determining the last
process to write into a register. We also use a restricted form of the bounded concurrent timestamps of Dolev and Shavit [9].

The result of this paper can in fact be seen as a kind of atomic register construction. Our construction replaces each
shared variable x (K-writer K-reader) with a set x{ of single-writer single-reader variables. In addition, there is a timestamp

system consisting of the timestamp vectors tvf , which are written by process i and read by process j. Hence the tv{ are
also single-writer single-reader. The timestamp system is common to all the shared variables.

Our construction nevertheless is not a general atomic register construction, since it depends in detail on the given
concurrent program P within which the shared variable x is located. Hence, it does not produce an atomic register which
can be accessed as a “service,” i.e., with procedures for reading and writing by any set (of the correct size) of writers and
readers. Rather, our construction emulates the atomic read and write operations on the shared variable x that are executed
by the program P. Moreover, our construction implements a finite set of atomic registers (shared variables), rather than
just one atomic register. That is, we do not need a separate timestamp system for each shared variable x. Our construction
furthermore is applicable only to finite-state concurrent programs, whereas general atomic register constructions make no
restrictions on the programs that can use them.

On the other hand, atomic register constructions do not respect pairwise normal form. For example, they may involve
the operation of taking the maximum over a set of single-reader single-writer registers that involve many different pairs of
processes. This direct use of register values corresponding to many different pairs, in computing a single expression value,
is a direct violation of pairwise normal form.
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7. Conclusions and future work

Pairwise normal form was introduced in [1,3,4], which present methods for synthesizing concurrent programs in pairwise
normal form, and for verifying their deadlock-freedom, safety, and liveness properties. The representation in pairwise normal
form is used to avoid state-explosion, since these properties can be verified by analyzing the global state transition diagrams
of small subsystems of processes (two processes for safety and liveness, and three processes for deadlock-freedom). The
motivation for the result of this paper is to show that the use of pairwise normal form does not result in a loss of expressiveness.
While the exponential complexity of our method for transforming a program into pairwise normal form precludes its use for
efficient verification, it nevertheless demonstrates that any finite-state shared-memory concurrent program can be expressed
in pairwise normal form, up to strong bisimulation.
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