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Abstract

Motivation: Identifying histone tail modifications using ChIP-seq is commonly used in time-series experiments in
development and disease. These assays, however, cover specific time-points leaving intermediate or early stages
with missing information. Although several machine learning methods were developed to predict histone marks,
none exploited the dependence that exists in time-series experiments between data generated at specific time-
points to extrapolate these findings to time-points where data cannot be generated for lack or scarcity of materials
(i.e. early developmental stages).

Results: Here, we train a deep learning model named TempoMAGE, to predict the presence or absence of H3K27ac
in open chromatin regions by integrating information from sequence, gene expression, chromatin accessibility and
the estimated change in H3K27ac state from a reference time-point. We show that adding reference time-point infor-
mation systematically improves the overall model’s performance. In addition, sequence signatures extracted from
our method were exclusive to the training dataset indicating that our model learned data-specific features. As an ap-
plication, TempoMAGE was able to predict the activity of enhancers from pre-validated in-vivo dataset highlighting
its ability to be used for functional annotation of putative enhancers.

Availability and implementation: TempoMAGE is freely available through GitHub at https://github.com/pkhoueiry/
TempoMAGE.

Contact: pk17@aub.edu.lb

Supplementary information: Supplementary data are available at Bioinformatics online.

1 Introduction

Deciphering the dynamic changes of chromatin states across time
has received increased attention in recent years. This was fueled by
the mounting evidence of the role of epigenetics in gene regulation
in both health and disease states (Ernst and Kellis, 2017). Histone
modifications modulate chromatin states that vary spatially and
temporally across tissues and biological conditions. A popular
method for genome-wide identification of histone modifications is
chromatin immuno-precipitation assays followed by deep sequenc-
ing (ChIP-seq). However, ChIP-seq applications are resource drain-
ing: they are time consuming, expensive and rely on the availability

of adequate amounts of starting material that are considerably lim-
ited, or even lacking in several cases, such as in early developmental
stages. Indeed, single-cell ChIP-seq applications are emerging but
they rely on special equipment (i.e. microfluidic devise) (Grosselin
et al., 2019) and expertise which will limit their use to specific appli-
cations and research laboratories. Conversely, RNA-seq and ATAC-
seq are more easily applicable to tissues with low number of cells,
highly reproducible and well suited for single-cell analysis (Ma
et al., 2020; Picelli, 2017).

More recently, machine learning algorithms have been developed
to predict the presence or absence of histone modifications at a
genomic locus overcoming thus the limitations of ChIP-seq. For
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instance, DeepSEA (Zhou and Troyanskaya, 2015) and DanQ
(Quang and Xie, 2016) models use sequence data to predict the epi-
genetic state of a sequence. Others, including Basset (Kelley et al.,
2016) and BiRen (Yang et al., 2017), utilize sequence data generated
from accessibility experiments, such as DNase-seq or ATAC-seq, to
indirectly address the chromatin state of the genome by predicting
the accessibility at a certain genomic locus or the presence or ab-
sence of enhancers. DeepHistone (Yin et al., 2019), extends the pre-
vious models by using, in addition to sequence data, chromatin
accessibility information obtained from DNase-seq experiments.

Yet, none of the previously published machine learning methods
exploit the strong correlation that exists between data generated
from the same tissue at different time-points (Bar-Joseph, 2004) to
extrapolate these findings to other time-points where experimental
data cannot be generated. Time-series experiments offer two main
advantages over static experiments: First, they allow capturing the
temporal process of a biological condition as compared to static
experiments that only provide a snapshot. Second, time-series data
are ideal to infer causality from the temporal response patterns be-
tween time-points while static experiments outputs results that are
considered independent (Bar-Joseph, 2004). This correlation be-
tween time-points could be exploited to gain insights into the state
of a certain time-point based on observation from other time-points.
Previous works used statistical methods to take advantage of the
temporal component in repeated ChIP-seq experiments to determine
the latent state of genomic regions involved in protein binding events
(Ranciati et al., 2015), enhancer-promoter interactions (Dzida et al.,
2017) or to detect the change in peak size of chromatin marks
(Fiziev and Ernst, 2018), but not in the context of predicting the
presence or absence of histone marks in a time-point based on infor-
mation from another time-point.

To overcome current limitations, mainly the difficulty or the in-
ability to generate ChIP-seq data for some stages in the context of
time-series experiments (i.e. early development), we developed a
novel deep learning framework named TempoMAGE (TEMPOral
data prediction of histone Modifications in Accessible GEnome).
TempoMAGE has been created with one problem statement in
mind: In a time-series experiment, given a set of open chromatin
regions (OCRs) generated from an ATAC-seq experiment in a cer-
tain time-point, is it possible to train a model that can predict the
presence or absence of H3K27ac histone mark in these regions based
on the sequence data, the level of accessibility in these regions, the
level of activity of surrounding genes and the state of this region in a
reference time-point (Fig. 1A)?

Building on these features, we trained and tested our model on a
set of H3K27ac ChIP-seq datasets from the ENCODE project
(Gorkin et al., 2020) generated for different time-points of the devel-
oping mouse brain.

We show that TempoMAGE can be used to extrapolate experi-
mentally generated findings and predict the changes in H3K27ac
state from one time-point to another, with an auPRC up to 95.5%.
TempoMAGE exhibited superior performance for applications in
time-series data in comparison to existing methods that tackle a
similar classification problem. Our experiments reveal that training
features based on the prevalence of H3K27ac in OCRs in a reference
time-point and the changes in accessibility of OCRs between time-
points are useful to improve the model’s performance. When applied
to tissues on which it was not trained, TempoMAGE was able to
correctly label H3K27ac loci with high precision to recall values.
Last, we demonstrate that TempoMAGE is able to extract biologic-
ally significant sequence features and predicts H3K27ac marks at
pre-validated in-vivo enhancer elements.

2 Results

2.1 TempoMAGE accurately labels OCRs with H3K27ac

histone mark
To predict H3K27ac signals on OCRs at a specific time-point using
features inferred from a reference time points (Fig. 1A), we trained a
convolutional neural network model on mouse midbrain data from

the ENCODE project (Supplementary Materials and Methods,
Fig. 1B) generated at time-point P0 (day of birth) and tested several
time-points as reference. For this, we used the same OCRs reserved
for the test dataset and generated the test data with all time-points
as reference (E11.5, E12.5, E13.5, E14.5, E15.5 and E16.5). We
also trained and tested a model with no time-point reference for
comparison. We evaluated the model’s performance by calculating
the area under the receiver-operator curve (auROC) and the area
under the precision- recall curve (auPRC), as well as the percentage
of correctly labeled tiles that retained their H3K27ac state between
the reference and training time-points (P->P, N->N) and those that
changed state (N->P, P->N) where P stands for ‘positive tile’ and N
stands for ‘negative tile’ (Table 1, Supplementary Materials and
Methods).

The model maintained a solid performance across several refer-
ence time-points but both auROC and auPRC decreased gradually
when more distant time-points to P0 were considered as reference
(Fig. 2A, Table 1). In general, the percentage of correctly labeled
tiles was higher for tiles that do not change state (P->P and N->N)
as opposed to tiles that change state (N->P and P->N). When more
distant time-points are used, the percentage of correctly labeled tiles
decreased gradually for tiles that do not change state and inversely
increased for tiles that change state. This is expected since the more
distant we got from P0, the higher became the number of tiles with
changing state in the training set (Table 1).

We then selected, as a representative model, P0 with E14.5 refer-
ence time-point since it constitutes a middle time-point that delivers
a good tradeoff between correctly labeling most of the tiles that do
not change their H3K27ac state between the reference and training
time-points while still correctly labeling more than half of the tiles
that do change states with auROC of 93.7% and auPRC of 95.5%
(Table 1, Fig. 2A).

2.2 The use of a reference time-point systematically

improves the overall model performance
Including a time-point as reference had a positive contribution on
the model’s performance (Fig. 2A). We thus asked whether other in-
put channels have the same effect. For this, we aimed at evaluating
the contribution of the four data channels used in TempoMAGE (se-
quence ‘S’, read depth ‘D’, gene expression ‘E’ and the H3K27ac
weighted state at reference time-point ‘T’) to the overall model’s per-
formance. Therefore, using the same baseline training and testing
datasets of P0 with E14.5 as a reference time-point, we trained and
tested all possible combinations of data inputs (Fig. 2B, C and
Supplementary Table S1). Using the sequence information as the
only input data channel, the model exhibits a good performance
(auPRC¼0.842), comparable or higher to existing models based or
trained on sequence data only (Quang and Xie, 2016; Zhou and
Troyanskaya, 2015). Adding depth information from ATAC-seq
improved the model (auPRC¼0.928) (Fig. 2C; Supplementary
Table S1). Importantly, adding reference time-point information
data input T to any other single or combined data input (i.e. S, E, D,
SþD. . .) consistently increased the model’s overall performance
(Fig. 2C), and although this improvement was marginal in some
cases, it shows that relying on reference time-point information is a
useful feature to improve the classification performance.

Last, we compared the performance of our model with existing
models that predict histone marks either by using sequence data
alone like DanQ (Quang and Xie, 2016) or by combining sequence
data and chromatin accessibility information obtained from DNase-
seq like DeepHistone (Yin et al., 2019). For this, we trained and
tested DanQ and DeepHistone models using the same training and
testing datasets, the P0 dataset (Supplementary Materials and
Methods). In addition, we proposed two alternatives for
TempoMAGE, one using the sequence information alone
(TempoMAGE-S) and one using sequence and depth information
(TempoMAGE-SþD) allowing a direct comparison with DanQ
(based on DNA sequence only) and DeepHistone (based on DNA se-
quence and open chromatin). When considering sequence alone,
DanQ performed slightly better than TempoMAGE-S (auPRC of
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0.854 and 0.842, respectively) (Fig. 2D). Adding the depth informa-
tion, TempoMAGE-SþD outperformed both DanQ and
DeepHistone with an auPRC of 0.928. Using the TempoMAGE full
model, as we stated above, showed the highest results (Fig. 2D). In
summary, TempoMAGE exhibited an improved performance in
addressing our problem statement as represented by both auROC
and auPRC.

2.3 TempoMAGE predicts H3K27ac histone

modifications in other tissue types
We next asked whether a model trained on midbrain tissue dataset
would generalize well and deliver a comparable performance when
tested on datasets generated from other tissue types. Therefore,
using the same approach and reference time-point as before,
we compiled four test datasets for the liver (329 232 tiles), heart
(292 617 tiles), forebrain (468 429 tiles) and hindbrain (404 553
tiles) tissues at P0 with E14.5 as reference time-point (Fig. 3A;
Supplementary Materials and Methods; Supplementary Table S2).
The model delivered a comparable performance at classifying the

hindbrain and heart datasets, followed by the liver and forebrain
(Fig. 3B). To further evaluate the model’s ability to correctly label
‘positive’ tiles, we investigated TempoMAGE’s performance on the
4 above-mentioned sample subcategories (Supplementary Table S3).
The model shows high precision when tested on other tissue types
and high specificity in correctly labeling ‘negative’ tiles. This sug-
gests that although the model does not capture all ‘positive’ tiles in
other tissue types, most of the tiles predicted ‘positive’ are classified
correctly.

2.4 TempoMAGE’s performance reflects time-

dependent biological divergence
Biological processes including embryonic development and disease
progression unfold in one direction starting from a reference time-
point. We thus wanted to verify if our model is dependent on the
chronological position of the reference time-point relative to the
training dataset. More specifically, we wanted to test if it is better to
train a model with a previous time-point as reference or if choosing
a following time-point is equally good. Therefore, we trained and

Fig. 1. Problem statement and model. (A) Schematic diagram illustrating the problem statement. In a time-series experiment, TempoMAGE is trained to predict the presence

or absence of H3K27ac histone mark in OCRs (grey boxes). TempoMAGE will output the state of H3K27ac in t-predict. (B) Schematic illustration of TempoMAGE. For

every input data sample, the model has 4 separate data channels: a) sequence information. b) read-depth. c) gene expression information of the closest 20 genes and d) the prior

probability value of H3K27ac state in a reference time-point weighted by the fold change in accessibility between the reference and the training time-points

Table 1. TempoMAGE’s performance after training using different reference time-points

Reference

time-

point

Accuracy Precision Recall auROC auPRC P->P N->P P->N N->N Count of

tiles with

P->P or

N->N

Count of tiles with

N->P or P->N

16.5 0.883 0.903 0.906 0.949 0.967 92.88% 29.03% 41.88% 90.44% 25 362 2624

15.5 0.881 0.903 0.898 0.946 0.959 91.30% 31.92% 48.30% 93.52% 24 509 2275

14.5 0.867 0.891 0.889 0.937 0.955 91.86% 46.60% 52.71% 89.36% 24 246 2756

13.5 0.851 0.886 0.863 0.928 0.953 89.13% 50.89% 64.86% 87.53% 23 840 3066

12.5 0.831 0.885 0.827 0.91 0.94 86.72% 56.73% 69.99% 86.41% 23 373 3847

11.5 0.82 0.891 0.796 0.901 0.931 89.52% 58.91% 59.12% 87.55% 21 518 6117

Note: In addition to performance metrics on the test dataset, the percentages of correctly labeled tiles in each sub-label categories are listed as well as the number

of tiles with no changing (P->P, N->N) or changing (P->N, N->P) state (see Supplementary Materials and Methods).
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tested all available time-point datasets with all possible time-points
as reference (Fig. 4A). Both auROC and auPRC systematically indi-
cated that TempoMAGE almost always performs better if the refer-
ence time-point is adjacent to the training time-point and that, for
every training dataset, there is a reference time-point that delivers at
least 2% and up to 9% performance improvement in auROC/
auPRC in comparison to not using reference time-point information
(Fig. 4A). To better understand what drives changes in auROC and
auPRC upon varying the reference time-point between past or future
ones, we plotted, in addition to auROC and auPRC, the model’s
precision and recall values for the model trained using the middle
time-point as a base dataset (E14.5) with past (E11.5, E12.5 and
E13.5) or future (E15.5, E16.5 and P0) time-points as reference (Fig.
4B). We also added the metrics of a model trained with no reference

time-point for comparison. The results show that the choice of a
‘previous’ or ‘following’ time-point as a reference has comparable
impact on the model’s performance (Fig. 4B).

Indeed, the best models in terms of auROC and auPRC were the
models trained with the closest reference time-points to E14.5 (i.e.
E13.5, and E15.5) (Fig. 4B), with a slight advantage for the use of
past-time points as reference, where the model achieved the highest
precision in comparison to the remaining reference time-points.

2.5 TempoMAGE captures developmental stage-

specific sequence motifs
Activation values generated from the kernels of the first convolution
layer of the sequence data input may be used to extract sequence

Fig. 2. TempoMAGE performance tested using different features or reference time-points. (A) auROC and auPRC curves for testing TempoMAGE using different reference

time-points. P0 is used for training with E14.5 as a reference time point. Time points ranging from E11.5 to E16.5 are used for testing. Included is also a test for a model

trained with no time-point reference (Test P0-None). (B) The cumulative contribution of the different input data channels on the overall model performance. S ¼ sequence

data, D ¼ read-depth data, E ¼ gene expression data and T ¼ reference time-point information. (C) auROC and auPRC bar-plot for different combinations of data-input chan-

nels. Dynamic features such as read depth (D) show higher performance than static features like sequence data (S). (D) TempoMAGE, DeepHistone, and DanQ were trained

on the same training dataset generated from ENCODE data (Supplementary Materials and Methods) each with its suitable input channels (sequence data for DanQ, sequence

and depth data for DeepHistone). All three methods were tested on the same dataset. TempoMAGE – (sequence data only) shows equivalent performance to other methods,

TempoMAGE (sequence and read-depth data) performs better than existing methods, while the full model shows clear advantage per the auROC and auPRC over existing

methods to tackle our problem statement.

Fig. 3. TempoMAGE’s performance on different tissues. (A) Schematic representation of the embryonic tissue datasets with the class label composition that were generated

from ENCODE data. (B) TempoMAGE’s performance (auROC and auPRC) on different tissue types using the same training (P0) and reference (E14.5) time-points as before.
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features that comprise tissue or stage-specific position weight matri-
ces (PWMs). This has been successfully applied by previous models
to demonstrate the model’s ability to extract biologically meaningful
sequence patterns (Kelley et al., 2016; Quang and Xie, 2016; Yin
et al., 2019). Similarly, we extracted position weight matrices
(PWMs) learned from the first convolutional layer of the sequence
data input channel and identified their corresponding motifs using
TOMTOM (Gupta et al., 2007) (Fig. 5A). Fourteen (14) out of the
32 kernels returned sequences with PWMs matching 37 known
motifs at a q-value < 0.1. To confirm that the discovered motifs are
enriched for factors with known role in the brain, we checked their
expression profiles in normal tissues from The Genotype-Tissue
Expression (GTEx) project (Carithers and Moore, 2015) (Fig. 5B).
Ascl1, Zic1, Zic2, Zic3, Eomes and to a lesser extent Mycn and
PLAG1, were shown to be specific to brain tissues highlighting the
sensitivity of TempoMAGE. Investigating the functions of the cap-
tured TFs indicates that most of them are anatomically, temporally
and biologically relevant to the dataset from which the sequence
data was extracted (embryonic mouse midbrain). For instance, our
model learned the sequence motif (q-value ¼ 0.03) of Ascl1 tran-
scription factor, which is highly specific to the brain (Fig. 5A, B) and
an essential regulator of neuronal specification of mesodiencephalic
dopaminergic neurons (mdDa) in the developing midbrain floor
plate (FP) (Mesman and Smidt, 2020). The model also retrieved se-
quence motifs for zinc finger protein Zfp740 (q-value ¼ 0.01) and
its human ortholog ZNF740 (q-value ¼0.004), a known repressor
TF whose motif is enriched in the developing mouse brain (E10.5-
P0) (He et al., 2020). Zic1 (q-value ¼ 0.008) and Zic2 (q-value ¼
0.09) are highly specific to the cerebellum (Fig. 5B) and both belong
to the Zic family of zinc finger TFs that is known to play a role in
various processes of animal brain development (Inoue et al., 2007).
Zfx (q-value ¼ 0.02) and the ubiquitous CTCF (q-value ¼ 0.06) and

its paralogue CTCFL (q-value ¼ 0.09) motifs were also retrieved by

our model.
The above findings indicate that our model was able to retrieve

context specific sequence motifs directly related to the training data-
set (mouse midbrain) and its corresponding development stage (em-
bryonic development).

2.6 TempoMAGE properly classifies Vista enhancers
Our model was trained and tested to classify H3K27ac mark, specif-

ically found on enhancer elements (Pennacchio et al., 2013). We
thus asked if the model could classify H3K27ac tiles, overlapping
known and validated enhancer elements, as positive tiles. For this,

we compiled the list of Vista enhancers (Visel et al., 2007) whose ac-
tivity has been verified in transgenic mice (Supplementary Fig. S3).

To properly label the enhancer test dataset, we only selected enhan-
cer elements verified as positive enhancers in the mouse midbrain
(data available at E 11.5) and cross checked these enhancers against

H3K27ac ChIP-seq and ATAC-seq data at E11.5 from ENCODE
(Supplementary Fig. S3). Out of these 159 enhancers, 52 enhancers

overlapped an H3K27ac and ATAC-seq peak (minimum 1 bp over-
lap) totaling 299 tiles that can be used as ‘positive’ tiles in our model
(Supplementary Materials and Methods). To test our model on this

test set, we first removed the corresponding tiles from the training
dataset and retrained our standard model, with P0 as a training

dataset and E14.5 as a reference time-point, in the same fashion as
before. Out of the 299 ‘positive’ genomic tiles, TempoMAGE classi-
fied 251 (84%) as ‘positive’ (True Positives) and 48 (16%) as ‘nega-

tive’ (False Negatives) (Supplementary Fig. S3). Along with our
findings related to PWMs above, this shows that TempoMAGE is
catching biologically relevant information.

Fig. 4. Impact of the reference time point choice on the model’s performance. (A) Heatmaps showing the auROC (left) and auPRC (right) for pairwise training and testing of

all available time-point data. Every time-point dataset was considered as a training dataset and tested with the remaining time-points as reference. (B) auROC, auPRC, preci-

sion and recall metrics on test data, plotted for a model trained multiple times on E14.5 dataset with the remaining time-points as reference. The Model achieves best perform-

ance and highest precision with the reference time-point that are closest to the training time-point, i.e. E13.5
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3 Discussion

Implementing longitudinal data analysis allows for prospective meas-
urements of time-varying factors which cannot be captured by case-
control association studies (Chiu et al., 2016; Kerner et al., 2009).
We capitalized on the proven power of convolutional neural networks
to classify sequences and designed a deep learning tool to predict
H3K27ac histone modifications in the accessible genome using DNA
sequence, read-depth, gene expression and the H3K27ac state of the
input sequence in a reference time-point. We showed that dynamic
features that are time-point dependent such as the prevalence of
H3K27ac mark in open chromatin regions in a reference time-point,
the degree of DNA accessibility at bp resolution and the change in
this accessibility between time-points positively contribute to
TempoMAGE’s overall performance. Importantly, we note that using
sequence information alone as in previous methods (Quang and Xie,
2016; Zhou and Troyanskaya, 2015) to detect changes in histone
marks over time is insufficient to correctly classify a DNA sequence in
different time-points or developmental stages. A model trained on se-
quence data alone will consistently label a sample as either ‘positive’
or ‘negative’ regardless of which time-point/developmental stage it
has been selected from, since the sequence features (i.e. DNA sequen-
ces) used for this prediction are ‘static’ and time-point neutral. This
calls for the use of other dynamic features (i.e. prevalence of
H3K27ac in OCRs, change in OCR accessibility over time) to correct-
ly label sequences when the labeling is required in different time-
points such as in time-series experiments.

Our choice to train and test our model on in vivo datasets makes
it more suitable for applications in in vivo time-series experiments in
comparison to other methods that are trained primarily on data gen-
erated from cell lines that are usually used for case-control experi-
ments. In addition, by making predictions exclusively on sequences
generated from open chromatin regions, we tackle a more stringent
classification problem as opposed to making classifications versus
background or random DNA sequences. This approach also makes

way for a more balanced training dataset (positive OCRs versus
negative OCRs) which helps to overcome potential problems where
high precision but low recall is encountered due to extreme class im-
balance (Davis and Goadrich, 2006).

TempoMAGE, utilizes ATAC-seq data as opposed to DNase-seq
data used in previous methods. ATAC-seq experiments are easier to
produce than DNase-seq and require less starting material.
TempoMAGE can be used to make predictions on other tissue types
with high precision, possibly owing to shared OCRs between tissues,
although it is always recommended to train a model on time-point
datasets from the same tissue type. PWMs extracted from the first
convolutional layer of the sequence data input channel matched
known TF motifs that are reflective of both the tissue from where
the training dataset was extracted and the developmental stage to
which it corresponds. This shows that TempoMAGE was able to
learn important sequence features and that the model’s performance
is a direct result of this learning.

Our model also fairs well when tested on in vivo verified Vista
enhancers test dataset. It was interesting to notice, however, that out
of 159 verified midbrain Vista enhancers only 52 overlapped OCRs
tagged with H3K27ac in ENCODE data for the same developmental
stage, E11.5 (Supplementary Table S2). This highlights the variabil-
ities in outcomes that are inevitably found between different NGS
experiments and the potential effect of these variabilities on the
labeling process of the VISTA test dataset, which have contributed
to the small testing dataset generated from VISTA (299 tiles).

The model can be used to predict the presence or absence of
other histone marks in open chromatin regions such as H3K4me3
active at enhancers and promoters of actively transcribed genes
(Spicuglia and Vanhille, 2012) (Cruz et al., 2018). However, since
machine learning models can perform differently when trying a dif-
ferent training dataset (Foody et al., 1995), optimization of tile
labeling hyperparameters might be needed in the training data pre-
processing steps to properly label the OCRs with the histone mark
in question. Conversely, histone marks associated with chromatin

Fig. 5. Sequence patterns learned from TempoMAGE and validation with VISTA enhancer. (A) Sequence logos for Ascl1 and Zic3 motifs retrieved from TempoMAGE’s first

convolutional layer. The upper logo is the known sequence logo and the bottom logo is the one retrieved from TempoMAGE’s first convolutional layer. (B) Gene expression

heatmap for different normal tissues generated in GTEx data portal for the TFs captured by TempoMAGE’s first convolutional layer from sequence data input channel. The

heatmap shows the enrichment level for the TFs in different tissue types. Ascl1, Zic1, and Zic2 show high specificity to brain tissues.
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condensation or heterochromatin such as H3K27me3, H3K9me3
and H4K20me1 (Segal et al., 2018) lack in OCRs and thus are not
suitable here.

It is important to shed light on the particular challenges of this
classification problem. OCRs containing similar TF binding motifs
with a comparable accessibility profile might, or might not, be
marked by H3K27ac depending on the tissue type, the developmen-
tal stage or even on the activity state of the OCR (i.e. poised versus
active enhancer). A recent work by van der Velde and colleagues
(van der Velde et al., 2021) notes that temporal chromatin state-
transition of enhancers in tissues tend to be restricted within enhan-
cer states such as poised enhancer, weak enhancer or primed enhan-
cer. This makes properly labeling these regions and tracking the
changes in the H3K27ac state from one time-point to another a chal-
lenging problem since the underlying features pertaining to these
regions might not considerably change in response to a change in
H3K27ac state. Moreover, the definition of positive and negative
H3K27ac regions is dependent on peak caller algorithms that suffer
from several limitations including inaccurate peak positions and low
signal-to-noise ratio.

While TempoMAGE shows a very good performance on OCRs
that retain their H3K27ac state from one time-point to another, it is
also able to properly label a considerable fraction of regions that
change state from one time-point to another, which is not possible
to achieve using simple time rules where a given OCR is predicted to
having a certain H3K27ac label based on its state in a reference
time-point or by solely using static features such as DNA sequences.
This becomes particularly useful when trying to predict the
H3K27ac labels using a much distant reference time-point since a
good fraction of OCRs could have a changed H3K27ac state.

Finally, we hope that our model could be used to fill-in informa-
tion gaps in time-series experiments where researchers could poten-
tially save time and cost by avoiding generating experimental data
for all time-points and relying on a pre-trained model to predict
results where experimental data is missing.
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