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ABSTRACT
OF THE THESIS OF

Mohamad Ziad Khaled El Hamwi for Master of Science
Major: Computer Science

Title: Fine-Grained Arabic Named Entity Recognition

This thesis presents an approach to improve Fine-Grained Arabic Named Entity
Recognition (NER) using a both supervised and semi-supervised deep learning
models, utilizing both labeled and semi-labeled data. This study is motivated
by the need for computers to process and interpret natural language effectively.
We review a few similar studies on semi-supervised NER using Arabic language
models and propose to build a large and reliable training dataset for Fine-Grained
Arabic NER,which is largely overlooked in the field of Arabic NLP. Hence, we
experiment with several annotation platforms and choose Labelbox for its online
accessibility, support for fine- grained labeling, and a cluster of useful tools. We
follow the FIGER dataset standard for named entities and sub-entities, and plan
to build our own dataset consisting of around 2,000 Arabic Wikipedia articles.
Our proposed semi-supervised deep learning model aims to improve on existing
models in fine-grained Arabic NER models.
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CHAPTER 1

INTRODUCTION

Human communication often involves subtle nuances in language, such as context,
tone of voice, and physical expressions, making it challenging for machines to
accurately understand and interpret. This challenge is particularly pronounced in
Arabic NER, especially in its fine-grained form. Arabic, with its complex script,
rich morphology, and diverse dialects, presents unique difficulties that make NER
tasks more challenging compared to languages like English. Despite substantial
progress in NER for English, Arabic NER remains a largely untapped area, with
many linguistic nuances unaddressed by existing systems.

NLP is a field within Al focused on enabling computers to understand, inter-
pret, and generate human language meaningfully. The introduction of transformer-
based neural network architectures has significantly enhanced the ability of ma-
chines to grasp the nuances of human language. This task is especially vital in
Arabic due to the language’s complexities, yet it remains underdeveloped, par-
ticularly in the fine-grained variant where the goal is not only to identify broad
categories but also to distinguish between subcategories within these entities. The
scarcity of annotated datasets, especially those that are comprehensive and fine-
grained, exacerbates the challenges of Arabic NER. Existing resources often fail
to capture the intricacies of entity types and subcategories necessary for more
detailed and accurate NER tasks.

1.1 Problem Definition

The field of NER is crucial in NLP for identifying and classifying key entities
within text, such as names of people, organizations, locations, and dates. How-
ever, fine-grained Arabic NER remains an underdeveloped area. Fine-grained NER
extends beyond basic entity recognition to classify entities into more specific sub-
categories—identifying not just a location but distinguishing whether it’s a city,
country, county, province, etc. This level of detail is critical for applications that



require precise information extraction, such as legal document analysis, news sum-
marization, or advanced information retrieval systems.

Arabic poses unique challenges for fine-grained NER due to its complex script,
rich morphology, and diverse dialects. The lack of comprehensive, annotated
datasets further complicates these challenges, as existing resources often fall short
in capturing the intricacies needed for accurate NER.

1.2 Challenges
Arabic fine-grained NER faces a number of challenges including;:

e Limited Data: Unlike English, where there is a wealth of annotated data
readily available for NER, Arabic suffers from a scarcity of datasets. This
issue is more pronounced in fine-grained NER, where existing datasets are
often insufficient for comprehensive classification.

e Lack of Publicly Available Datasets: Datasets that do exist are often
not made publicly available, making it difficult for researchers and developers
to train and evaluate new models to contribute to the field of fine-grained
Arabic NER. This issue is compounded with the complexity of the Arabic
language.

e Difficulty in Creating Custom Datasets: Given the lack of existing
resources, creating a custom fine-grained Arabic NER dataset becomes nec-
essary. This is a daunting task that requires extensive domain knowledge,
meticulous annotation, and a well-defined taxonomy to ensure that the dataset
is both comprehensive and usable.

With such challenges, there is a clear need for more research and development
in the area of fine-grained Arabic NER. By addressing these issues, we can push
the boundaries of what is possible in Arabic NLP and develop more sophisticated
and accurate models for understanding and processing Arabic text. In this re-
search, I aim to overcome these challenges by developing a fine-grained Arabic
NER system using a custom-built taxonomy. This system will be trained on a
newly created, hand-annotated dataset that captures a wide range of entity types
and subcategories. The goal is to push the boundaries of Arabic NER by creating
a tool that not only identifies entities but also provides detailed classifications for
various NLP applications. By tackling the specific challenges posed by the Arabic
language, this research seeks to advance the state of the art in Arabic NER and
contribute to the broader field of NLP.



1.3 Contribution

My research aims to make a number contributions to the field of fine-grained
Arabic NER, with the goal of encouraging and inspiring further advancements
and encouraging future work in this area:

e New Dataset Creation: We have annotated and compiled a comprehen-
sive fine-grained Arabic NER dataset, in hopes to address the significant gap
in fine-grained NER resources for the Arabic language. This dataset encom-
passes a wide array of entity classes, providing a valuable resource for future
research and model development.

e Supervised and Semi-Supervised Approaches: To overcome the chal-
lenge of limited data, we have relied not only on supervised techniques but
we also evaluated semi-supervised learning techniques. Semi-supervised ap-
proaches leverage both labeled and unlabeled data to enhance model perfor-

mance, particularly in scenarios where acquiring large-scale labeled datasets
is difficult.

e Comparison with Supervised Deep Learning Baselines: We con-
ducted an extensive comparison of our semi-supervised methods against
various supervised deep-learning baselines such comparisons highlight the
effectiveness of our approaches in improving model accuracy and robustness,
particularly in low-resource settings.
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CHAPTER 2

LITERATURE REVIEW

2.1 Datasets

In the realm of Arabic NER, several datasets have been developed and utilized
in NER systems, but very few are well-suited for fine-grained NER tasks. The
AQMAR dataset [1], contains around 3,000 sentences from various Wikipedia ar-
ticles across domains like history, science, sports, and technology. Although it
has been used in several NER tasks, including the Arabic NER challenge hosted
by Topcoder [2], its taxonomy is limited and does not support fine-grained entity
distinctions, making it less suitable for fine-grained NER tasks. The ANERcorp
dataset adapts the structure and concepts of the well-known CONLL 2002 cor-
pus [3] to create an Arabic-specific dataset. It provides a resource for Arabic
NER with approximately 150K tokens and four entity classes: Person, Location,
Organization, and Miscellaneous. Despite its widespread use in Arabic NER
research, its limited taxonomy restricts its application in fine-grained NER tasks
(3], [4]. Ontonotes 5 includes MSA and contains around 300K tokens covering 18
entities. However, its predefined taxonomy also limits its use for fine-grained NER,
making it less aligned with the needs of comprehensive Arabic NER systems [5].
The NEWS, NEWSg.,.., and TWEETS datasets are also integral to Arabic
NER research, particularly in semi-supervised learning approaches. The NEWS
dataset, consisting of approximately 15K tokens, covers a wide array of topics.
It focuses on formal Arabic text extracted from news articles and serves as a
benchmark for evaluating NER models [6]. The NEWSg,,, dataset, also known as
NewsFanegqyq, is more extensive, comprising around 71K labeled sentences from
170K tokens, and is used for validation and hyper-parameter tuning in model de-
velopment [7]. Both the NEWS and NEWSg,,,. datasets cover a number of entities
including Person (PER), Organization (ORG), Location (LOC), Date/Time,
and Miscellaneous (MISC) to cover entities that do not fit the main categories
but are still significant enough to be classified as named entities. Similarly, the
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TWEETS dataset, with 1,423 tweets from late 2011, provides a unique resource
for understanding entity recognition in informal, user-generated text [(]. Such a
dataset is particularly useful to cover informal, more colloquial, potentially slang
or non-standard entity types which would allow a more diverse range of entities
compared to the structured entities of the NEWS and NEWSg,,.. datasets.

The Wojood dataset by [3] is a significant recent contribution to Arabic NER,
it focuses on the challenge of nested entities—entities that are embedded within
other entities. Wojood consists of approximately 550K tokens from MSA and
dialectal Arabic, annotated with 21 entity types, including Person, Organization,
Location, Event, and Date. Unique to Wojood is its annotation of nested entities,
with 22.5% of the 75K entities in the dataset being nested within other entities.
The dataset covers multiple domains, including health, ICT, finance, elections,
law, politics, and terrorism, among others.

The data collection process of the Wojood dataset involved three main sources:
online articles from various websites ( 258K tokens), descriptions from the Birzeit
University digital archive ( 227K tokens), and dialectal text from Palestinian and
Lebanese corpora ( 65K tokens). The annotation was conducted by twelve high-
achieving students from Birzeit University, under the guidance of NER experts,
through a three-phase process that included manual annotation, expert review, and
model-assisted re-annotation using a fine-tuned AraBERT model. Fortunately, this
new dataset and its accompanying resources have been made publicly available,
providing a valuable tool for us and future researchers to encourage the devel-
opment in fine-grained Arabic NER. This dataset is one of the more promising
datasets that we have came across in recent works as it has a broader taxonomy
that usual ”course-grained” datasets that we have touched on earlier. Another re-
cent study pushes this dataset even further to better suit fine-grained Arabic NER
in which the authors [9] extend the existing Wojood corpus to develop Wojoodg;ye
which is a more granular version that enhances the dataset’s utility. The authors
revised and extended the four key entity types of the original Wojood dataset
with 31 new fine-grained sub-types, resulting into an even broader spectrum of
fine-grained entities. Their annotation process involved revising existing labels
to align with the LDC’s ACE guidelines, manually annotating sub-types, and
conducting expert reviews to ensure consistency and accuracy. This led to the
creation of a robust dataset that is well suited for fine-grained Arabic NER tasks.
Wojoodrine thus represents a significant contribution particularly to fine-grained
Arabic NER, providing a refined dataset that supports more sophisticated entity
recognition tasks, particularly in applications that require a fine-grained taxonomy.

Although we have seen a number of promising datasets that directly contribute
to Arabic NER, in terms of fine-grained Arabic NER, the Wojoodg;y,e is one of the
very few publicly available datasets that has a broad enough taxonomy to warrant
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a fine-grained Arabic NER system. For our research, we would like to deliver a new
kind of fine-grained Arabic dataset that deals with an even broader taxonomy for
a truly comprehensive fine-grained NER system. To achieve this, our dataset will
be structured to include a diverse set of categories, covering both common and rare
entities based on the FIGER taxonomy which we will cover in the Chapter 3.1. By
building such a dataset, we aim to develop robust supervised and semi-supervised
models that can perform fine-grained Arabic NER on such a broad taxonomy.

2.2 Approaches

Several studies have investigated semi-supervised learning techniques to enhance
Arabic NER. For example, Helwe et al. [10] utilized six datasets to train, validate,
and test their models. Their primary training dataset was ANERcorp, which they
used to train a teacher model and fine-tune a student model. Their approach begins
by training a teacher model on the labeled data. This teacher model then predicts
labels for the unlabeled tokens in their semi-labeled dataset. If the predicted
labels exceed a predefined confidence threshold, these labels are assigned to the
semi-labeled dataset. Following this, a student model is trained and fine-tuned
using the updated semi-labeled dataset. They employed the NewsFanegqq for
validation and hyperparameter adjustment. The model was then evaluated on
various benchmarks, including AQMAR, NEWS, and TWEETS datasets. The
study also utilized a semi-labeled dataset of 1,617,184 tokens, with annotations
generated by an LSTM model [10] and further refined using a BERT teacher model
to enhance labeling accuracy. This approach leveraged high-confidence predictions
to improve the labeling of a larger dataset. Such an approach excels despite limited
data by leveraging both labeled and semi-labeled datasets to develop robust semi-
supervised models. Though none of the datasets used would fit our fine-grained
use cases, the approach itself is promising hence we would work on building a
semi-supervised methodology based on this approach.

Another recent study [l 1] also addresses the challenges of Arabic NER using
advanced deep learning techniques. Their approach employs a combination of a
small, fully-labeled dataset and a large corpus of partially labeled data derived
from Wikipedia. To complement this limited dataset, the authors generate a sub-
stantial amount of partially labeled data from Wikipedia using its link structure.
This method helps in annotating named entities in Arabic texts and provides a
larger training corpus to enhance model performance. Their approach involves
training two deep learning models with different sets of word embeddings. These
models are first trained on the small labeled dataset and then used to label the
partially annotated Wikipedia data. This data is subsequently employed to itera-
tively retrain the models, improving their ability to recognize and classify named
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entities in Arabic text. Although their semi-supervised approach proves to be
effective in enhancing Arabic NER performance through innovative use of deep
learning and partially labeled data, the datasets employed still fall short in sup-
porting fine-grained entity recognition. The small fully-labeled dataset and the
partially labeled Wikipedia data still lack the necessary granularity for detailed
entity distinctions, limiting their applicability for fine-grained NER tasks.

In another study by [12] the authors proposed a supervised deep learning ap-
proach to Arabic NER using a fine-tuned BERT model combined with Bi-GRU.
The model architecture combines BERT’s contextual embeddings with a Bi-GRU
to enhance the final context vectors. They unified the tagging schemes of AN-
ERCorp and AQMAR datasets before merging them for training. The model was
evaluated on the ANERCorp and the merged ANERCorp-AQMAR datasets.

Despite the numerous approaches applied in the field of Arabic NER, many
supervised methods are not well-suited for fine-grained Arabic NER due to the
challenge of limited data. As we develop our own dataset, data scarcity remains
a significant hurdle, especially for tasks requiring fine-grained distinctions. In this
context, semi-supervised approaches become crucial. These methods enable us to
leverage both labeled and unlabeled data to more effectively train and fine-tune
our models. We will initially experiment with supervised models and subsequently
extend our work to semi-supervised approaches, evaluating the performance im-
provements that semi-supervised methods can offer compared to their supervised
counterparts.
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CHAPTER 3

DATASET

In this section, we’ll explore our dataset construction process and discuss source
selection, labeling process, dataset exporting, and ensured its quality.

3.1 Data Collection

The first step in developing a robust Named Entity Recognition (NER) system for
Arabic text is to create a high-quality and well-structured dataset. Given the lack
of comprehensive and fine-grained Arabic NER datasets, we undertook the task
of compiling our own dataset based on the FIGER dataset which consists of 112
unique classes [13]. These classes have a wide range of entity coverage. The main
course-grained entities cover person, organization, location, product, art, event,
building, and other entities, as shown in figure 3.1, where each of those entities
contains a collection of sub-entities which are the fine-grained classes of each parent
class. This provides a comprehensive resource for training robust NER models.

3.2 Source Selection

To ensure a wide range of topics, we scraped a diverse collection of 2,000 Arabic
articles from Wikipedia to ensure our dataset captures a broad spectrum of the
Arabic language. The sources included news articles, social media posts, literary
works, and official documents, providing a comprehensive representation of dif-
ferent text genres. The topics covered include Al, robotics technology, renewable
energy, job market trends, buildings, civil engineering, marine biology, building
materials, tourist places, university life, environmental engineering, career growth,
construction safety, surveying and land development, and health and longevity.
This extensive variety not only captures different dialects, writing styles, and con-
texts but also ensures that the dataset encompasses a rich array of vocabulary
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Figure 3.1: IOB sample export

and syntactic structures. By including such diverse sources and topics, our final
dataset aims to enhance the robustness and generalizability of the NER system
across various real-world applications.

3.3 Labeling Platform

To label these Wikipedia articles, we need a solid and easy to use labeling plat-
form. In the case of Arabic articles, we are limited by the platforms that support
Arabic. We've experimented with a number of labeling platforms such as Markup
and NeuralSpace. After much experimenting with different platforms we eventu-
ally settled on Labelbox as our main labeling platform. Labelbox is an end-to-end
training data platform used to create and manage high-quality training data. It
provides a vast set of tools for labeling and collaborating between different la-
belers. It also supports almost any datatype, including images, videos, and text;
critically, Labelbox also supports Arabic text for labeling. Labelbox also supports
a python API which allows us to easily access and read our dataset which ends up
being very useful for exporting our dataset into our desired format. Additionally,
its integration capabilities streamline the transition from data labeling to model
training, ensuring our dataset is accurately labeled and well-prepared for machine
learning development. Labelbox became home to our dataset’s development.
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Figure 3.2: IOB sample export

3.4 Data Labeling

The articles were labeled by a labeler using Labelbox. The labeling period spanned
a period of around 4-5 months. After labeling, we accumulated approximately
45,000 labels assigned to our dataset. These labels were based on the FIGER
dataset. To ensure the quality and reliability of our data, we reserved an additional
50 labeled articles for testing. The rationale behind this decision is that, since
our dataset is hand-labeled, it is subject to human error. For example, some
articles might be very well labeled, while others may not meet the same standard.
Therefore, if we were to split the dataset into training and testing sets, there would
be uncertainty regarding the quality of the articles used for testing. To mitigate
this issue, we reserved 50 perfectly annotated articles specifically for testing. This
approach ensures that our testing data is of the highest quality, providing a more
accurate evaluation of our models.

3.5 Dataset Statistics

Table 3.1 below summarizes the the counts of the total entities in our dataset illus-
trating the relative frequency of each category and highlighting the predominant
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and less frequent categories within our data. Our final dataset contains 45K labels.

Name Count
Other 12,189
Location 11,059
Date 7,399
Organization 3,826
Person 3,540
Nationality 2,292
Event 1,345
Product 1,272
Art 1,246
Currency 630
Building 256

Table 3.1: Label Counts

We can clearly observe that our dataset is highly imbalanced, as evidenced
by the label counts presented in Table 3.1 and further illustrated in Figure 3.3.
This imbalance is a direct result of the nature of our taxonomy, where certain
entities, such as Other and Location, occur far more frequently than more specific,
categories such as Building as an example.

Distribution of Labels

Other
Location
Date
Organization
Person
Nationality
Event

Art
Product
Currency
Building

26.59|
24.68 B

0 ) 10 15 20 25 30
Percentage (%)

Figure 3.3: Distribution of Labels
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The significant disparity in label distribution presents challenges for model
evaluation. Metrics must be carefully studied and analyzed to fully understand
their implications, ensuring that the model’s performance is accurately assessed.

3.6 Dataset Quality

To evaluate the performance of our NER models, we’ve utilized Labelbox’s in-built
tools for benchmarking. We used our 50 testing articles as benchmark articles be-
cause they are assured to be well annotated. These articles were meticulously
annotated to ensure consistency, with strict adherence to our predefined NER
schema. Following the annotation, our models were run on the same set of arti-
cles. Our main annotator, who annotated our full dataset, also annotated a version
of these 50 testing articles so we could evaluate benchmarks on our labeler’s anno-
tations versus our 50 testing/benchmarking articles, which are guaranteed to be
of the highest quality.

In Labelbox, the consensus score for Named Entity Recognition (NER) annota-
tions is calculated at the character level. If two entity annotations do not overlap,
the consensus score is zero. Overlapping text entity annotations will yield a non-
zero score. Labelbox computes this by calculating the weighted sum of the overlap
length ratios, ensuring that already counted overlaps are discounted. Whitespace
is also included in this calculation. For NER, the agreement is partly inclusive
since it is calculated at the character level. For instance, if one labeler annotates
the word "house" entirely, while another annotates only "hous" within the same
text, the agreement score between these two annotations would be 0.80. Labelbox
then averages these agreements across all annotations within the same class to de-
termine an overall score for that annotation class. The average benchmark score
across these 50 testing articles was approximately 57%.

We know that a benchmark score of 57% might seem low, and indeed it is. How-
ever, several factors contribute to this score. The annotations were performed by a
single non-expert annotator, which inherently introduces variability and potential
inaccuracies. Upon thorough review of the labeled articles, it became evident that
most inaccuracies are not due to incorrect labeling but rather to sporadic omissions
or missed labels on certain words. Additionally, the benchmark is based on a set
of 2,000 articles, compared against 50 professionally labeled testing articles. These
testing articles were annotated to a much higher standard than what we antici-
pated from the labeler of the training data. Consequently, it is not surprising that
our benchmark score is lower than the ideal or expected value. Hence, we know
that our dataset is perhaps weakly labeled given our limitations having access to
only a single labeler, but we aimed to employ both supervised and semi-supervised
learning principles to help aid in the fact that we have a weakly labeled dataset.
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3.7 Compiled Dataset

Our dataset contains approximately 45K labels, which follow the FIGER dataset.
Using the API, the data was read from Labelbox and exported to our desired
format. We used the IOB format (Inside-Outside-Beginning) as our final format.
The IOB format is a common format for tagging tokens in a chunking task in
computational linguistics. Essentially, this format breaks down phrases into sepa-
rate words, where the first occurrence of a word in a phrase receives a ”B” prefix
(indicating the beginning), and each subsequent word in that phrase receives an
"1” prefix (indicating it is inside the phrase). If a phrase consists of a single word,
it only gets a "B” tag as shown in 3.4. Words that do not belong to any phrase
receive an " O” tag (indicating outside).

Tag _____Word

B-Actor (B
I-Actor Ja
OUTSIDE pl
B-Actor oL
I-Actor (2B}
I-Actor s
B-Actor Ol LS
B-Language ERpy ]
B-Actor o
I-Actor o
B-Language 4l
B-Language Ay
OUTSIDE O
B-Date 2
I-Date el g
|I-Date 1965
OUTSIDE ]
B-City PPN
B-Country aigll
OUTSIDE 1,85,
OUTSIDE La
OUTSIDE ity
OUTSIDE Aaul
OUTSIDE o
OUTSIDE g
OUTSIDE Y

Figure 3.4: IOB sample export
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3.8 Dataset Exporting

Throughout the process of exporting the dataset, we filter out all non-Arabic texts
from our articles and remove all diacritics from the words to avoid issues related
to their varying presence in Arabic texts. These steps occur at the exporting level,
essentially allowing us to preprocess from an early stage. Furthermore, we handle
punctuation and special characters by either normalizing or removing them, which
further aids in reducing noise and improving the overall quality of the dataset. Ad-
ditional scripts are also run to handle some foreseeable typos within the Arabic
articles as its quite common for these articles to have improperly placed characters
followed by additional or no spacing which can severely affect future tokenization
steps. This early preprocessing ensures consistency in the dataset, making it easier
for us to perform further preprocessing tasks, such as tokenization, when build-
ing the model, all of these minute details can cause us problems in later stages.
After completing all these steps, we end up with two files: training.txt and test-
ing.txt consisting of our training articles and our 50 well labeled testing articles
respectively.

3.9 Early Preprocessing
Collected texts were preprocessed to clean and standardize the data. This included:

e Removing Noise: Eliminating irrelevant elements such as HTML tags,
commas, special characters, and excessive white-space.

e Filtering Non-Arabic Text: We filtered out all non-Arabic texts from our
articles and removed all diacritics from the words to avoid issues related to
their varying presence in Arabic texts.

e Filtering Poor Articles: We’d occasionally find some scrapped Wikipedia
articles that turn out to be poor containing improper text and poor format-
ting, hence these articles were carefully filtered out to avoid training our
models on such poor articles.

¢ Handling Punctuation and Special Characters: We normalized or re-
moved punctuation and special characters to reduce noise and improve the
overall quality of the dataset.

e Handling Typos: Additional scripts were run to handle foreseeable ty-
pos within the Arabic articles, ensuring proper spacing and placement of
characters.
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3.10 Dataset Cleaning

Naturally, with a corpus of 2,000 Arabic articles, human error is foreseeable and can
occur during the labeling process. Upon thorough review of the labeled articles,
it became evident that most discrepancies were not due to incorrect labeling,
but rather occasional omissions or skipped labels on certain words, which can
occur sporadically. To minimize such errors, we implemented an auto-labeling
program. This program takes our human-labeled data and aims to enhance it
by automatically assigning labels to easily inferable classes such as Date, City,
Country, Nationality, Currency, Color, Animal, Chemical _thing, and others.

The program scans each sentence, identifies key words to infer context, and
checks unlabeled words against a large dictionary. If a match is found, the program
assigns the correct label based on this match. Naturally, this approach raises
concerns since errors by the program could affect the dataset quality. However,
we have taken extreme care to minimize such possibilities. While errors can still
occur, the current implementation significantly improves the dataset more than
it introduces errors, ensuring that any potential misclassifications have minimal
impact. Our testing dataset remains untouched and will be used to evaluate our
model’s training.
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CHAPTER 4

METHODOLOGY

In this chapter, we delve into the methodologies we employed in our study, detailing
the frameworks and techniques utilized to address the research questions. We begin
with an in-depth discussion of our dataset, describing its construction process and
the rationale behind our methodological choices.

4.1 Model Training

To optimize our training process, we experimented with a diverse range of model
implementations. We started by training traditional supervised machine learning
models as a baseline. Then, we progressed to more advanced semi-supervised
approaches, aiming to better utilize our limited and weakly labeled dataset by
leveraging both labeled and unlabeled data.

4.2 Train-Test

All our models are trained on a consistent dataset of 2,000 hand-labeled Ara-
bic Wikipedia articles. For evaluation, we use a separate set of 50 rigorously
labeled articles, specifically reserved for testing. This approach ensures fairness
by maintaining a consistent evaluation standard: all models are trained on the
same training data and tested on the same evaluation set. This method avoids the
variability of random splits, where each model might encounter different subsets of
data, ensuring that comparisons between models are based on identical conditions.

4.3 Bidirectional Long Short Term Memory

We started by experimenting with LSTM models as a simplistic baseline method,
more precisely the Bidirectional version of LSTM which is a type of recurrent
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neural network used primarily on NLP tasks. One advantage of the bidirectional
version is that it is capable of accessing both previous and future contexts simul-
taneously which is achieved by having two hidden states for each time step: one
for processing the sequence from start to end and another for processing it from
end to start. This dual perspective allows the model to better understand the
context and improve the prediction accuracy for tasks such as text classification,
translation, and NER.

4.3.1 Data Preprocessing

To prepare textual data for neural network processing, several crucial steps were
taken. First, we established two key dictionaries: word2index and tag2index. The
word2index dictionary maps each unique word in our corpus to a numerical index,
starting from index 2. This dictionary also includes two special tokens: ~-PAD-’
with index 0, used for padding sequences to ensure they are of uniform length,
and -OOV-" with index 1, representing out-of-vocabulary words that were not
encountered during training. Similarly, the tag2index dictionary assigns numerical
indices to each unique tag, beginning from index 1, with the ~PAD-’ token also
assigned index 0. These dictionaries play a pivotal role in converting textual
data into numerical form, which is essential for the neural network to process and
interpret the data.

After converting tags to numerical indices using the tag2index dictionary, we
applied one-hot encoding to these indices. One-hot encoding transforms each tag
index into a binary vector where the position corresponding to the tag’s index is set
to 1, and all other positions are set to 0. This encoding scheme allows the neural
network to handle categorical data effectively by providing a clear and distinct
representation for each tag, ensuring that the network can learn and differentiate
between various classes during training.

4.3.2 Model Architecture

We employed a bidirectional LSTM network for its ability to capture dependencies
in both forward and backward directions, enhancing context understanding in NLP
tasks.

e An embedding layer was used to convert the input words into dense vectors
of fixed size. This helps in capturing the semantic relationships between
words.

e The core of the model consists of two LSTM layers. The bidirectional nature

allows the model to access past and future context simultaneously.
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e A dense layer was added on top of the LSTM layers, with a softmax activation
function to output probability distributions over the target classes.

4.3.3 Model Compilation

The model was compiled using the Adam optimizer and categorical cross-entropy
loss function. This setup is suitable for multi-class classification problems.

e The Adam optimizer was selected for its adaptive learning rate properties,
which help in efficient convergence.

e Categorical cross-entropy was used as the loss function due to its suitability
for one-hot encoded targets.

e The model was trained over multiple epochs with a batch size determined
through experimentation. We settled on 10 epochs and batch size of 32.

e Training involved feeding the padded sequences into the model and updating
the weights to minimize the loss.

4.4 AraBERT

To enhance our experiments, we leveraged the AraBERT model, a transformer-
based architecture specifically designed for Arabic language processing. AraBERT,
built on the BERT framework, has been pre-trained on a substantial Arabic cor-
pus, enabling it to effectively capture the nuances of the language. With recent
advancements in transformer models, AraBERT demonstrates exceptional per-
formance in managing the complexities inherent in Arabic, such as its intricate
morphology, diverse dialects, and varying script forms. By utilizing AraBERT,
we aim to build a more robust model that capitalizes on these advancements to
improve our Arabic NER system.

4.4.1 Data Preprocessing

Data preprocessing for the AraBERT model involved several essential steps to pre-
pare the data effectively. Initially, we employed normalization to convert various
forms of the same word into a single, consistent form, thereby reducing redun-
dancy. Following normalization, we utilized the aubmindlab/bert-base-arabertv(2
tokenizer to split the text into tokens. This tokenizer is specifically designed to
handle the complexities of the Arabic language, ensuring accurate segmentation
for subsequent NLP tasks. After tokenization, we paired each token with its cor-
responding label and padded the sentences to a uniform length to meet the input
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requirements of the neural network. Finally, we applied one-hot encoding to the
labels using the to_categorical function from Keras, transforming categorical
data into a numerical format suitable for model training.

4.4.2 Model Architecture

The AraBERT model architecture is based on the BERT transformer, which em-
ploys self-attention mechanisms to capture long-range dependencies in text. The
architecture is particularly effective for tasks involving contextual understanding,
such as text classification and NER [11].

e An embedding layer was used to convert input tokens into dense vectors of
fixed size, capturing the semantic relationships between words.

e The core of the model consists of multiple transformer layers that use self-
attention mechanisms to process the input text. These layers enable the
model to consider the context of a word based on both preceding and suc-
ceeding words, enhancing the understanding of the text.

e A dense layer was added on top of the transformer layers, with a softmax
activation function to output probability distributions over the target classes.

4.4.3 Model Compilation

Again, the model was compiled using the Adam optimizer and categorical cross-
entropy loss function. This setup is suitable for multi-class classification problems.

e The Adam optimizer was selected for its adaptive learning rate properties,
which help in efficient convergence.

e Categorical cross-entropy was used as the loss function due to its suitability
for one-hot encoded targets.

4.4.4 Training

e The model was trained over 20 epochs with a batch size determined through
experimentation.

e Training involved feeding the padded sequences into the model and updating
the weights to minimize the loss.

The model’s performance was evaluated using precision, recall, F1-score, and
support metrics. The evaluation involved:
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4.5 Teacher Student Model

For our first semi-supervised model, we applied the teacher-student methodology
described in [10], where both labeled and semi-labeled data are used to train a
teacher model on the labeled data. This teacher model then trains a student
model based on its predictions, using a predetermined confidence score.

4.5.1 Data Preprocessing

Our core data preprocessing procedures remain unchanged from our previous
AraBERT models. However, this time we split our dataset into both labeled
and semi-labeled subsets. We selected the highest quality articles, totaling 300,
to comprise our labeled data. The remaining articles, while not meeting the same
quality standards, were deemed suitable candidates for semi-labeled data.

4.5.2 Algorithm

Our algorithm, based on Chadi Helwe’s paper, utilizes both labeled and semi-
labeled datasets. We first train an AraBERT teacher model on our labeled dataset
D!, the same AraBERT teacher model we used in our previous supervised ap-
proach. This model is then used to predict the non-labeled tokens of the semi-
labeled dataset D*. The predictions are saved into predj. We compute the
average confidence score of the predicted labels for each sentence within pred;
and check if the score is higher than a predefined threshold 7. If it is, we select the
instances from predj and save them into our chosens. Using this condition, we
choose the best instances from the data predicted by the teacher model. Finally,
sl

we train and fine-tune a student model on the chosenf;.
The average confidence score is computed as follows:

1 !
si= 2; arg max tok; (4.1)
]:

0<I<6

4.6 Few Shot Learning

For this approach, we employ a FSL methodology, enabling our model to generalize
effectively even with our limited dataset. FSL models are particularly advanta-
geous as they can adapt to new and unseen named entities with minimal labeled
data. By integrating FSL principles into NER, we are able to train our model on
a small support set and evaluate its performance on a query set.
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Algorithm 1 Semi-Supervised Learning Model for Arabic NER

Require: Labeled Data D!
Require: Semi Labeled Data D*
Require: Confidence Threshold 7
1: Train BERT teacher model BE RT eqcher With D!
2: pred_D*' < Predict the non-labeled tokens from the semi labeled data D*

10:
11:

with BERT;Seacher
for sentence i of pred_D* do

con fidence <+ Compute the confidence of pred_D*|[i]
if confidence > 7 then

chosen_D*! < Save D*[i|
end if

end for

Train BERT student model BERT siyden: With chosen_D?
Fine-tune student BERT model BERT sygent With D!
return BERT;,qent

FSL operates by learning from a limited number of examples (support set) and

then applying that knowledge to identify and classify new instances (query set).
This approach mimics human learning, where one can quickly generalize from a
few examples to recognize new instances of the same category.

e Support Set: A small subset of labeled data used to assist the model’s

learning to recognize named entities in a FSL approach. It consists of labeled
examples of named entities within the target language or domain. During
training, the model learns to generalize from the examples in the support set
and adapt to new, unseen named entities. The support set contains sentences
with N different types of entities and k instances for each entity. This setup
allows the model to learn effectively from a limited number of examples,
enhancing its ability to identify and classify named entities accurately even
with minimal labeled data.

Query Set: After the model has been trained on the support set, the query
set is used to evaluate the model’s performance and to make predictions on
new, unseen examples. The query set contains sentences that the model has
not encountered during training but include the same types of entities as
those in the support set.
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4.6.1 Model Architecture

Our aim with this model is to tackle Arabic NER using a prototypical network
based on a few shot learning technique. We start with support and query sets
which are created from our training data. Then we run these through AraVec
which is a pre-trained word embedding model specifically designed for Arabic. It
generates dense vector representations for Arabic words, mapping each word to a
continuous vector space. AraVec enhances the ability to capture nuanced meanings
and relationships within the language.

For context-based feature extraction, we will employ a triple extraction pro-
cess using Bi-LSTM, Bi-GRU, as well as Bi-RNN, each coupled with self-attention
mechanisms. The outputs of the approaches will be concatenated and used to con-
struct a prototypical network where the classes can be used to calculate prototypes
of the support set. We then apply cosine similarity between the query data and
prototypes of the query set will be calculated. The query data samples will then
be classified according to the results of the similarity calculation.

Feature Extraction

Bi-LSTM Self-Attension
Word embedding I I

using pre-trained Bi-GRU Self-Attension
AraVec model I I

Concatenation
Layer

Support & Query
sets

Bi-RNN Self-Attension

Prototypical Network for Classification

Cosine similarity
calculation between
prototypes and query set

Classify examples from
the query set

Prototype generation
using the support set

Performance Measures

=3
Artificial Neural Network
(ANN) for classification

Figure 4.1: Prototypical Approach Block Diagram

4.6.2 Support and Query Sets

We start by selecting labels from our dataset that each have at least 25 occurrences.
Labels with fewer than 25 examples are excluded because we need a minimum of
20 examples for the support set and an additional 5 for the query set. While a
support set of only 20 examples per class may seem limited, increasing the number
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of examples would result in the exclusion of even more classes with insufficient
examples, potentially leading to over-fitting. Extensive experimentation showed
that a support set of 20 examples per class provided the best results. This approach
ensures there are enough examples for both the support and query sets. For each
sentence in the dataset, we check if any of its labels meet the selection criteria. If
a label qualifies, we then decide whether to include the sentence in the support
set or the query set based on factors such as the current count of the label in the
support set, a random choice with a 50% probability, and whether the label has
reached the maximum allowable count in the support set. If the label’s count in
the support set is less than 20 and the random decision favors it, the sentence
is added to the support set. If the random decision does not favor the support
set, or if the label has already reached its limit of 20 occurrences, the sentence is
instead considered for the query set. The query set is built in a similar manner,
ensuring that each label has at least 5 occurrences. This process continues until all
sentences have been processed, resulting in balanced and well-represented support
and query sets. This method allows for a more controlled distribution of labels
across both sets, which is crucial for the performance of our FSL approach.

4.6.3 Feature Extraction

Bi-LSTM, which as we have seen before, is a type of RNN that processes input
sequences in both forward and backward directions. This bidirectional approach
allows the model to capture contextual information from both past and future to-
kens simultaneously, ultimately enabling the model to understand the full context
surrounding each word.

outputs
K 3

A
backward
layer <—(LSTM )«—(LSTM LST™M }— cee
A

Yy

A
forward 7{ LSTM }{ LSTM
layer /,

inputs Xt Xt Kes1

Figure 4.2: Bi-LSTM

Bi-GRU, another type of RNN, captures contextual information from both
past and future tokens within a sequence, similar to Bi-LSTM. However, Bi-GRU
employs a simpler architecture by combining the forget and input gates of LSTM
into a single update gate. This streamlined design enhances computational effi-
ciency while still effectively capturing dependencies across time steps. As a result,
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Bi-GRU is particularly well-suited for tasks such as Named Entity Recognition
(NER), where understanding context is crucial.

Bi-RNNs are an extension of traditional RNNs, maintaining a hidden state
that captures information from previous inputs in a sequence. This enables the
modeling of dependencies over time. The bidirectional nature of Bi-RNNs allows
the model to process data in both forward and backward directions, enhancing its
ability to understand complex patterns and relationships in sequential data.

Feature vectors from both Bi-LSTM, Bi-GRU, and Bi-RNN will be concate-
nated for prototype generation.

F = [Fl F, F3]
where:

F; represents the features from the Bi-LSTM model,
F, represents the features from the Bi-GRU model, and
F3 represents the features from the Bi-RNN model.

4.6.4 Prototype Network for Classification

Prototypical networks [15] fundamentally operate on the principle of prototype-
based learning. Prototypes are centroids in an embedding space, where data points
are mapped to capture essential class characteristics. The model is trained on the
support set and evaluated on the query set. The support set consists of N labeled
examples: S = {(z1,41),...,(xn,yn)}, where z; is a D—dimensional representa-
tion of an object and y; € {1,2,..., K} is the label of this object. The query set
contains Nz’ labeled examples Q = {(z1,v1), .., (v, ¥y)}

For each class K, a prototype will be calculated by taking the average of samples
for each class in M —dimensional feature space as shown in figure 4.9.

Figure 4.3: Prototype Network
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To classify an unseen example x from the query set, x is mapped to an M-
dimensional space where the model assigns it to a class whose prototype is most
similar in representation to x. Cosine similarity measures the degree of similarity
between an instance and a prototype.

o a-b
similarity(a, b) = TallTol

4.6.5 Artificial Neural Network (ANN)

After feature extraction, we additionally feed the exact same vectors into an ANN
to train a supervised ANN model on our concatenated feature vectors to establish
a fair benchmark against the performance of our prototypical method. We imple-
mented a fully connected ANN model specifically designed for classification. The
model architecture starts with an input layer that receives data with 768 features,
followed by a sequence of densely connected layers. The first layer has 128 neurons
with ReLLU activation, followed by Batch Normalization and a Dropout layer with
a rate of 0.4 in order to reduce or mitigate over-fitting. This pattern of Dense,
Batch Normalization, and Dropout layers is repeated with 64 and 32 neurons in
the subsequent layers, each followed by its respective Batch Normalization and
Dropout layers, with the dropout rates set to 0.4 and 0.2 respectively. The final
layer is a Dense layer with 212 neurons and a softmax activation function, which
outputs the probabilities for each of the 212 classes. The model is compiled using
the Adam optimizer and sparse categorical cross-entropy loss, and it is evaluated
based on accuracy metrics. An Early Stopping callback is utilized to halt training
if the validation loss does not improve for three consecutive epochs, restoring the
best weights to prevent over-fitting. The model is trained over 50 epochs with
a batch size of 32, and its performance is assessed on both training and testing
datasets to ensure its effectiveness.

4.7 Few Shot Learning (Transformer Based)

As we experimented with various models, we observed that transformer-based
models like AraBERT consistently outperformed classical neural network models,
including the LSTM models. Consequently, for our final model, we transitioned
from our initial prototypical network-based approach to utilizing AraBERT for
feature extraction. By leveraging the performance of transformers, we aim to
achieve superior performance and enhanced contextual understanding.
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4.7.1 Feature Extraction

In this approach, we leverage the capabilities of AraBERT, being a transformer-
based model, for feature extraction. AraBERT’s advanced architecture excels in
capturing long-range dependencies and contextual relationships within the entire
input sequence, representing a significant advancement over previous implementa-
tion which worked multiple classical neural network methods. The self-attention
mechanism employed by AraBERT allows the model to weigh the importance of
different parts of the input sequence more effectively, enhancing its ability to un-
derstand the intricacies of the Arabic language. This improvement ensures that
contextual nuances and complex language features are better represented, leading
to more accurate and nuanced feature extraction.

4.7.2 Implementation

Building on our previous implementation, our model begins with a support set and
a query set to address Arabic NER using a prototypical network approach based
on FSL. Initially, we process our training data tokens through AraVec to generate
dense vector representations. To enhance our context-based feature extraction,
we are moving away from our previous multi approach which employed Bi-LSTM,
Bi-GRU, and Bi-RNN. Instead, we will utilize AraBERT for feature extraction,
leveraging its superior performance and contextual understanding.

The output of our model will be used to construct a prototypical network,
where classes are used to calculate prototypes of the support set. We will then use
cosine similarity between the query data and the prototypes of the support set to
classify the query data samples based on the results of the similarity calculation.
This approach aims to improve the accuracy and robustness of our Arabic NER
system.

33



Feature Extraction

Word embedding

STER 6 QU using pre-trained AraBERT

sets
AraVec model

Prototypical Network for Classification

Cosine similarity

Classify examples from
the query set

Prototype generation
using the support set

calculation between
prototypes and query set

Performance Measures

Accuracy Precision

Artificial Neural Network
m (ANN) for classification

Figure 4.4: Prototype Network (Transformer Based)
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CHAPTER 5

EXPERIMENTS AND EVALUATION

5.1 Evaluation

The evaluation of each model is conducted using a comprehensive set of metrics,
including accuracy, precision, recall, Fl-score, and support. The primary focus
is on the model’s performance on a reserved test dataset, ensuring an unbiased
assessment of its capabilities.

Our Bi-LSTM model was trained on a computer equipped with a 6-core Intel
Core i7 8850H processor and 16GB of RAM. Training was relatively slow since we
utilized the CPU, as the LSTM model does not support GPU-accelerated libraries.
In contrast, our transformer-based models were trained on our university’s HPC
cluster, specifically on the cmps-ai partition, which leverages Nvidia V100 GPUs
with 32GB of memory for acceleration.

e Accuracy, precision, recall, and F1-score are calculated for each class to assess
the model’s ability to correctly identify and classify the entities in the text.

e A confusion matrix is used to provide insights into the model’s classification
performance.

Metric Formula

Accuracy %

Precision %_S;‘P
Recall %

F1 Score | 2 x %ﬁ%ﬁgiﬁ

Table 5.1: Formulas for Accuracy, Precision, Recall, and F1 Score
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5.2 Scores

The table below summarizes the scores of each of our models when trained across
different models:

Bi-LSTM | AraBERT | THR-SNT | FSL-MNN |FSL-TFR
Accuracy 0.88 0.90 0.89 0.55 0.63
Precision (Macro) 0.41 0.48 0.50 0.16 0.18
Precision (Weighted) 0.87 0.88 0.88 0.78 0.88
Recall (Macro) 0.24 0.35 0.37 0.16 0.41
Recall (Weighted) 0.88 0.90 0.89 0.55 0.63
F1 (Macro) 0.26 0.36 0.39 0.12 0.23
F1 (Weighted) 0.86 0.88 0.88 0.64 0.72
F1 (Micro) 0.87 0.89 0.90 0.64 0.73

Table 5.2: Performance Metrics Across Different Models

Our initial supervised models, Bi-LSTM and AraBERT, serve as a compari-
son point between simpler neural network-based architectures and more advanced
transformer-based approaches. Due to the nature of our highly imbalanced dataset,
it is of no surprise that our score can be highly skewed by outlier classes in our
dataset. Hence, it makes most sense to evaluate based on the macro F1 average
since it treats all classes equally. Starting with our Bi-LSTM model which is our
first supervised model, it achieves a macro F1 score of 26%. It is clear that the
Bi-LSTM model, while capable of capturing sequential dependencies in data, it
struggles with the complexity and nuance required for more accurate predictions.
Our next supervised model, AraBERT, which is transformer-based presents a no-
table improvement pushing our macro F1 score to 36% demonstrating its superior
ability to handle the intricacies of language through mechanisms like self-attention.
This performance gap highlights the limitations of traditional neural network ar-
chitectures when faced with complex natural language tasks, where transformers
offer a more robust and scalable solution. Our first semi-supervised implemen-
tation is the Teacher-Student model following [10]’s approach which is based on
the BERT architecture (AraBERT') improves slightly on our previous supervised
AraBERT model pushing our macro F1 score to 39%. Our first FSL prototypi-
cal approach, utilizing a multi-neural network feature extraction process, experi-
ences a significant drop in performance, with a macro F1 score of only 12%. This
outcome is expected, as this FSL model relies on classical neural network-based

feature extraction methods (Bi-LSTM, Bi-GRU, and Bi-RNN) and is trained on
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a support set with only 20 examples per class. As previously observed, classi-
cal neural network models tend to under-perform compared to transformer-based
models, as demonstrated by our initial supervised Bi-LSTM model. Furthermore,
unlike the supervised Bi-LSTM, which was trained on the full dataset, this FSL
model’s limited training data due to the small support set contributes to its lower
performance. As we have seen the performance benefits of utilizing transform-
ers, our next FSL model builds on our previous implementation by incorporating
a transformer within the feature extraction process, this modification improved
our macro F1 score from 12% to 23% again demonstrating the advantages of
transformer-based models. However, the scores might seem still on the lower end
compared to our supervised transformer-based models but once again, this model
was trained on such a small support set compared to the full dataset in which our
initial supervised models were trained on.

The table below summarizes the performance of the ANN models when trained
on the exact vectors from the support sets used in our FSL implementations,
both the neural network-based and transformer-based approaches. The primary
goal of this comparison is to evaluate the performance of a supervised model,
such as the ANN, against a FSL prototypical approach when trained on identical
vectors. Notably, we observe that the ANN scores significantly lower macro F1
scores compared to our FSL prototypical approaches, which is encouraging as it
demonstrates that our FSL methodology indeed outperforms the supervised ANN
implementation.

ANN MNN |TFR
Accuracy 0.84 | 0.88
Precision (Macro) 0.12 | 0.30
Precision (Weighted)| 0.76 | 0.86

Recall (Macro) 0.07 | 0.21
Recall (Weighted) 0.84 | 0.88
F1 (Macro) 0.08 | 0.21
F1 (Weighted) 0.79 | 0.85
F1 (Micro) 0.80 | 0.87

Table 5.3: ANN Performance Metrics

To gain further insights into our model’s performance, it is important to delve
deeper into the meaning behind our scores. Given that our dataset is highly
imbalanced, we have focused on evaluating performance using macro F1 scores, as
they treat all classes equally without assigning weights based on class frequency.
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While this approach is advantageous in handling class imbalance, it also means
that classes with very few occurrences in our test set are given equal weight to more
dominant classes. For instance, in our small testing dataset, some rare classes may
appear only once or twice, while more prevalent classes might have hundreds of
occurrences. These rare classes can disproportionately lower our macro F1 score.

A key outlier in our dataset is the OUTSIDE class, which represents non-labeled
words or tokens. Our testing dataset contains approximately 18,000 OUTSIDE tags,
whereas other classes may have, at most, a few hundred occurrences. To provide
an additional perspective on our model’s performance, the table below summarizes
the scores of our models when the OUTSIDE tag is excluded from the calculations.

Bi-LSTM | AraBERT | THR-SNT | FSL-MNN |FSL-TFR
Accuracy 0.40 0.50 0.53 0.19 0.58
Precision (Macro) 0.40 0.48 0.49 0.15 0.18
Precision (Weighted) 0.70 0.70 0.71 0.31 0.35
Recall (Macro) 0.23 0.35 0.37 0.15 0.41
Recall (Weighted) 0.40 0.50 0.53 0.19 0.58
F1 (Macro) 0.25 0.36 0.38 0.11 0.22
F1 (Weighted) 0.45 0.54 0.56 0.21 0.42
F1 (Micro) 0.51 0.58 0.61 0.24 0.44

Table 5.4: Performance Metrics Excluding OUTSIDE Tag

With the scores up, we can somewhat consider our other metrics such as ac-
curacy and weighted /micro F1 measures as our macro F1 scores remain nearly
identical. Our Bi-LSTM model achieves an accuracy of 40%, weighted F1 score
of 45%, and a micro F1 score of 51%. Our supervised AraBERT based model
bumps up the accuracy to 50%, weighted F1 score to 54%, and a micro F1 score
of 58%; it is clear that the latter outperforms the former on all metrics further
highlighting the benefits of going with transformer-based methods. For our first
semi-supervised model, specifically the Teacher-Student model, it improves on our
previous supervised model bumping up the accuracy to 53%, weighted F1 score to
56%, and a micro F1 score to 61%. Our initial multi-neural network FSL model, as
expected, achieved the lowest scores with an accuracy of 19%, weighted F1 of 21%,
and micro F1 of 24%. Our transformer-based FSL model demonstrated substantial
improvements, even though it still uses a support set with only 20 examples per
class, boosting our accuracy to 58%, weighted F1 to 42%, and a micro F1 score to
44%.

Once again the table below summarizes the performance of the ANN models
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when trained on the exact vectors from the support sets used in our FSL im-
plementations, both the neural network-based and transformer-based approaches.
Again, it is clear that the ANN models score substantially lower compared to our
FSL models, further emphasizing the benefits of using a FSL approach when data
is limited.

ANN MNN | TFR
Accuracy 0.13 | 0.39
Precision (Macro) 0.11 | 0.30
Precision (Weighted)| 0.30 | 0.60

Recall (Macro) 0.07 | 0.20
Recall (Weighted) 0.13 | 0.39
F1 (Macro) 0.07 | 0.20
F1 (Weighted) 0.16 | 0.42
F1 (Micro) 0.42 | 0.48

Table 5.5: ANN Performance Metrics Excluding OUTSIDE Tag

5.3 Error Analysis

In this section, we perform a detailed error analysis by examining the confusion
matrices of our models. This analysis helps us pinpoint specific types of errors, un-
cover patterns of misclassification, and understand the root causes of these errors.
The insights gained will guide us in developing strategies to enhance model perfor-
mance in the future should we revisit this project. In an effort to make things more
readable, we condensed the confusion matrices to display the total classifications
and misclassifications of the parent entities rather than the sub-entities. Table 5.6
below outlines the parent entities corresponding to each class number used in the
confusion matrices.

Class 0 1 2 3 4 5 6 7 8 9 10
Definition | Ar

-+

Building | Date | Event | Location | Nationality | OUTSIDE | Organization | Other | Person | Product

Table 5.6: Class Definitions
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5.3.1 Bi-LSTM

Below is the confusion matrix for our initial Bi-LSTM model. We can observe the
diagonal, with class 6 representing the 0 tag or OUTSIDE class, which unsurprisingly
has the highest number of occurrences. This is consistent with the typical distri-
bution in NER, where non-entity tokens are far more frequent. Our LSTM-based
model maintains a reasonable performance along the diagonal but struggles with
the last four classes (7, 8, 9, 10), which correspond to the Organization, Other,
Person, and Product categories, respectively. This is not surprising, as the Other
parent entity contains a large number of sub-entities. Additionally, classes like
Person are particularly challenging since the model must not only detect a per-
son’s name but also determine whether the individual is an actor, architect, artist,
ete.

Confusion Matrix
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“- 0 21 0 0 0 1 47 0 1 0 0
~- 0 0 402 0 0 0 70 0 1 0 0
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Figure 5.1: Bi-LSTM

5.3.2 AraBERT

Our supervised AraBERT-based model demonstrates significantly improved classi-
fication along the diagonal, with fewer misclassifications compared to our previous
supervised implementation. This improvement highlights AraBERT’s ability to
better capture the contextual nuances of Arabic text, especially in distinguishing
between closely related entity types. The self-attention mechanism in AraBERT
helps to identify long-range dependencies within the text, contributing to more
accurate predictions. It is also worth noting that this model shows significant im-
provements in the classification of class 8, which corresponds to the Person entity,
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compared with our previous model.

Confusion Matrix
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Predicted Labels

Figure 5.2: AraBERT

5.3.3 Teacher Student

In our first semi-supervised model, we observe a similar trend of performance
improvements, with a more robust diagonal of classifications and fewer misclassi-
fications overall. This enhancement is achieved by first training a teacher model
on 300 of the highest-quality training articles. The teacher model then generates
predictions for the remaining, lower-quality training articles, assigning labels only
when a confidence threshold is met. By leveraging the teacher model to refine the
labeling process for the rest of the training data, the subsequent student model is
trained on a more reliable dataset, leading to improved overall performance.
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5.3.4 FSL - MNN

Our first FSL model, which utilizes a multi-neural network-based feature extrac-
tion, exhibits the highest number of misclassifications overall. As we noted earlier,
simpler neural network models, such as LSTMs, tend to under-perform compared
to transformer-based models, often by a significant margin. This model, which
relies on three basic neural network architectures for feature extraction, is further
hindered by the fact that it is trained on a support set containing only 20 exam-
ples per class which is far fewer than the full dataset used in our initial supervised
LSTM model. As a result, it is not surprising that our FSL multi-neural network
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model struggles to achieve competitive performance.
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Below is the confusion matrix for the supervised ANN model, which was trained
on the exact same feature vectors as the FSL-MNN model above.
observe, the ANN exhibits more misclassifications which clearly indicates that,
despite its limitations, the FSL implementation still outperforms a traditional
supervised ANN. The FSL model’s ability to leverage both labeled and unlabeled
data provides it with a distinct advantage, resulting in better overall classification

accuracy.
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Figure 5.5: ANN - Multi Neural Network

5.3.5 FSL - TFR

The next model builds upon the FSL-Multi Neural Network architecture by im-
proving the feature extraction process. Since we have observed that transformer-
based models consistently outperform classical neural networks, I replaced the
multiple neural network models with AraBERT for feature extraction. This ad-
justment significantly enhanced the model’s ability to make correct classifications,
as reflected in the confusion matrix, where we observe better overall performance
and one of the highest numbers of correct classifications yet. The superior to-
kenization and contextual awareness of AraBERT give this model a clear edge,
enabling it to outperform the previous FSL implementation.
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Figure 5.6: FSL - Transformer Based

When we train a supervised ANN on the same feature vectors extracted by
AraBERT, as used in the FSL-transformer-based model, we observe notable im-
provements compared to the previous ANN model. Although the training process
for the ANN remains unchanged, the introduction of AraBERT’s tokenization and
feature extraction leads to a significant boost in classification accuracy. This is
reflected in the confusion matrix, where the ANN shows fewer misclassifications
and better overall performance than before. However, despite these improvements,
it is clear that the FSL-transformer-based model still maintains a higher number
of correct classifications and fewer misclassifications, further proving that the FSL

approach continues to outperform its supervised counterpart.
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Figure 5.7: ANN - Transformer Based

5.4 Best Models

After carefully studying our scores and confusion matrices, it is evident that our
semi-supervised methods, specifically the Teacher-Student and transformer-based
FSL prototypical network models, are the top performers. The Teacher-Student
model shows higher F1 scores, while the FSL prototypical network excels in ac-
curacy. Notably, the Teacher-Student model was trained on the entire dataset,
whereas the FSL prototypical network was trained on a support set with only 20
examples per label. Despite this limitation, the FSL model achieved performance
comparable to the Teacher-Student model, suggesting that with a larger support
set, the FSL model could potentially achieve even higher scores. Therefore, for our
current dataset, the Teacher-Student model appears to be the better fit. However,
with an expanded dataset that allows for a larger support set, the transformer-
based FSL prototypical network model would likely observe greater improvements
compared to the Teacher-Student model.
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CHAPTER 6

CONCLUSION AND FUTURE WORK

This chapter presents a comprehensive reflection on the key findings of our re-
search, drawing final conclusions on the models’ performance and their implica-
tions. Additionally, it outlines potential directions for future work, offering in-
sights into how further refinements and advancements could enhance the current
approaches and drive continued progress in the field.

6.1 Conclusion

In this research, we developed a new, truly fine-grained Arabic dataset that encom-
passes a broad and diverse set of entities. By experimenting with both supervised
and semi-supervised approaches, we have demonstrated the strengths and limi-
tations of each. Our results highlight that while supervised models perform well
with abundant labeled data, semi-supervised approaches excel when data is lim-
ited. The semi-supervised methods showcased a clear advantage by leveraging
unlabeled data to enhance overall performance. This demonstrates the poten-
tial of semi-supervised learning as a powerful strategy for handling scarce labeled
datasets, which is especially important in the context of fine-grained Arabic NER.

6.2 Future Work

Our current work lays a solid foundation for further exploration and experimen-
tation in the future. Several exciting directions are worth exploring to further
enhance the outcomes of our research. First, expanding the dataset with addi-
tional annotators would significantly increase its size, leading to better training
performance. More diverse annotations would allow the models to capture a wider
range of entity variations and nuances, ultimately improving classification accu-
racy. Ideally, we would hire a few expert annotators to review and expand the
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dataset which can substantially improve the performance of all our models and
notably allow us to create larger supports sets for our FSL models. Addition-
ally, multi-lingual models represent a promising avenue. Training models on large
corpora across multiple languages could help develop a more robust system, as
exposure to diverse linguistic patterns might contribute to improved performance
in Arabic NER, especially when handling entities common across different lan-
guages. Moreover, a deeper investigation into LLMs for Arabic NER is essential.
With LLMs’ ability to capture long-range dependencies and context, they could
revolutionize how we approach fine-grained NER in Arabic, hence with the current
advancements in the field of LLMs, exploring their full potential in this area is a
crucial next step.

Lastly, as we have observed how different models perform with varying success,
I propose a new nested approach for classification. For this approach we first train
a parent model to classify the broader parent entities, such as Person, Location,
Organization, etc. This would reduce the number of classes to just 10, making the
classification process significantly more manageable. Following this, specialized
child models would be built to predict the fine-grained sub-entities within each
parent category as shown in 6.1. For instance, a dedicated child model could
excel at predicting the sub-entities of the Person category, while another child
model could focus on the sub-entities of the Location category. By creating
specialized models for each parent entity, we can substantially narrow down the
number of classes each model handles, thereby simplifying the prediction process
and improving overall scores.

Train on Parent
Entitles

Fine Tune
Indiviual Models

Person Organization
Location Product

Art Event Parent Model Children Models

Classify Parent Classify Children
Entities Entities

Figure 6.1: Nested Classification

Building Other

Nationality PE
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APPENDIX A

PSEUDO-CODE

Prototypical Network

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:

Select top 181 labels:
for each label in the dataset do
Ensure each label has at least 25 occurrences in the dataset.
end for
Create support and query sets:
for each sentence in the dataset do
for each label in the sentence do
if label is in top 181 labels then
Randomly decide whether to add the sentence to the support set or
query set.
Ensure that:
if support set has fewer than 20 instances for the label then
Add sentence to support set.
else if query set has fewer than 5 instances for the label then
Add sentence to query set.
end if
end if
end for
end for
Perform word embeddings:
Use pretrained AraVec model to embed words in both support and query sets.
Perform feature extraction using three different neural networks:
Bi-LSTM:
Pad sentences to ensure uniform length.
Pass sentences through a Bi-LSTM layer.
Apply self-attention to the output.
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26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:

39:
40:
41:
42:
43:
44:
45:

46:
47:
48:
49:

50:
o1:
52:
53:
54:

Store the sentence features from Bi-LSTM.
Bi-GRU:
Pad sentences to ensure uniform length.
Pass sentences through a Bidirectional GRU layer.
Apply self-attention to the output.
Store the sentence features from Bi-GRU.
Bi-RNN:
Pad sentences to ensure uniform length.
Pass sentences through a Bidirectional Simple RNN layer.
Apply self-attention to the output.
Store the sentence features from Bi-RNN.
Concatenate the features extracted from all three models:
Concatenate features from Bi-LSTM, Bi-GRU, and Bi-RNN along the feature
dimension.
Resulting feature vector F = [F1, F2, F3], where:
F1 = features from Bi-LSTM,
F2 = features from Bi-GRU,
F3 = features from Bi-RNN.
Prototype generation using support set:
for each class in the support set do
Compute the mean vector (prototype) of all instances belonging to that
class.
end for
Classification of query set using cosine similarity:
for each example in the query set do
Calculate cosine similarity between the example’s feature vector and each
class prototype.
Assign the label of the most similar prototype to the example.
end for
Output:
Prototypical network for classification is complete.
Evaluate the performance of the network on the query set.
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