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Abstract—In this paper we propose a framework for providing anonymity to communicating cars in VANETs. The anonymity is

accomplished based on a system of pseudonym generation, distribution, and replenishing. The road side units (RSUs) play a key role

in the framework by receiving the originally generated pseudonyms from the trusted authority, and then distributing pseudonym sets to

cars while shuffling the sets amongst themselves to maximize anonymity. The pseudonym distribution process among the RSUs and to

the vehicles is highly adaptive to accommodate the needs of the vehicles. We develop a distributed optimization algorithm for the

shuffling process and a novel mechanism for cars to change their pseudonyms. Experimental evaluations based on ns3 simulations

demonstrate the effectiveness of the framework through showing relatively high values of the used metric, namely the anonymity set.

Index Terms—Mobile computing, vehicular networks, privacy, anonymity, VANET, DSRC, WAVE
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1 INTRODUCTION

VEHICULAR networks have been given considerable
attention for the past decade and several standards

have been developed to render such networks more orga-
nized and realizable. The primary goal of vehicular net-
works was to increase safety and transportation efficiency
in applications that include emergency-response operations,
adaptive cruise control, lane keeping, and assisted braking.
One of the first steps was the adoption of the IEEE 802.11
technologies and modifying them to develop a suitable ver-
sion for vehicular environments, namely 802.11p that pro-
vided lower MAC and PHY layer specifications for granting
vehicles wireless access [1]. Moreover, the IEEE 1609 family
of standards, known as the Wireless Access for Vehicular
Networks (WAVE) protocol, were developed to provide
specifications for the higher layers for offering vehicles
multi-channel capabilities to enable them to access infotain-
ment services in addition to the safety ones. More specifi-
cally, vehicles are able to access six service channels (SCH)
in addition to the control channel (CCH). Besides the safety-
related messages (e.g., BSM in the US and CAM/DENM in
Europe) broadcasted on the CCH, vehicles can send non-
safety-related message on an SCH (e.g., POI and traffic jam
notifications). Vehicles synchronously tune to the CCH for
50 ms to receive all periodic and event-driven messages,
and then switch to any SCH of their choice for another
50 ms.

For now, the only cars with vehicle- to-vehicle (V2V) and
vehicle-to-infrastructure (V2I) communication capability are
in test fleets. However, the Department of Transportation’s
(DOT) National Highway Traffic Safety Administration
(NHTSA) in the U.S. announced in February of 2014 that it

will begin taking steps to enable V2V communication tech-
nology for light vehicles [30], [32]. Even though cars might
start having such technology in 2017, it would take another
10 years before most of the on-road fleet have it [31]. On the
other hand, it is also anticipated that vehicles which do not
come with the technology, could get aftermarket devices
with much of the capability, such as those being tested in the
UMTRI project that is led by the University of Michigan, and
includes a consortium of car makers: General Motors, Ford
Motor, Toyota, Hyundai/Kia, Honda, Volkswagen, Mer-
cedes-Benz, andNissan [31].

Despite the promises of vehicular communication, it is
agreed that vehicular networks are subject to many pri-
vacy and security challenges which, if not addressed, will
hinder the development and acceptance of services by
users [2], [3], [33]. A major premise of vehicular safety
applications is the need for vehicles to broadcast messages
about their current location, speed and direction. Even
though the latter provides great benefits to the safety
applications, it raises great privacy concerns. Malicious
possession of this information might allow malicious enti-
ties to track individuals easily and possibly blackmail
them. Such lack of privacy might deter drivers from partic-
ipating in VANETs, which would greatly hinder the poten-
tials of improving traffic safety. Therefore, there is a great
necessity for hiding vehicles’ identities to make tracking
them a non-simple task.

One of the most popular solutions for privacy is the use
of pseudonyms, which are fake identifiers used by vehicles
instead of fixed original identities. Cars use these pseudo-
nyms as a source address for their beacons and their com-
munications with other cars. Hence, information inside
messages, whether location, speed, or direction will not be
linked to a physical car, and the privacy of users will be
kept safe. The solution of pseudonyms is not that direct
though and simple, as it faces several challenges to be an
effective scheme.

Theoretically, if well implemented, the use of pseudo-
nyms has twomain ultimate aims. The first being anonymity,
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where a sent packet cannot be linked to a physical vehicle as
its sender. The second goal is unlinkability [6], where a new
pseudonym cannot be directly linked to a previously used
one of the same car. However, achieving anonymity and
unlikability is subject to several challenges [36]. To begin
with, there is a trade-off between privacy and the cost of
applying pseudonyms to achieve it. In other words, a system
achieves more privacy if pseudonyms have a shorter life-
time, but a frequent changing of pseudonyms can be costly
[15]. This is a result of getting the pseudonym from an exter-
nal authority, in addition to the packet loss that could occur
after the node changes its pseudonym and then receives a
packet on its old pseudonym. Second comes the issue of
addressing, where the use of a pseudonym in one layer
allows the attacker to link fixed addresses of other layers [3],
and therefore, identify physical vehicles as the senders of
particular messages, and subsequently expose all the infor-
mation in themessages.

Another challenge is the negative correlation between
privacy and security [3]. The more privacy achieved, the
harder it is to provide services such as non-repudiation and
accountability [4]. Non-repudiation is preventing a node from
denying an action it performed or a message it sent, while
accountability is the ability of tracking back a malicious
behavior and knowingwhowas behind it. Anonymity, on the
other hand, ensures that a vehicle is not identifiable. Thus, it
seems to contradict with non-repudiation and accountability.
An anonymity providing architecture designed for vehicular
networks should then provide mechanisms in which nodes
can be tracked and held accountable formalicious behavior.

Last but not least are the complications pseudonyms cre-
ate on geographic routing, which relies on fixed identifiers of
neighboring nodes. Frequent pseudonym changes disturb
proper routing functionality, decreases routing efficiency,
and increases packet loss, as analyzed and described in [5].

Most existing works on pseudonyms investigate the fre-
quency of pseudonym change that is most effective, or the
best situation for that change, as will be detailed in the next
section. However, they either neglect the above challenges
that face the implementation of pseudonymity or they do
not address them completely. In contrast, this paper pro-
vides a complete solution to achieving pseudonymity, tak-
ing into account the above challenges. In this work, we
present the design of a pseudonym-supporting framework
that considers the above issues, and provides the following
contributions:

� Multi-layer pseudonym addressing.
� A hierarchical system for distributing psudonyms to

cars, by making use of the vehicular network.
� A novel mechanism for reusing psudonyms without

creating addressing conflicts or jeopardizing privacy.
� Adapting routing to work with changing pseudo-

nyms to avoid packet loss when forwarding packets.
� A beaconong mechanism that allows cars to identify

each other for unicast communication.
� Uninterrupted communication sessions even in the

face of frequent pseudonym changing.
� Non-repudiation and accountability, plus protec-

tion against collusion attacks involving RSUs and
vehicles.

2 RELATED WORK

Pseudonyms have been suggested as early as 1981 by
chaum as digital pseudonyms where a public key is used
to verify the signature of an anonymous sender who has
signed the message with his private key [7]. The idea of
using one longterm pseudonym was criticized as it does
not hinder an attacker from following a vehicle to eaves-
drop and link messages sent with the same pseudonym
[15]. Several techniques have been proposed afterwards to
mask the pseudonym change and minimize an attacker’s
ability to track vehicles and link their pseudonyms [8], [9],
[10], [11], [12], [13], [19] and [20]. Other works have been
done to analytically evaluate the effectiveness of the sug-
gested schemes [14], [15], [16], [21]. All this previous work
was motivated by the fact that it is challenging to supply
vehicles with a huge number of pseudonyms, and hence it
is necessary to optimize the frequency of changing them.

In order to achieve unlinkability between two beacons, a
vehicle updates its pseudonym regularly. However, accord-
ing to [8], despite the pseudonym update, a mobile node
can still be tracked. The temporal and spatial relation
between the new and old locations of the mobile node main-
tains the linkability between the new and old pseudonyms.
As a solution to this problem, the authors in [8] propose the
use of a silent period where a car is enforced to remain silent
for a randomly chosen period. During this period, the vehi-
cle is not allowed to disclose neither its old pseudonym nor
its new one, which introduces ambiguity and masks the
temporal and spatial correlations. The authors do not
address the issue of the number of pseudonyms available
and any management mechanism for their renewal. Fur-
thermore, they change pseudonyms at the MAC layer (i.e.,
MAC addresses), and do not perceive the need to change
addresses on all layers. But, if the MAC address is changed
and the IP address is the same in packets, nodes can then be
tracked by their IP addresses.

The authors in [9] state that even when changing pseu-
donyms at random intervals, the attacker could still iden-
tify nodes using several approaches that could depend on
the direction of mobile nodes, their density, or beacon fre-
quency. They propose the use of context information such
as the number of neighbors, their directions, and speed
for initiating a pseudonym change rather than changing
them haphazardly. In this approach, nodes change their
pseudonyms when they are surrounded by nodes that
provide a good camouflage for changing. Basically, a
node waits for the pseudonym it holds to expire, and
until its “context” is suitable for changing it. To assess
how suitable the mix context is, the nodes should monitor
the surroundings to find a point where the entropy after
the change will be sufficiently high. At such a point the
node finds several other nearby nodes with similar status,
and changes its pseudonym. That work however only
focuses on the effectiveness of changing pseudonyms,
and does not provide mechanisms for the management of
pseudonym generation and refilling.

The authors in [10] also state that status information
(position, speed and direction) found in the beacons sent by
vehicles facilitate attacks on vehicles. They propose a pseu-
donym change algorithm to provide a high probability for
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two vehicles of same status to change their pseudonyms
simultaneously. The vehicle adds a change flag to its bea-
con, and sets it to 1 when the time of its current pseudonym
expires. When a node receives beacons from k vehicles with
similar status and change flags equal to 1, it changes its
pseudonym. In that work, the authors however assume that
the pseudonyms are installed in advance and do not men-
tion how the vehicles are supplied with them and what
number of pseudonyms is sufficient. They also fail to men-
tion any mechanism that supplies the vehicle with new
pseudonyms after their depletion, and hence they presum-
ably assume the reuse of the pseudonyms by the same
vehicle.

Similarly, the authors in [11] propose a synchronized
pseudonym changing protocol, which aims to increase the
number of closeby vehicles that change their pseudonyms
simultaneously. In this protocol, vehicles form groups,
where each group has a leader that is given by the TA a
group secret key, a public key certificate, and a group iden-
tifier. Each member in the group also has a secret key
known by the group leader. For pseudonym changing, the
leader randomly chooses a time to change the pseudonyms
and informs all members, prompting them and itself to
change pseudonyms simultaneously. The authors then pro-
pose an analytical model to evaluate their protocol and com-
pare it to other suggested protocols. However, and similar
to other works, they do not provide a mechanism to update
the pseudonyms given to vehicles to avoid their depletion
or reuse.

In [12] and [13], the authors propose a mix zone model
inspired by the chaum mix networks. It builds on a trusted
middleware, whereby applications register interests in a
geographic space with the middleware, known as an appli-
cation zone, such as a a coffee shop or a bank. As users reg-
ister interests in applications, the middleware limits the
location information received by applications to location
sightings of users located inside the application zone. Given
that each user has unregistered regions (i.e., where no appli-
cation can trace his movement), once he enters such a
region, his identity is mixed with those of other users in the
region. Applications then get a pseudonym with which the
user communicates through an intermediary to prevent
linking the pseudonym with his identity. An algorithm for
determining the optimal placement of mix zones in order to
maximize privacy is proposed in [14], while in [15] the
authors provide a framework for evaluating the privacy
obtained with mix zones. The framework captures the
mobility of the nodes and the evolution of their privacy
level over time to characterize the lifetime of pseudonyms.

Similar to the concept of mix zone, the work in [19] pro-
poses to change pseudonyms at social spots, which are usu-
ally crowded with cars. They state that when cars change
their pseudonyms at those points, their next beacons will be
indistinguishable as they will include the same information,
i.e., same location and a zero velocity. Unlike the previously
discussed approaches, the authors propose a method to pro-
vide cars with pseudonyms, suggesting for the TA to pro-
vide users rather than cars with anonymous keys to be
saved by them, but not in their vehicles. When on the move,
the user self-generates the pseudonyms from the key
for use with upcoming messages. The authors use the

anonymity set (AS) metric to evaluate their scheme in large
and small social spots, but assume the continuous availabil-
ity of social spots, which is not always the case, like on long
highways with a low density of cars.

In [20] the concept of silent periods and synchronized
pseudonym changing were combined with a basic idea that
vehicles do not transmit beacons when their speed is less
than some threshold, but they change pseudonyms during
such periods. This, reportedly ensures that vehicles stop-
ping at traffic lights or moving slowly in a traffic jam will
refrain from transmitting heartbeats, and will change their
pseudonyms nearly at the same time and location. Interest-
ingly, the authors criticize their own approach by stating
that refraining from sending beacons is in contradiction
with safety, which is the initial and main objective of vehic-
ular communication.

From an analytical perspective as well, the work in [16]
proposes a model to quantify the effectiveness of changing
pseudonyms as a function of minimum use time, maximum
use time, and number of broadcasts in those time intervals.
The model is however limited to two distributions that are
seldom used for pseudonym changing. In [21], Butyan et al.
define a model to study the effectiveness of changing pseu-
donyms, where they define the tracking strategy of the
adversary and introduce a metric for quantifying the level
of location privacy enjoyed by the vehicles. In addition,
they use extensive simulations to study the relationship
between the strength of the adversary model and the level
of the privacy that is achieved by changing pseudonyms.

While the aforementioned works focus on the impor-
tance of determining the optimal approach in utilizing
pseudonyms, they do not do a good job in addressing other
essential factors, such as the origin of these pseudonyms,
their generation, and the layer they are used at. These key
notions are, however, touched upon by other researchers,
namely the authors of [17] who propose the frequent chang-
ing of MAC addresses, which are disposable addresses cre-
ated based on a forward chain of MD5 hashes started with
an unpredictable random seed. They do not however specify
details about the frequency of changing pseudonyms and
how the change occurs. The authors in [18] also worked to
achieve privacy at the link layer. Every time a node needs to
send a packet, it encrypts its MAC address with the session
key. The access point, having all the keys, will try all of them
to find out which one decrypts the MAC address. Since the
encryption of the same plaintext with the same key will
result in the same ciphertext, the authors suggest padding
the MAC address with a sequence number that is changed
every time. Due to the nature of wireless networks, nodes in
proximity of the sending node can receive these encrypted
packets, but without the corresponding session key, thus
preventing them from being able to recover the packet. Nev-
ertheless, this approach is gullible as it does not consider the
consequences of compromising the session key which will
result in the disclosure of all previously sent packets.

As can be deduced, previous works on pseudonyms
investigated pseudonyms from the perspective of how often
they should be changed to achieve the highest level of pri-
vacy, and have been oblivious to many of the challenges we
mentioned earlier. To the best of our knowledge, this paper
is the first to present a complete pseudonym framework
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that proposes solutions to the above challenges, as evi-
denced by the contributions we listed at the end of Section 1.

3 PROPOSED FRAMEWORK

3.1 System Model

In our model we consider a system of vehicles each having
an onboard unit (OBU) equipped with wireless technology
based on the IEEE 802.11p/WAVE standard, allowing them
to communicate with each other and with road-side units
(RSUs). The RSUs are equipped with the same technology
and are fixed infrastructure connected to each other and to
the backbone network through wired connections.

OBUs communicate with each other directly, if within
transmission range, or use multi-hop communication,
where nodes collaborate to forward packets from source to
destination. Due to high mobility and frequent disconnec-
tions that occur in VANETs, we assume the existence of a
routing protocol that enables nodes to build optimal paths
between source and destination nodes. We also assume the
existence of a trusted authority (TA) that registers OBUs
and RSUs by providing them with public and private keys.

Our model assumes that the TA can be used for the pseu-
donym management of the system as well. We suppose the
TA is aware of the existence of all RSUs and has a communi-
cation link with them. Hence, it is responsible for the gener-
ation of the pool of pseudonyms to be used by all vehicles
and for the management of their distribution across the
RSUs, which in turn manage the allocation of the pseudo-
nyms to the vehicles. It goes without saying that the distri-
bution of the pseudonyms should not be haphazard, as it is
mandatory that no duplication, no session disconnections,
and minimal message linkability occur. Moreover, frequent
pseudonym changing on one protocol layer is not sufficient,
since it does not prevent the attacker from linking messages
to a sender by making use of the fixed addresses on another
layer. Hence, it is required that the pseudonym framework
supports pseudonymity on several protocol layers.

In our system, OBUs use IPv6 data services to communi-
cate with the TA, and so an issue is the compatibility with
WAVE. Although the WAVE standard supports IPv6 data
services, the recommendations for the operation of IPv6 over
WAVE in the standard are rather minimal [37]. There are
operational issues for providing access to infrastructure-to-
vehicle (I2V) IP-based applications in 802.11p/WAVE net-
works, like the fact that IPv6 works under certain assump-
tions for the link model which do not necessarily hold in
WAVE. For instance, IPv6 assumes symmetry in the connec-
tivity among neighboring interfaces, but interference and
different levels of transmission power may cause unidirec-
tional links to appear in WAVE. On the other hand, there are
solutions that have appeared in the literature for providing
I2V/V2I IP-based communications in 802.11p/WAVE net-
works, like the VIP-WAVE framework in [38]. We assume
the existence of such a solution that enables IP-based com-
munications between the TA and the OBUs, or alternatively,
the OBUsmay use the cellular network to connect to the TA.

3.2 Threat Model

We consider the vehicles that are part of the system to be the
main threat of concern because they will be receiving

information about their neighbors, and if compromised,
they might share it with an attacker interested in tracking a
particular vehicle. We now provide an example that shows
how vehicles may learn about their neighbors’ interests.
Several studies have concluded that the CCH cannot pro-
vide performance guarantees needed for safety applications
under congested road conditions [26], [27]. A proposed
solution for mitigating this issue is the scheme described in
[25] and [29]. It works to expedite the delivery of safety mes-
sages to the vehicles by also employing the SCH, instead of
waiting to deliver them only in the CCH. To achieve this, a
car needs to announce the upcoming SCH that it is going to
switch to. This opens the door for privacy violations, as it
would allow an eavesdropping attacker to link conversing
cars together, and also learn about their interests, given that
a car’s next service channel is a clear indicator of its inter-
ests. This issue is worsened by the fact that such information
is transmitted as routine “HELLO” messages periodically
during the CCH.

Additionally, due to the wireless nature of VANETs, all
messages sent by a car are heard by other nodes that are
within its transmission range. This introduces another pas-
sive adversary composed of eavesdroppers that can monitor
the communications of cars and might be interested in track-
ing a car’s service channels. A passive attacker does not inter-
fere in the system’s operation and does not intercept,modify,
or inject packets, and hence it is hardest to detect.

The RSUs are also part of our threat model, as they can be
compromised to collaborate with an attacker or amongst
each other to provide information about a certain vehicle. A
compromised RSU can disclose to an attacker the sets of
pseudonyms it sends the passing vehicles and hence
enhance his capability in tracking one or more of those
vehicles. On the other hand, if an attacker is able to compro-
mise two RSUs, it may be able to learn about the movement
of vehicles between them.

3.3 General Architecture

In our framework, we propose giving the RSUs an addi-
tional role in the proposed privacy framework, where they
will work together and with the TA to distribute pseudo-
nyms to passing vehicles. We are not the first to propose the
use of RSUs to assist in privacy preservation in VANETs, as
several frameworks have exploited this aspect to use them
for distribution of pseudonyms, keys, and tokens [42], [43].
The number of pseudonyms available for use is directly
related to the privacy achieved since a larger number allows
for a higher frequency of pseudonym changing and hence
more privacy. Most existing approaches assume that
vehicles are preloaded with a pool of pseudonyms from
which they choose a random one for a period of time. Since
the size of the pool is limited to the memory capacity of the
vehicle, the pool of pseudonyms will be consumed and the
vehicle will have to use one that it already used, resulting in
the linkability of messages with different pseudonyms to
the same vehicle. The RSUs, on the other hand, have a larger
amount of resources, specifically storage capacity, and can
hold a huge number of pseudonyms as compared to OBUs.

In our system, the TA generates all pseudonyms offline
and distributes them to the RSUs, which receive pools of
pseudonyms whose sizes are consistent with the level of
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their demands. Each RSU takes the responsibility of deliver-
ing pseudonyms to cars that enter its transmission range.
Furthermore, the RSUs undergo a shuffling process periodi-
cally by exchanging sets of pseudonyms with each other,
hence allowing for the reuse of pseudonyms but not by the
same car. Our scheme ensures not to contradict the basic con-
cept of a pseudonym being an identifier that should remain
unique throughmechanisms that will be detailed in later sec-
tions. Furthermore, we propose a lock/notify mechanism to
avoid any simultaneous use of a pseudonym by different
vehicles, thus ensuring pseudonymuse uniqueness.

In summary, we propose a framework with a large num-
ber of pseudonyms available for vehicles, along with a
pseudonym changing mechanism where vehicles use differ-
ent pseudonyms for different sessions, resulting in a pri-
vacy preserving system where communication is kept
anonymous.

3.4 Addressing

Similar to other networked hosts, a vehicle uses two
addresses: the MAC address, which is a 48-bit address that
uniquely identifies a node at the link layer, and the 128-bit
IPv6 address that is used for communications within the
network. Hence, using one fake address on one layer of the
protocol stack is not sufficient as messages with the same
address at the other layers can be linked to the same vehicle.

Cryptographically generated addresses (CGAs) are IPv6
addresses generated by computing a hash function using a
public key and additional parameters [23]. Because CGAs
are self-generated and need no security infrastructure, they
were proposed as fake addresses that nodes generate and
use. Normally, in a CGA-based architecture [3], the TA
issues a master key pair and master certificate to a car’s
OBU. The OBU then generates a set of pseudonyms together
with appropriate certificates. In our framework though, we
exploit the address generation characteristic of CGAs and
delegate the generation to the TA, which produces a large
number of certificates and addresses offline from the initial
master public key values given to the cars, as described in
[9] and [10]. Those addresses are then distributed to the
vehicles through the RSUs. The CGA algorithm, as
described in [24], uses a 128-bit random number and a pub-
lic key to generate the interface identifier which is then
concatenated with a subnet prefix to form the IPv6 address.
Similarly, this concept is adapted to other protocol layers
where a similar hash value is used to generate the MAC
address [3]. Given this property, when a vehicle receives an
IPv6 pseudonym, it can generate the MAC address using a
hash value that is the outcome of SHA-1 (Modifier k Subnet
Prefix k Collision Count k Public Key k Extension Fields).
The modifier is the 128-bit random number, the subnet pre-
fix is the 64-bit IPv6 prefix, while the other parameters are
described in [23].

As we describe in the section on pseudonym shuffling
below, a given IPV6 address (pseudonym) may be owned
and used during its lifetime by several cars, but not by more
than one car simultaneously. This is enabled by the fact that
even though a given pseudonym is generated from a given
car’s public key, the subsequent utilization of the pseudo-
nym does not require an association with that car’s public
key. That is, a psudonym can be used as a fake address by a

car even though it was generated with the public key of
another one. Moreover, and considering the composition of
the hash value above, the Public Key used by the vehicle’s
OBU in generating the MAC address may be different from
the one used by the TA in creating the IPv6 address. In
summary:

- the IPV6 address is generated by the TA using a
given public key, and is sent to a car via the system
of RSUs.

- The MAC address is generated by the vehicle for
each IPV6 address it receives from an RSU, using its
key.

Given the lack of association between the IPv6 psudo-
nyms used by a car and its public key, we will introduce
separate mechanisms for accountability and malicious
behavior tracking, and so, we do not need the link that CGA
provides between a public key and the addresses it gener-
ates. Hence, in a network of V vehicles, each vehicle can
take one of V�2128 different pseudonyms instead of just
2128. Since V�2128 is very large, the TA will generateN pseu-
donyms, where N is determined based on the need of the
cars in the network. Since N will definitely be smaller than
V�2128, a huge number of pseudonyms will remain avail-
able at the TA. Therefore, we suggest that this whole pro-
cess be repeated at large periods. That is, after a number of
shuffling periods (described later), the TA will generate a
new number N of pseudonyms and distribute them to the
RSUs, which upon the reception of the pseudonyms, they
delete the old sets they have. The period of the whole pro-
cess repetition Trp is determined by the parameters of the
shuffling algorithm.

3.5 Pseudonym Management

In this section we describe the distribution process of pseu-
donyms by both the TA and the RSUs, and then explain
the shuffling of pseudonyms among the RSUs, before
discussing the handling of the periodic beacons and the
unlinkabality property. An overview of the pseudonym dis-
tribution and shuffling process is illustrated in Fig. 1.

Fig. 1. System overview.

110 IEEE TRANSACTIONS ON DEPENDABLE AND SECURE COMPUTING, VOL. 13, NO. 1, JANUARY/FEBRUARY 2016

Authorized licensed use limited to: American University of Beirut. Downloaded on July 25,2024 at 08:11:55 UTC from IEEE Xplore.  Restrictions apply. 



3.5.1 Distribution to the RSUs

Initially, each car registers its GID with the TA and gets its
public key, private key, certificate, and initial pseudonym.
This pseudonym will be used by the car to communicate
with the first RSU and request a set of pseudonyms. The TA
then sends the public keys of all registered cars to all the
RSUs to be used for authenticating the cars, as we describe
later.

After generating N pseudonyms, the TA distributes the
pseudonym sets to the RSUs, where the number of sets
given to an RSU is determined based on the density of traf-
fic surrounding it. Hence, during registration, the RSU
informs the TA of the average flow rate � of cars in its loca-
tions which is assumed to be known and determined by
traffic engineers. Obviously, an RSU with a higher average
traffic flow rate is given a larger pool of pseudonyms than
RSUs with lower �. When the RSU receives the pool, it
updates its POOLSIZE value which indicates its needs at
the moment. However, this value might not be reflective
of the number of cars the RSU is servicing at all times. For
this, the RSU monitors � by counting the number of pseudo-
nym requests it is receiving per hour. If there is a drastic
increase or decrease, it updates its POOLSIZE and sends an
update message to inform all RSUs of its new demand.
Now that all RSUs know about the updated POOLSIZE
value, the RSU will receive its demand in the next shuffling
procedure that occurs (described later).

3.5.2 Distribution to Vehicles

To describe this process, we define the following RSUs: the
previous RSU that car c was in range with is RSUi�1, the
RSU that c is currently in range with is RSUi, and the next
RSU that cwill connect to is RSUiþ1. Moreover, we designate
by RSUr an RSU that is randomly chosen by the car when
needed, and by Si the ID of a pseudonym set (SID) received
from RSUi. After a car c leaves RSUi’s range and enters
RSUiþ1’s transmission range, it formulates a pseudonym
request, and includes in it a digest of its GID by encrypting it
with its private key and then by the TA’s public key. The sig-
nature prevents malicious nodes from impersonating any
other node, while the second encryption is to hide the infor-
mation from the RSU which is part of our threat model. We
will explain the purpose of this digest shortly, but continu-
ing with the process, the car next signs the request with its
private key and then encrypts it with the public key of
RSUiþ1. After receiving the request, RSUiþ1 sends c a new set
of pseudonyms Siþ1 in an encrypted reply message.

Car c then checks to see if any pseudonyms (PNs) in the
set it is currently using, i.e., Si�1, are in use. If at least one is
being used (other than the one used to communicate with
the RSU), it does not send Si�1. Instead, later when it is done
using the PNs completely, it relinquishes Si�1 to the RSU
that it happens to be connected to at that time. On the other
hand, if no PNs in Si�1 are in use, c encrypts Si�1 with the
public key of RSUi�1 and then with that of RSUr (should be
different than RSUiþ1 and RSUi�1). It then transmits the
encrypted Si�1 to RSUiþ1, which broadcasts the encrypted
Si�1 to all RSUs, thus enabling RSUr to decrypt the first layer
and rebroadcast it, but after a randomly set dwell timer.
Now, only RSUi�1 is able to decrypt Si�1 and use it when

needed, without being able to discern its true source. If
RSUi�1 had sent Si�1 to some RSUm as part of the suffling
process, it informs RSUm so it can unlock it. We note that
while c is in the range of RSUi, it uses the pseudonyms of
the set Si�1, and when in RSUiþ1’s range, it uses Si, and so
on.

The above procedure mitigates two types of attacks: 1)
collusion attacks involving two or more compromised RSUs
that might collaborate to learn the routes of vehicles that
pass by them, and 2) collusion attacks engaging an RSU and
a car’s OBU for the purpose of hiding a car’s misbehavior
(discussed next). For both attack types, the above mecha-
nism hinders the RSUs’ ability of keeping track of cars and
of the source of returned PNs. Basically, since the RSU
replies with a set of PNs with the destination address set to
an old PN of c, it will not be able to link a GID to a set of
pseudonyms.

Coming to the subject of the GID digest mentioned ear-
lier, it was included with the request for the purpose of
non-repudiation and accountability. The RSU keeps a log of
the pseudonym delivery to the vehicle that includes the SID
of the new set of pseudonyms that was sent to the vehicle
along with the digest of the GID, in addition to a timestamp
of when the pseudonym delivery occurred. In case of a mis-
behavior or dispute, the TA will consult the RSUs asking for
the log of pseudonym deliveries that occurred in a given
interval of time. The TA will decrypt and retrieve the GID,
and match it with a pseudonym to identify the concerned
vehicle. With this scheme, vehicles will not be able to deny
their commitment to an action or sent message. In this
regard, the process by which RSUs grant and replenish
SIDs (e.g., RSUi gives out Si and receives Si�2 from c) and
how cars use pseudonyms (c uses the pseudonyms of Si�1

when in the range of Si), it makes it hard for an RSU to
collude with a misbehaving car for the purpose of hiding
its actions.

We continue our discussion of attack types, and consider
replay attacks and their significance in our framework. Such
an attack will occur if a vehicle ca eavesdrop on another
vehicle cs when cs requests a set of pseudonyms from an
RSU, to attempt to retrieve from the request authentication
information about cs. However, since the source address of
cs is fake (i.e., pseudonym) and its true identity (i.e., GID) is
hidden, as was described earlier, ca will not benefit from
eavesdropping to contact the RSU as being cs.

One major premise of a pseudonym framework is the
number of pseudonyms (i.e., size of pseudonym set) given
to a car. We relate this to the speed of the car. Lower speed
cars are given a larger number of pseudonyms as they will
be staying for longer periods in the range of the RSU, and
hence could communicate more than cars with higher
speeds. As stated earlier, the car already sends its speed to
the RSU to serve this purpose, and for the RSU to also use
the speed of cars in its region for computing its aggregate
need for pseudonyms (i.e., size of its pool of PNs). An esti-
mate of the pool size given to the RSUs by the TA, and the
set size provided to cars, and how they depend on car den-
sities and speeds respectively will be provided in the analy-
sis section.

Finally, concerning the handling of requests by the RSUs,
some cars could be driving at high speeds and therefore
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stay in the RSU’s range for short intervals of time. For this,
the RSU queues the received requests and processes them
according to speed and location (relative to the RSU’s cover-
age boudaries), so that the requests of cars that are expected
to leave the RSU range sooner are processed first.

3.5.3 Pseudonym Shuffling Scheme

Depending on the traffic flows, the RSUs may get depleted
of new sets of pseudonyms to provide to vehicles passing
through their transmission ranges. To renew the sets that
exist in each RSU and to limit the participation of the TA in
our framework, we make the RSUs shuffle their sets with
each other. As will be demonstrated, our scheme ensures
that a PN is not used by more than one car simultaneously.
It allows for reusing PNs a limited number of times and in
different geographic areas (i.e., surrounding different
RSUs), thus making it highly unlikely for a car that commu-
nicated using a given PN to get the same PN again. The
scheme in [41] uses time-slotting for pseudonym use and
swapping among cars. In each time slot a car must find
another one with a similar context to swap a pseudonym
with. Although the car can suppress swapping (up to a time
limit), the approach still takes bandwidth away from the
902.11p/WAVE wireless medium, which already could be
suffering from congestion, as stated earlier. In contrast, our
approach utilizes the backbone network that connects the
RSUs for shuffling, and does not require cars to find con-
text-similar cars to swap individual pseudonyms with.
Finding a suitable mechanism for PN shuffling is challeng-
ing for two main reasons. First is the need of randomizing
the shuffling so that an attacker will not be able to predict
the path of PNs, which with further analysis can assist him
in limiting the possible PNs given to cars in an RSU’s range.
The second challenge is the coordination between RSUs,
which is needed to decide on the recipients of their PNs in
such a way that each RSU receives at least the needed
amount. We formulate shuffling as an optimization problem
to be solved by all RSUs in a distributed manner without
giving any role to a centralized unit.

The shuffling problem is as follows: we have a set of n
fixed RSUs that have to shuffle their PNs at intervals of Tsh,
where each RSUi has a number of PNs NSi. RSUi should
send NSi PNs to all or some of the other RSUs and also
receive approximately NSi PNs from all or some of the other

RSUs. The matrix below represents the flow of PNs, where
xij is the number of PNs sent from RSUi to RSUj

0 x12 x13 � � � x1n

x21 0 x23 � � � x2n

x31 x32 0 � � � x3n

� � � 0 �
xn1 xn2 xn3 � � � 0

2
66664

3
77775

(1)

The above representation is subject to several constraints
that depend on the NSi’s, i.e., the numbers of pseudonyms
the RSUs hold. As an example, Fig. 2 shows a vehicular net-
work with four RSUs, each having NSi pseudonyms. The
distributed optimization problem is shown in the figure. An
optimal solution of such a problem is the case when RSUi

sends NSi pseudonyms and receives exactly the same num-
ber of pseudonyms. This however makes it a scheduling
problem rather than an optimization problem, and will
require a centralized unit to run an algorithm that generates
such a schedule. Since the number of pseudonyms given to
each RSU is more than the number of needed pseudonyms,
we leave a margin for flexibility in this problem. Instead of
each RSU sending and receiving exactly NSi, it can send up
to a maximum of NSi and receive less or more than NSi,
resulting in an optimization problem where the goal of each
RSU is to maximize the percentage of pseudonyms received
(see Fig. 2). Hence, the optimization problem is about deter-
mining the values of the decision variables xij, which are
the numbers of pseudonyms sent from RSUi to RSUj for all
i; j ¼ 1; . . . ; n; and can be formulated as follows:

max
Xn
j¼1

xij=
Xn
i¼1

Xn
j¼1

xij: (2)

Such that

8i
Xn
j¼1

xij � NSi (3)

Xn
i¼1

Xn
j¼1

xij ¼
Xn
j¼1

Xn
i¼1

xij (4)

8i; j xij � 0: (5)

The statement in (2) is the objective function, which calls
for maximizing the proportion of received pseudonyms rel-
ative to the total in the network, whereas (3), (4), and (5) are
the constraints: (3) states that the sum of transmitted pseu-
donym sets is less or equal to what the RSUi has, (4) says
that the total number of sent pseudonyms in the network is
equal to the total received, and finally, (5) is the non-nega-
tivity condition.

The linear programming problem is distributed because
each RSU has local constraints known solely to it, and all
RSUs observe the entire objective function as a global func-
tion. The authors in [28] propose a distributed simplex algo-
rithm to solve a distributed optimization problem using the
simplex method. We do not provide the details of the dis-
tributed algorithm as we feel it is outside the scope of this
paper, but nevertheless, we provide an overview of it, and
refer the interested reader to [28] for the details. In this algo-
rithm, each RSU has one simplex tableau that includes its

Fig. 2. Distributed pseudonyms shuffling problem.
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own constraints. At the start of an iteration each RSU identi-
fies its pivot row and pivot column depending on the coeffi-
cients of the constraints and the ratio of the right hand side
of the constraints to the coefficients in that row. After all
RSUs identify their pivot rows, they cooperate to identify
the minimum row pivot. The algorithm uses the Push-Min
protocol for RSUs to communicate and determine the small-
est row pivot. After the above protocol converges, i.e., all
RSUs have identified the minimum row pivot, the RSU that
holds this pivot sends the actual row to all other RSUs. Now
that each RSU has its column pivot and the minimum row
pivot in the network, it can perform the Gauss Jordan elimi-
nation on its local simplex tableau to finish one iteration.
The termination is identified when no more messages are
traversing the network, i.e., RSUs are not able to identify
any column pivot since all the coefficients of the objective
function are positive.

Going back to our shuffling scheme, if all RSUs had the
same constraints every time shuffling should occur, the
optimization algorithm would always yield the same results
of how many pseudonyms a node should send to the others.
With time and traffic analysis, an attacker will be able to
know the shuffling schedule and at which RSU the pseudo-
nyms will be. Consequently, an attacker might be able to
know which pseudonyms a vehicle will acquire or at least
from which pseudonym pool it obtained its set. To avoid
this, we randomize shuffling by randomizing the local con-
straints of each RSU. Since the constraints are about the
receiving RSUs, we suggest that each RSU initializes a ran-
dom vector of size n–1, which is the number of RSUs
excluding itself, with 0 and 1 s. If the value at position i is 0,
the RSU does not send any pseudonyms to RSUi, but, if it is
1 then RSUi will be included in the constraint since it will be
a recipient.

As RSUs exchange sets of pseudonyms during shuffling,
some of the pseudonyms may be in use by vehicles. This
mandates a mechanism to inform RSUs about used sets so
they do not give them to passing vehicles. We propose a
lock/notify procedure where an RSU marks a set locked or
unlocked depending on whether it is in use by a vehicle or

not, respectively.When RSUi sends an Si to a passing vehicle,
it marks this set locked, so that when shuffling occurs and
the locked set transfers to a different RSUm, the latter will not
give the set to another vehicle. However, as was described
earlier, when RSUi receives Si (through a broadcast), it
informs RSUm so the latter can unlock it and use it for a pass-
ing by vehicle when needed. This is possible though because
as an RSU sends sets of pseudonyms to other RSUs, it keeps
records of which sets were sent to which RSUs, and associate
TTL (Time to Live) values to them.

If the RSU runs out of unlocked pseudonyms, it queues
pseudonym requests that were not responded to until it is
informed by another RSU that a set was unlocked. As more
sets become unlocked, the RSU serves unprocessed requests
of vehicles that are still in its transmission range.

We finish our coverage of the proposed shuffling algo-
rithm with a note about the shuffling traffic. RSUs are sup-
posed to be connected via dedicated high bandwidth
communication links [34], [35], and given that shuffling
involves pseudonym set ids, the volume of traffic that is
generated by the shuffling process should not pose a serious
overhead. Section 5.2 examines this subject and presents
performance results that show the measured amount of
overhead traffic.

At the end of this section, we show in Fig. 3 the sequence
of main events in our framework, and in Figs. 4, 5, and 6 the
pseudocode of the main involved algorithms.

3.6 Beaconing

Another challenge related to pseudonym changing is the
fact that vehicular networks are wireless and vehicles send
periodic beacons that include their addresses at the time. In
our framework, the vehicle uses a different pseudonym for
each ongoing session, meaning that the vehicle might have
multiple addresses at the same time. It uses these addresses
to receive packets from the ongoing sessions, to send pack-
ets to specific destinations and also to forward messages on
the routing layer. Therefore, the vehicle has to beacon all
the pseudonyms it is currently using. To exploit the simulta-
neous use of pseudonyms by the same vehicle as an addi-
tional dimension to the confusion of the attacker, the
vehicle should send beacons for each address at the same
time. Since this is physically impossible, it sends all beacons
directly after each other. Due to the physical variables that
affect a packet’s reception, an attacker will not be able to
discern if these messages were sent by the same vehicle but
at very close times, or sent by another one at exactly the
same time.

3.7 Unlikability

Now that the vehicle has a set of pseudonyms for use, it
chooses a random one for each communication session with

Fig. 3. Summary of framework operations.

Fig. 4. Registration steps.
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a peer. At the end of the session, the vehicle stops using the
pseudonym and deletes it to save resources. This is not an
issue since the car uses the SID to communicate with the
RSU, hence, it does not need to send actual pseudonyms.

In our system, unlinkability is the inability of the
attacker to link two messages with different pseudonyms
to the same source (i.e., same GID). Making the pseudo-
nym change event unidentifiable avoids linking a pseudo-
nym to a vehicle or linking an old pseudonym to a new
one. As was mentioned before, all pseudonym changing
algorithms aim to conceal the change by performing syn-
chronous changes where at least two nodes change their
pseudonyms at the same time [8]. Others extend the syn-
chronicity algorithms to ensure that the simultaneously
changing nodes have similar identifiers (speed, direction
and position) as well [9], [10].

VANETs are highly dynamic, and cooperation between
nodes of the network is very challenging. This is one of the
main problems of existing pseudonym change schemes, as
they rely on nodes’ cooperation, which makes them highly
probabilistic, and hence unreliable, as they do not always
guarantee a synchronous change. In contrast, our work pro-
poses an enhanced scheme with deterministic anonymity
and unlinkability guarantees, which as we shall prove, is
capable of remedying the previous schemes’ shortcomings.

The presence of traffic lights and intersections for
VANETs creates suitable zones for pseudonym change,
since if all vehicles change their pseudonyms at these areas,

their next beacons will have similar status information of
the same location and speed [19]. However, such zones are
not always available, specifically on highways and freeways
which form long segments of roads designed exclusively
for high speed vehicles. On such roads, there is a need to
artificially create zones where vehicles are able to change
their pseudonyms simultaneously. We propose to involve
the RSUs to facilitate the cooperation between the vehicles,
by giving them the role of a coordinator to help synchronize
the pseudonym change. The RSUs will provide the vehicles
with timestamps (along with the sets of pseudonyms).
When a car enters the range of an RSU, it sends a pseudo-
nym request, prompting the RSU to reply with a pool of
pseudonyms, and a timestamp indicating the next pseudo-
nym change. Providing a random timestamp, however,
allows the attacker to use spatial and temporal data to link
pseudonyms. Therefore, the goal is to achieve a synchro-
nous change of at least two cars to confuse the attacker and
limit any possibility of linkability of messages. For that pur-
pose, the RSU will provide several passing cars with the
same timestamp of their next pseudonym change.

Again, even if these cars change their pseudonyms at the
same time but are not in the same neighborhood they will
not provide a mask for each other and for themselves.
Hence, it is necessary that the timestamp is well studied to
guarantee that these vehicles will, on that exact time, be in
each other’s neighborhood. To provide this, we will study
the time range T that will guarantee that at each timestamp
multiple cars in the same neighborhood will be changing
their pseudonyms synchronously. This will solve the issue
of synchronous change and will confuse the attacker and
hinder any linkability leakage. The RSU will keep giving
the same timestamp for all cars passing through in that spe-
cific time range (i.e., T ¼ tf – ti, where ti is the initial time
and tf is the final time), before it switches to another time-
stamp value that it will give to the next set of passing cars.
Taking the average velocity vavg of cars on the highway
stretch falling within the range of the RSU, the car receiving
from the RSU a timestamp ts at ti will have traveled an aver-
age distance of vavg�(ti-ts), and another one receiving ts at tf
from the same RSU will have travelled a distance of
vavg�(tf-ts). This results in a difference in distance equal to

Fig. 6. RSU pseudonym shuffling (runs each Tsh).

Fig. 5. Pseudonym request, replenishment, and use.
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vavg�T. To guarantee that the cars will be in the same neigh-
borhood, this difference should not exceed the transmission
range r of the vehicles in the network. Hence, the time range
T in which the RSU will be giving the same timestamp
should be

T � r=vavg: (6)

Each RSU will give the same ts to all cars passing within
a time range T, and will give another ts in the next T, and so
on. Involving the RSU in providing the timestamp of pseu-
donym change to vehicles changes the synchronous algo-
rithm from probabilistic to deterministic, as it guarantees
that cars getting the same timestamp will change their
pseudonym simultaneously while they are in the same
neighborhood.

Previous work on the effectiveness of pseudonym chang-
ing focused on systems where the vehicle is using one pseu-
donym at a time. In our framework, a vehicle could be
using multiple pseudonyms at the same time depending on
the number of ongoing sessions with peers. We therefore
introduce another dimension: self-synchronicity for vehicles
having simultaneous ongoing communication sessions,
which change pseudonyms for at least two ongoing sessions
before broadcasting their new pseudonyms. This, in con-
trast to the algorithms proposed earlier, ensures the
synchronous change of similar status vehicles. Previous
algorithms, on the other hand, had to calculate the probabil-
ity that a synchronous change would occur since it was not
ensured.

4 THEORETICAL ANALYSIS

In this section we analyze the anonymity performance of the
proposed framework, and the packet loss that is attributed
to pseudonym changes.

4.1 Anonymity Analysis

In this section, we study the effect of simultaneous pseudo-
nym use on the level of anonymity achieved in the system.
We start by introducing the two anonymity metrics we use
to quantify the level of anonymity. Note that we define
them in the context of pseudonyms. The first is the anonym-
ity set which is the set of vehicles having identifiers indistin-
guishable from each other or from a target vehicle [22]. If
vehicles in the target’s neighborhood change their pseudo-
nyms at the same time as the target and they have similar
speed and direction, then they all become part of the set.
Intuitively, the larger the set, the higher is the anonymity.

If the vehicle arrival at any point on the road is a Poisson
process with rate �, and X is the random variable depicting

the number of vehicles that arrive at a specific point during
the period T, then the probability X ¼ x during T is

P ðX ¼ xÞ ¼ �Tð Þx
x!

e��T : (7)

Consequently, the expected number of vehicles in the
period T can be expressed as:

EðX ¼ xÞ ¼
X1
x¼1

x
�Tð Þx
x!

e��T ¼ �T: (8)

Since �T vehicles are expected to be in the neighborhood
of the target car and to be changing pseudonyms at the
same time, these �T cars form the base anonymity set (ASb)
of the target car. However, in our framework, the anonym-
ity set should account for the number of pseudonyms used
rather than just the number of vehicles since vehicles use
multiple pseudonyms at the same time. Therefore, the AS is
affected by a factor that considers the ongoing sessions of
each vehicle, thus depending on the activity of the network
which we characterize based on the probability distribution
function of the number of ongoing sessions per vehicle.
Note that the minimum number of beacons sent per vehicle
is 1, which happens in two cases. The first is in the absence
of an ongoing communication session for this vehicle, since
this latter would regularly send a periodic beacon (a heart-
beat) as it still has an address that it is using. The second
case is when the vehicle has exactly one ongoing session.
The types of networks we consider in our simulation and
analysis are found in the Table 1, where s is the number of
beacons sent per vehicle, and P(s) is the corresponding
probability.

Hence, AS is increased by a factor related to the expected
number of ongoing sessions E(S ¼ s) per car in ASb, where:

EðS ¼ sÞ ¼
X1
s¼1

sP ðsÞ: (9)

As an example, assuming that each car can have a maxi-
mum of five simultaneous ongoing sessions, the expected
number of ongoing sessions per car turns out to be the fol-
lowing values that are shown in Table 2 below.

Referring to E(S ¼ s) as savg, AS becomes:

AS ¼ ASb � savg þ 1
� �

: (10)

Hence, the AS is increased by a factor of savgþ1, which
depends on the activity of the network. However, not all
vehicles in the AS are equally likely to be the target of the
adversary, which might have other information other than
the similar identifiers. Here comes the notion of the entropy
of an anonymity set. The entropy-based metric is a measure
of anonymity based on information theory. It is used to

TABLE 1
Probabilities of Numbers of Sessions

Low Activity
Network

Medium Activity
Network

High Activity
Network

P ðs ¼ 1Þ ¼ 0:8 P ðs ¼ 1Þ ¼ 0:75 P ðs ¼ 1Þ ¼ 0:4
P ðs ¼ 2Þ ¼ 0:05 P ðs ¼ 2Þ ¼ 0:1 P ðs ¼ 2Þ ¼ 0:3
P ðs ¼ 3; 4; 5Þ ¼ 0:05 P ðs ¼ 3; 4; 5Þ ¼ 0:05 P ðs ¼ 3; 4; 5Þ ¼ 0:1
P ðs > 5Þ ¼ 0 P ðs > 5Þ ¼ 0 P ðs > 5Þ ¼ 0

TABLE 2
Scenarios for the Average Number of Sessions per Car

Low Activity
Network

Medium Activity
Network

High Activity
Network

0.9
sessions/vehicle

1.25
sessions/vehicle

2.15
sessions/vehicle
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measure the randomness of the probabilities given to the
agents by the attacker. These probabilities represent the pos-
sibility of each node being the target of the adversary. Mea-
suring the entropy of those probabilities does not only
consider each probability separately but how distinct it is
from others.

Entropy is defined as HqðXÞ ¼ �PN
i¼1 pilog2 pi, where N

is the size of AS, and pi, as was described above, is the prob-
ability of each node being the target of the adversary. The
value of entropy can be normalized to have a value 0 < d <
1, denoted as the degree of anonymity, by comparing it to

Hmax, where d ¼ HðXÞ
Hmax

. The entropy of AS of a target car is:

HðXÞ ¼ log 2 �Tsavg
� �

: (11)

Fig. 7 shows the degree of anonymity for different car
arrival rates, where we can see that greater anonymity is
achieved in high network activity and with higher car
arrival rates. More specifically, the figure shows how higher
car arrival rates increasingly offset the low communication
activity in the network, which is justifiable since what mat-
ters is the total number of communicating vehicles, which
may be approximated by the product of the arrival rate and
the activity level (the latter factor can be thought of as the
probability of communication).

4.2 Impact of Pseudonym Change on Packet Loss

Packet loss probability is a performance metric of communi-
cation systems that make use of pseudonyms to hide the
identities of the communicating entities. This is because
these entities may have to change pseudonyms when they
still have ongoing communication sessions, and thus stand
a chance for losing in-flight packets. For analyzing the
packet loss probability, we adopt the method used in [5]
which assumed that beacons and data packets are sent at
fixed intervals and that nodes also change pseudonyms at
fixed intervals, and none of the intervals is synchronized to
the others. As seen in Fig. 8, b is the beacon interval, p is the
packet interval, c is the pseudonym change interval, and to
is the beacon timeout (time after which the corresponding
forwarding table entry is deleted). It was further assumed
that c > to (i.e., there is at most one pseudonym change per
to), and b � p because many VANET applications send sim-
ple information or warning messages at rather long inter-
vals, relative to the beacon period.

In an illustrating scenario that uses geographical routing,
vehicle m wants to send a packet to node o, which is outside
m’s transmission range, but is reachable via node n that is
within m’s range and is currently the closest node to o (i.e.,
having the smallest Euclidean distance to o). Vehicle n peri-
odically broadcasts beacons with its identity and position
which m uses to update its position table. Our study con-
cerns the situation when n changes its identity to n’, while
m still has n in its neighbor table and might send it a packet
for forwarding to o, but n’ will ignore this packet, causing
the packet to get lost. In the analysis in [5], the tree in Fig. 9
shows the potential cases affecting the delivery of the packet
and the associated probabilities.

Multiplying the probabilities for each path that leads
from the root to a leaf where packets are lost and adding up
the results gives the overall probability of packet loss due to
pseudonym changes. The details of the branches are elabo-
rated in [5], but using Fig. 9, one can easily compute the
probability of packet loss to be to=2c, which is again true for
b � p. Reference [5] states that the same probability but for

b>p is (b2 � c2þ4bpþ2tobÞ=4bc.
Moving to our framework, as discussed in Section 3.7

and illustrated in Fig. 8, a vehicle that changes its pseudo-
nym at time tsk, will have neighbors that will change their
pseudonyms at the same time. It will most likely have other
neighbors that change their pseudonyms at tskþ1, those that
will change (or may have changed) theirs at tsk-1. The aver-
age time between consecutive pseudonyms is close to T,
and hence, the value of tskþ1 will be close to tskþT while
that of tsk-1 will be close to tsk-T. It follows that a vehicle
will know with some certainty when the vehicles in its

Fig. 7. Anonymity versus car arrival rate.

Fig. 8. Sending packets after pseudonym change.

Fig. 9. Packet loss cases and associated probabilities.
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neighborhood will change their pseudonyms, and hence it
can clear its position table so it can be updated after receiv-
ing a fresh set of beacons. Given that vehicles will not
change their pseudonyms in the middle of ongoing commu-
nication sessions, we deduce that the packet loss probability
due to pseudonym changes is effectively zero.

5 EXPERIMENTAL RESULTS

In this section we study the effectiveness of our proposed
system and its cost in terms of wireless network traffic over-
head as well as the wired network traffic overhead.

5.1 System Effectiveness

To evaluate the efficiency of our system, we simulate a sce-
nario using the network simulator ns3 that comprises a
10 km highway, with RSU’s placed 500 m apart (consistent
with [39] and [40]). We set the car flow rate to 3,000 cars/
hour and changed the average vehicle speed and transmis-
sion range, as they are the main contributors to the size of
the anonymity set (see previous section). In the simulations,
we choose a random vehicle as a target and calculate the
anonymity set to be the number of vehicles that change
pseudonyms simultaneously with the tracked vehicle. We
divide our results to scenarios where vehicles use only one
pseudonym at a time and other scenarios where vehicles
are allowed the simultaneous use of multiple pseudonyms
for each active session.

5.1.1 One Address at a Time

We first study the effect of the average vehicle speed on the
size of the anonymity set of the target vehicle. As can be
seen in Fig. 10, the size of the AS increases at lower vehicle
speeds. This is due to the fact that at lower speeds cars tend
to accumulate next to each other. If we take the extreme
case of a traffic jam which causes very low vehicle speeds, it
is guaranteed that there will be a large number of vehicles
within the target vehicle’s transmission range.

In our second experiment, we set the average vehicle
speed to 100 km/hr but change car transmission range to
values between 100 and 300 m with jumps of 50 m. Clearly,
as can be concluded from Fig. 11, the size of the AS
increases as the transmission range of the vehicles increases.
With a larger transmission range, the RSU will provide the
same timestamp for vehicles for a larger interval of time
guaranteeing a larger number of vehicles changing their
pseudonyms simultaneously.

5.1.2 Multiple Addresses

To appreciate the use of multiple addresses, one per com-
munication session, we separate the results and show the
effect it has on the size of the AS.

Now that we have shown that the size of the AS
increases at lower vehicle speeds, we set the vehicle
speed to 100 km/hr and transmission range to 250 m. To
simulate network activity, we associate each node with a
random number of sessions, with an average of 1, 2 and 3
for networks with low, medium and high activity, respec-
tively. From Fig. 12, we see that the size of the AS
increases for higher activity networks. This is because not
only do we have simultaneous pseudonym changing
among vehicles but also within each vehicle since each
one is changing the pseudonyms of all of its ongoing ses-
sions. For a high activity network, the size of the AS can
reach values up to 15 vehicles, which will confuse the
most sophisticated of tracking attackers.

Finally in this section, we plot the degree of anonymity
(the entropy function — which is just the logarithm of the
anonymity set, i.e., Eq. (11)) versus car speed and arrival
rate, while varying the number of sessions per car. The sur-
face plot in Fig. 13 is consistent with Fig. 7, thus verifying our
model. As can be seen, the anonymity naturally increases
with the arrival rate since it increases the anonymity set, and
also, lower speeds tend to also make cars stay closer to each
other, thus increasing the anonymity set as well.

5.2 Network Overhead and Computational Cost

To provide a complete picture of the system performance,
we examine the wireless network overhead, which is
mainly occupied by the pseudonym distribution traffic at

Fig. 10. Anonymity set versus vehicle speed. Fig. 11. Anonymity set versus transmission range.

Fig. 12. Anonymity set versus network activity.
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the RSUs, and the wired network overhead that is due to
the shuffling of pseudonym sets among the RSUs. The
first type is more critical since is it occupies part of the
wireless network, and hence it potentially affects the data
communication between vehicles and between vehicles
and the RSUs.

The main variables affecting the amount of overhead are
the average car speed and the wireless transmission speed,
as they both determine how often cars cross the boundaries
of the RSU transmission range, thus triggering distribution
of pseudonym sets and increasing the frequency of
shuffling.

Fig. 14 illustrates the growth of wireless overhead traf-
fic per RSU in response to increasing both the average car
speed and the wireless transmission range of cars. The
trend of traffic increase is mostly exponential but it stays
affordable as it is below 250 kbps, as compared to nomi-
nal network bandwidth which is in the range of Megabits
per second (Mbps). On the other hand, Fig. 15 shows the
wired network overhead, which amounts to tens of
Mbps, which is not so crucial since it is in the wired net-
work and hence it bears no effect on the data communica-
tion of cars.

We finish this section with a note on the computational
load on the TA due to pseudonym generation. As reported
in [26], the time it takes to generate an IPv6 pseudonym
address on a Pentium 4.3 GHz machine with 1 GB memory
running Linux (Kernel 2.4) can be as low as 15.67 microsec-
onds. This means that one Million addresses can be gener-
ated in just few tens of seconds at the TA.

6 CONCLUSION

This paper presented an anonymity framework for vehicu-
lar ad hoc networks based on the use of pseudonyms. The
framework comprises as main elements a Trusted Author-
ity, the road side units (RSUs), and the vehicles themselves.
We introduced an innovative pseudonym management sys-
tem that distributes pseudonym sets to vehicles in response
to particular events that depend on vehicle speeds and how
distant the RSUs are from each other. Our performance
results show the ability of the system to maintain a suffi-
ciently large anonymity set that is meant to confuse the
attacker. The experimental results showed that the over-
head of the system was tolerable, which makes the system
effective in protecting the communication privacy of cars.
For future work, we intend to study the performance of the
system from the perspective of privacy sensitive applica-
tions, including the one we described at the top of Section 3.
Indeed, most research works report performance results
based on hypothetical settings, and very few use actual sce-
narios and applications to assess true performance and
practicality.
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