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ABSTRACT 

OF THE THESIS OF 

 

Jihan Haissam Ghanim for Master of Engineering 

     Major: Electrical and Computer Engineering 

 

 

Title: A Reinforcement Learning and Time Series Forest Based Model Selection for 

Unsupervised Anomaly Detection Techniques in Time Series Electricity Consumption  

 

Anomaly Detection (AD) in time series applications is vital given the wide usage of 

time series data in the real-world setting. Usually, real-world anomalies are found in a 

variety of forms making them more difficult to detect. Various anomaly detection 

models were considered in research, where each of these models tends to apply a 

specific assumption for detecting anomalies revealing more sensitivity towards a 

specific kind of anomalies. Hence, it is required to build a model selection for different 

AD models that is capable of choosing, at each time step, the suitable anomaly detection 

model. Such a model selection would be able to take advantage of several AD models in 

an attempt to maximize the accuracy of time series anomaly detection. 

 

Knowing that ground truth labels in real-world applications are expensive and rare to 

obtain in large quantities, it is important to design a model selection for AD that does 

not rely explicitly on ground truth labels. In this regard, a model selection for six 

unsupervised AD models is proposed based on Time-Series Forest and Reinforcement 

Learning to choose dynamically an AD technique without relying heavily on ground 

truth labels. Experiments on two synthetic and real time series datasets have been 

applied. Results on the real dataset reveal that the proposed model selection outperforms 

the entire AD models in terms of the F1score metric. In the synthetic dataset, the 

proposed model, recording an F1score of 0.989, outperforms all the AD models except 

for KNN. Different reward function scenarios, including adaptive rewards with multiple 

exploration rates, have been also considered. The proposed AD model selection 

approach with its original reward function yields the best overall scores. Each of the six 

AD models implemented on three additional synthetic datasets having global, local, and 

clustered anomalies respectively, show distinct performance depending on the type of 

anomalies. This proves the significance of the proposed AD model selection framework 

which maintains a high F1score on the three datasets. 
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CHAPTER I 

INTRODUCTION 

 

Anomaly detection (AD) is widely used in real-word settings [1] such as smart 

grids [2], Internet of Things (IoT) [3], medical systems [4], financial fraud detection 

systems [5], and blockchain networks [6]. Due to the presence of cloud infrastructure 

and IoT-enabled devices, time series data is becoming immensely available [7]. In this 

regard, AD for time-series data is emerging in numerous applications, especially in data 

driven ones [8]. Anomalies, also called outliers, represent observations which do not 

appear to be consistent with the rest of the dataset [9] or data points that have a 

deviation from the distributions or patterns of the majority of the sequence [10]. For 

example, in power grids, meter measurements containing anomalies imply the 

possibility of cyber-attacks or malfunctions [11-12]. Furthermore, anomalies in time-

series power consumption patterns cause errors in power consumption predictions 

which results in either underproduction or overproduction of electricity [13]. 

Distinctively, in finance, outliers in time series can indicate “illegal activities like fraud, 

risk, networks intrusions, account takeover and money laundering” [5]. Hence, time-

series AD is crucial to ensure high operational efficiency, reliability, and security in 

real-world applications [8]. 

Often, AD does not achieve the expected performance in data driven real-word 

systems. The reason behind this is that labeled data is rare, expensive to have, and not 

practical to get in large quantities [8]. In particular, a limited quantity of labeled 

anomalies in real-world application can be provided by applying human-in-the-loop 
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methods such as active learning which has proved its significance in multiple works or 

from domain experts’ identification [14-16]. As a result, it is better to detect anomalies 

using unsupervised AD techniques that do not rely on labeled data [8]. 

Moreover, given the complexity of data in real-world systems, data 

abnormalities are present in different forms [17] An AD technique, using a particular 

assumption, for abnormalities has a tendency to depend on specific aspects more than 

others; a single AD model might show sensitivity to certain kinds of anomalies while 

being inclined to overlook others [1]. There is a need for a single universal AD model 

than can overcome the performance of all other anomaly detection models on various 

types of data [1]. Hence, it is required to benefit from numerous AD models at different 

time steps upon applying them on a certain time-series data. This can be achieved by 

designing an AD selection model that chooses the optimal AD model from a pool of 

candidate AD models at each time step [18]. The predicted label (the data point is 

normal or anomalous) obtained at each time step depends on the output of the currently 

chosen anomaly detector. 

Reinforcement learning (RL) is an area of machine learning that maps, at each 

time step, a situation into action to maximize a numerical signal reward [19]. In other 

words, an agent in a reinforcement learning setting tries to learn the optimal decision-

making policy in order to maximize the total reward. It has shown its success in 

numerous model selection applications like a RL model selection for wind speed 

prediction [20] and a RL based model combination for time-series forecasting [21].  

In this work, we propose a model selection of AD in time-series datasets using a 

RL approach. To address the limitation of the availability of large data quantities with 

ground truth labels, we focused on six unsupervised AD techniques that do not require 
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labeled data for training. Moreover, in order to implement a RL agent that doesn’t 

depend explicitly on the ground truth labels in its reward function to dynamically select 

an AD model, we take advantage of six Time-series Forest (TSF). Each of the six TSFs 

is trained to classify wrong and correct predictions of a specific AD model. The 

proposed AD model selection framework uses the classifications of six classifiers in the 

majority of the data points and the ground truth labels in the remaining portion of data 

points [22]. In other words, the proposed AD model selection in this work requires a 

portion of ground truth labels instead of relying explicitly on ground truth labels. The 

proposed RL based model selection is compared to an RL model selection relying 

totally on ground truth labels in its reward function and another that relies only on the 

classifications of the TSFs in its reward function.  

The proposed framework achieves promising results outperforming all the AD 

candidate models in the real dataset and the entire AD models except for KNN on the 

synthetic dataset. Additionally, a study case on different reward scenarios, consisting of 

an adaptive reward with different exploration rates, is performed on the proposed AD 

model selection. Results prove that the original reward function in a decaying 

exploration rate produces the best scores in terms of precision, recall, and F1score 

evaluation metrics. To study the effect of various types of anomalies on the 

performance of the used AD techniques, their performance is tested on three synthetic 

datasets; one with local anomalies, another with global anomalies, and a third with 

clustered anomalies.  The performance of each AD model differs among various types 

of anomalies, whereas the proposed AD model selection preserves a high F1score in all 

global, local, and clustered datasets respectively. 
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CHAPTER II 

RELATED WORK 

 

A. AD Techniques 

AD has been massively applied on time series data [23]. AD techniques can be 

divided into three categories; unsupervised, semi-supervised, and supervised methods 

[24]. In some aspects, we can take advantage of previously recognized abnormalities in 

the field in order to label the instances as normal or abnormal ones which allow the use 

of supervised or semi-supervised methods. Nonetheless, supervised techniques need a 

large amount of labeled data containing normal and abnormal instances which is not 

practical in a real-world setting [25].  Semi-supervised AD techniques are usually 

originated from supervised algorithms by adding a bias term to take into account the 

unlabeled data [26, 27]. As a result, in recent times, unsupervised algorithms are 

favored. The majority of unsupervised AD approaches in research can be divided into 

the following categories: distance-based approaches, statistical approaches, ensemble-

based approaches, and reconstruction-based approaches.  

 

1. Distance-based Approaches 

Among the distance-based AD techniques is a famous algorithm proposed in 

[28] where a point (p) is detected as an (𝜋, 𝜀)-anomaly if at most 𝜋% of the entire data 
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points are away from p by a distance less than 𝜀. This method was then improved in 

[29] by proposing an outlier score which is obtained by calculating the distance to the 

kth nearest neighbor (KNN) of a data point. After that, the data point is classified as 

normal or anomalous based on a threshold.  Then, research work in [30] suggested a 

better variant where a KNN-based method that the outlier score represents the aggregate 

distance of the data point (p) overall the k nearest neighbors of p. A different well-

known distance-based anomaly detection algorithm is the Local Outlier Factor (LOF). 

The outlier score in LOF is obtained as the ratio of the average of the k nearest 

neighbors densities to the data point density itself [31]. LOF and KNN have both shown 

to outperform state-of-the art anomaly detection techniques; yet, they fail to preserve 

their high performance with big high-dimensional and seasonal datasets [32]. 

  

2. Statistical Approaches  

Several seminal probabilistic anomaly detection methods compute the anomaly 

score relying on the estimates of the marginal likelihood (Ƥ𝜃(𝑋)) obtained from the 

data generation model [33-35]. Gaussian Mixture Model (GMM) is another 

probabilistic technique in which a number of Gaussians is fitted to the data. Then, 

expectation-maximization algorithm (EM) is applied for parameters estimation [36]. 

One-class SVM (OSVM) is a support-vector based anomaly detection approach that 

assumes a probability density (like GMMs fitting) and learns a hyper-plane in order to 

separate the region having a low density of data from the region with a high density of 

data [37, 38].  A drawback of generative models is the complexity in obtaining marginal 

likelihoods in which integrals with very high dimensions need to be computed 

(Ƥ𝜃(𝑋) = ∫Ƥ𝜃(𝑧)Ƥ𝜃(𝑋|𝑧) 𝑑𝑧) [8]. More recent non-parametric statistical methods for 
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anomaly detection are Empirical Cumulative Distribution for Outlier Detection (ECOD) 

[39] and Copula-Based Outlier Detection (COPOD) [40]. ECOD works through 

computing an empirical cumulative distribution to predict the tail probabilities of the 

data points which is further used to obtain the outlier score. Whereas, COPOD uses an 

empirical copula to be able to estimate the tail probabilities of the entire data instances 

in order to compute the outlier score. Such new techniques show limited applicability 

being dependent on the shape of the data [41]. 

 

3. Ensemble-based Approaches   

An ensemble-based anomaly detection method was proposed in [42] where LOF 

with various hyper-parameter sets are considered and the resulting combination will be 

applied to obtain the outlier scores. A different ensemble-based technique that relies on 

the idea that outliers are more prone to isolation is known as Isolation Forest (IF) [43]. 

It consists of a forest having random binary trees in such a way that outliers are 

relatively near the root of the tree (within a more shallow depth of the tree). 

 

4. Reconstruction-based Approaches  

Some modern anomaly detection algorithms are based on synthetic data 

reconstruction. The key idea behind these algorithms is that when they get projected to a 

space with lower dimensions, outliers tend to lose information. This stops them from 

being efficiently reconstructed resulting in an increasing reconstruction error in 

anomalous instances [8]. Principal Component Analysis (PCA) is a popular outlier 

detection algorithm that is applied for data reconstruction that permits linear 
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reconstruction only [44]. A non-linear variant of PCA is the Kernel PCA where the 

kernel trick is applied to map the data into the feature space [45]. Lately, deep learning 

based anomaly detection algorithms have gained attention in time-series applications 

[46-47]. Among these anomaly detection techniques are Recurrent Neural Network 

(RNN) based ones. Nevertheless, they are time-costly and computationally hungry [48]. 

A more recent approach is Unsupervised Anomaly Detection on Multivariate Time 

Series (USAD) [49]. It relies on an encoder-decoder pair that is trained adversely. The 

reconstruction error in the testing phase represents the anomaly score. 

In this work, we will consider six various anomaly detection algorithms from the 

above mentioned categories which are; KNN, COPOD, ECOD, OSVM, IFOREST, and 

USAD. 

 

B. Model Selection for AD 

The majority of work in anomaly detection has attempted to build novel and 

enhanced models to perform the outlier detection on distinct types of data. However, 

very limited work exists on the anomaly detection model selection task. Research Work 

in [50] proposed an automated outlier detection method which applied neural 

architecture search (NAS) to find the best neural network model. The limitation of this 

technique is that it is restricted to auto-encoder based anomaly detection methods and 

relies on annotated data for evaluation. Another set of automated based anomaly 

detection model selection techniques are TODS [51] and PyODDS [52] which also rely 

on labeled data. A more recent automated model selection for unsupervised outlier 

detection proposed a meta-learning approach without the need of ground truth labels in 

the testing phase [53]. Yet, their approach requires ground truth labels in the meta-train 
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datasets. All of these model selection methods tend to choose a single anomaly 

detection model after evaluation. However, a recent model selection approach applied 

on Secure Water Treatment (SWaT) dataset chooses dynamically an unsupervised 

anomaly detection technique among five different AD models using RL[1]. However, 

their AD pool of models does not contain a distance-based AD model. Also, their RL 

framework does not consider the anomalous dataset in its state-space. More importantly, 

their RL approach relies explicitly on ground truth labels in its reward function. 

Due to the difficulty of obtaining a huge amount of labeled data in real-world 

applications, our aim is to propose a dynamic model selection for time-series anomaly 

detection without excessively relying on ground truth labels. More specifically, our 

proposed approach uses a time-series forest and RL based framework relying on a 

limited amount of ground truth labels to select at each time step an AD algorithm from 

the six aforementioned unsupervised AD techniques.  
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CHAPTER III 

TECHNICAL BACKGROUND 

 

A. Unsupervised AD for Time Series 

 A time-series dataset (D) represents a data sequence that is indexed based on the 

time order 𝐷 = {𝑥𝑡}𝑡=1
𝑛 =  {𝑥1, 𝑥2, … . . 𝑥𝑛 }. D can be either a univariate data or a 

multivariate data. In a univariate data, each data instance 𝑥𝑡 is a scalar, however, in case 

of multivariate data 𝑥𝑡 represents a vector. In an unsupervised time series anomaly 

detection problem, an unsupervised anomaly detection model is trained on the training 

set of the time series 𝐷𝑡𝑟𝑎𝑖𝑛  which consists of normal instances only. However, the 

testing set 𝐷𝑡𝑒𝑠𝑡 contains normal and abnormal instances. During training, the anomaly 

detection model tries to learn the characteristics of the normal data 𝐷𝑡𝑟𝑎𝑖𝑛. In the testing 

phase, this anomaly detection model is tested on 𝐷𝑡𝑒𝑠𝑡 to produce an anomaly score 

𝑠𝑡 for every data point. After that, each score is compared against an empirical threshold 

to output the anomaly label on every instance of the testing set [1, 54]. 

 

B. Time Series Classification using TSF 

A TSF is a tree-ensemble based classifier that consists of a collection of multiple 

time series trees. The time series tree construction is based on a recursive top-down 

strategy that resembles that of a typical decision tree algorithm; however, it relies on the 
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Entrance (entropy and distance) gain for the splitting criterion [22]. Additionally, the 

strategy for random sampling is the same as that of a random forest (RF) [55]. Consider 

a time series dataset of 𝑚 time-series instances {𝜖𝑡}𝑡=1
𝑚 = {𝜖1, 𝜖2, … . . 𝜖𝑚 } and their 

corresponding class labels {𝑦𝑡}𝑡=1
𝑚 = {𝑦1, 𝑦2, … . . 𝑦𝑚 } where 𝑦𝑡 ∈ {0, 1,…𝐶}.  The time 

series dataset is split into training and testing instances. The TSF is trained on the 

training instances (training time-series instances with their corresponding class labels). 

Then, the trained TSF predicts class labels for the testing time-series instances. The 

predicted class label represents the majority class depending on the votes obtained from 

the entire time series trees. 

 

C. Markov Decision Process Formulation and RL 

The Markov Decision Process (MDP) contains five major elements which are, 

an action-space 𝐴 consisting of the actions set, a state-space 𝑆 containing the states set, 

a transition matrix 𝑃(𝑠′|𝑠, 𝑎) representing the probability of state-transition, a reward 

function(𝑠, 𝑎) , and a discount factor 𝛾 which is a value between 0 and 1 used in 

calculating the reward. The future return 𝐺𝑡 in an MDP consists of the immediate 

reward along with the discounted future rewards as stated below: 

𝐺𝑡 = 𝑅𝑡 +  γ𝑅𝑡+1 +⋯+ γ
T𝑅𝑡+𝑇 =∑ γk𝑅𝑡+𝑘

𝑇

𝑘=0
          (1) 

 

A policy 𝜋(𝑎|𝑠) represents a probability distribution which aims at mapping the present 

state to the possibility of choosing a particular action. 

 RL, which tackles problems that involve sequential decisions, trains an agent to 

find the optimal set of actions that would yield the maximum total reward. RL can thus 
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be modeled as a MDP where the RL agent maximizes the total expected return by 

learning the decision policy 𝜋(𝑎|𝑠) [19]. 

1. RL Framework Based on DQN 

Different RL techniques are present each having its own advantages and 

disadvantages. One well known technique is Q-learning that uses a Q-table which maps 

every pair of state and action pair to an action-value 𝑄(𝑠, 𝑎) that computes the value of 

an action a performed at a state s by calculating the cumulative future return 𝐺𝑡. Based 

on the Bellman Equation [19], the cumulative return is expressed on terms of the 

expected return as defined below: 

𝑄(𝑠, 𝑎) = 𝐸[𝐺𝑡| 𝑆𝑡  = 𝑠,  𝐴𝑡  = 𝑎] = 𝐸[𝑟𝑡 + γQ(  𝑆𝑡+1  ,  𝐴𝑡+1  ) | 𝑆𝑡  = 𝑠,  𝐴𝑡  = 𝑎]     (2) 

In order to get the optimal action-value 𝑄∗(𝑠, 𝑎) , Q-learning considers  one step ahead 

after taking action 𝑎 at state  𝑆𝑡  , and selects greedily the action  𝑎𝑡+1   at the state 

 𝑠𝑡+1  that maximizes “the expected target value” 𝑟𝑡 + γQ
∗(  𝑆𝑡+1  ,  𝐴𝑡+1  ). The 

algorithm can make online updates in order to control the Q-value and pushes it in the 

direction of the Q-target. 

𝑄( 𝑆𝑡  , 𝑎) ←  𝑄( 𝑆𝑡  ,  𝑎𝑡) + 𝛼 [ 𝑟𝑡 + γ max
𝑎𝑡+1  𝜖 𝒜

Q(  𝑆𝑡+1  ,  𝑎𝑡+1  ) −Q(  𝑆𝑡  ,  𝑎𝑡  )]    (3)   

where α is the learning rate 

The use of a Q-table means that both the action and the state require being 

discrete which makes it hard to deal with complex problems. To solve this problem, a 

deep Q network (DQN) method which relies on neural networks representing a function 

approximator was developed to approximate the (𝑠,) (Q-values). This modification 

supports the continuous states without the need to discretize the states or to build the Q-

table. The neural network Weights 𝜃 are obtained by mapping from states into Q-values. 
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In order to update the weights and their matching Q-values, a loss function 𝐿i(𝜃) is 

required [56] and expressed below: 

𝐿𝑖(θ𝑖) = 𝐸𝑠,𝑎~𝜌(.)[y𝑖 − 𝑄(𝑠, 𝑎; θ𝑖)
2]                       (4) 

where y𝑖 = 𝐸𝑠′~𝜀[𝑟 + γ max
𝑎′

Q(𝑠′, 𝑎′; θ𝑖−1 )| 𝑠, 𝑎] and 𝜌 represents the probability 

distribution of the state-action pair(𝑠, 𝑎). 

The loss function is then differentiated and stochastic gradient descent method 

was applied to update the weights of the agent [56]: 

∇θ𝑖𝐿𝑖(θ𝑖) =  𝐸𝑠′~𝜀[(𝑟 + γ max𝑎′
Q(𝑠′, 𝑎′; θ𝑖−1 ) − 𝑄(𝑠, 𝑎; θ𝑖))∇θ𝑖𝑄(𝑠, 𝑎; θ𝑖) ]     (5) 

 Taking into consideration the advantages of DQN, it will be used in this research 

to choose the appropriate unsupervised anomaly detection model at every time step. 

 

 

 

 

 

 

 

 

 

 

 

 

    

 

 

 

 

 



 

 20 

 

 

CHAPTER IV 

METHODOLOGY 

 

A. Unsupervised AD for Time Series 

In this research work, the problem of model selection for time series unsupervised 

anomaly detection models is tackled. Figure 1 represents an illustration of our Proposed 

AD model selection. Six distinct unsupervised AD techniques are considered in our 

framework; KNN [30], COPOD [40], ECOD [39], OSVM [37], IF [43], and USAD [49] 

(see Chapter II). First, the training set 𝐷𝑛𝑜𝑟𝑚𝑎𝑙 containing a time series of normal data 

points only is separately fed to each of the unsupervised AD models. Every AD model 

is separately trained on the training set 𝐷𝑛𝑜𝑟𝑚𝑎𝑙. Then, every trained model is tested on 

the testing set 𝐷𝑎𝑛𝑜𝑚𝑎𝑙𝑦  having anomalous data points. Each model will output a set of 

anomaly scores; a score for each instance of the testing set 𝐷𝑎𝑛𝑜𝑚𝑎𝑙𝑦 . For every AD 

model, an anomaly threshold is empirically computed. Depending on the produced 

anomaly scores and thresholds, each anomaly detection model yields a predicted 

anomaly label for every instance of 𝐷𝑎𝑛𝑜𝑚𝑎𝑙𝑦 . 

 

B. The Confidence Scores 

In this research, we consider two extra confidence scores in our proposed model 

selection framework for AD techniques, which were initially used by [1]. The first 



 

 21 

confidence score is derived from the concept that the greater the anomaly score, the 

more likely that the corresponding instance is anomalous. Knowing that each anomaly 

detection model outputs anomaly scores when tested on the testing data; the greater the 

predicted anomaly score exceeds the threshold of its model, the higher the possibility 

that the tested data point is an anomaly. Hence, it is logical to illustrate how reasonable 

the prediction of the AD by the degree that its anomaly score surpasses its threshold. 

Based on that, Distance-to-threshold Confidence score is equivalent to: 

Distance to threshold Confidence

=
𝐴𝑛𝑜𝑚𝑎𝑙𝑦 𝑠𝑐𝑜𝑟𝑒 −  𝑇ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑

𝑀𝑎𝑥 𝑎𝑛𝑜𝑚𝑎𝑙𝑦 𝑠𝑐𝑜𝑟𝑒 −  𝑀𝑖𝑛 𝑎𝑛𝑜𝑚𝑎𝑙𝑦 𝑠𝑐𝑜𝑟𝑒
          (6) 

It is worth mentioning that the anomaly scores are scaled using the min-max scale to a 

range between zero and one before computing the Distance-to-Threshold Confidence 

score. 

Motivated by the majority voting concept in ensemble learning, [1] proposed 

another score known as a Prediction Consensus Confidence score. It is based on the idea 

that the higher the number of AD models in the pool of models producing the same 

current prediction (predicted label), the higher the probability that the current prediction 

is correct. More specifically, the Prediction Consensus Confidence score is equal to: 

Prediction Consensus Confidence

=
𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑚𝑜𝑑𝑒𝑙𝑠 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑡ℎ𝑒 𝑠𝑎𝑚𝑒 𝑙𝑎𝑏𝑒𝑙 

𝑇𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑚𝑜𝑑𝑒𝑙𝑠
           (7) 

 

C. Time Series Classification Using Time Series Forest 

 Then, six time series forests (TSF) are implemented; a TSF for the predicted 

anomaly labels of KNN, COPOD, ECOD, OSVM, and USAD respectively. Each TSF 



 

 22 

classifies the predicted anomaly labels of a specific trained anomaly detection model 

(from the previous step) into two classes 𝐶 = {0, 1} where 𝐶 = 0 indicates wrongly 

predicted anomaly labels and 𝐶 = 1 indicates correctly predicted anomaly labels. In 

other words, if the anomaly predicted label of a certain anomaly detection model is 

equivalent to the ground truth label then it is classified as 1 otherwise it is classified as 

0.   

 Since each TSF corresponds to a specific AD model, then each TSF is applied 

on a different dataset containing the anomaly predictions of its corresponding AD 

model. The dataset of each TSF consists of a set of features and a target. The features of 

each dataset represent: the anomalous instances 𝐷𝑎𝑛𝑜𝑚𝑎𝑙𝑦 , along with the corresponding 

predicted anomaly scores (after rescaling them) obtained from the corresponding AD 

model, the empirical scaled threshold of the corresponding AD model, the predicted 

anomaly labels of the corresponding AD model, and the corresponding two confidence 

scores. The target of each dataset consists of the true class labels (0 or 1) belonging to 

its corresponding AD model. The target in each dataset of the TSFs is obtained by 

comparing the anomaly predicted label of its corresponding AD model to the ground 

truth label. 

During training, each of the TSFs is trained on its corresponding training set 

where 20% of its corresponding dataset is considered for training. In the testing phase, 

each TSF is tested on its corresponding testing set having the remaining 80% of its 

corresponding dataset. Each of the six TSF classifiers predicts the class labels (0 or 1).  

Knowing that the target in the training set of each TSF is obtained by comparing 

the anomaly predicted label of its corresponding AD model to the ground truth label, so,  

20% of the anomalous instances and their ground truth labels are required for training 
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each of the TSF classifiers. The set of anomalous instances and ground truth labels used 

for all the six datasets should exceed 30% of the anomalous dataset in order to ensure 

that a limited amount of ground truth labels is only needed.  

 

D. AD Model Selection Using DQN 

The Model selection problem for AD is solved using a RL framework which can 

be formulated as a MDP consisting of the state-space, the action-space, transition-

matrix, the reward function, and the discount factor. Considering a time series 

application, the transition between states follows the same time order of the time series 

dataset. Hence, the state transition is deterministic and there is no need to take the 

transition matrix into account. The discount factor is set to one.  

State-space: The entire testing set 𝐷𝑎𝑛𝑜𝑚𝑎𝑙𝑦 , the scaled predicted anomaly 

scores from all the considered anomaly detection models, the obtained scaled empirical 

thresholds, and the predicted anomaly labels for these six AD models, as well as the two 

confidence scores of these AD models. 

Action-space: The action-space in this problem is a discrete action-space. The 

RL agent can select one AD model from the pool of the six AD models at each time 

step. Thus, the size of the action-space is the same as the number of candidate AD 

models in the pool. 

 Reward Function (R): The reward function is obtained depending on the 

predicted anomaly label obtained from the selected anomaly detection model in the pool 

of models and the predicted class labels obtained the corresponding TSF in the most of 

the testing set  𝐷𝑎𝑛𝑜𝑚𝑎𝑙𝑦  (80% of 𝐷𝑎𝑛𝑜𝑚𝑎𝑙𝑦). In the remaining 20%, the reward function 

is obtained by comparing predicted anomaly label obtained from the selected anomaly 
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detection model in the pool of models and its corresponding ground truth labels. It 

should be mentioned that the same 20% of ground truth labels that is used during the 

training of the TSFs is used here in the reward function.  

In this work, we annotate the normal data point as “negative” and the anomalous 

point as “positive”. If the predicted anomaly label of the chosen AD model indicates an 

anomaly and the predicted class label that corresponds to the predicted anomaly label of 

the chosen AD model has a value of one (the TSF predicts the predicted anomaly label 

as a correct label), then this situation is called a true positive (TP). However, if the 

predicted anomaly label of the chosen AD model indicates an anomaly and the 

predicted class label that corresponds to the predicted anomaly label of the chosen AD 

model has a value of zero (the TSF predicts the predicted anomaly label as a wrong 

label), this situation is denoted a false positive (FP).   

However, in case of a true negative (TN), the predicted anomaly label indicates 

a normal instance and the predicted class label, that corresponds to the predicted 

anomaly label of the chosen anomaly detection model, has a value of one (the TSF 

predicts the predicted anomaly label as a correct label). However, in case of a false 

negative (FN), the predicted anomaly label indicates a normal instance while the 

predicted class label has a value of zero (the TSF predicts the predicted anomaly label 

as a wrong label).  

In the remaining portion of the testing set (20% of the testing set), the reward is 

obtained by comparing the predicted anomaly label obtained from the selected anomaly 

detection model in the pool of models to the corresponding ground truth label. Similar 

to a class label based reward, in case of a ground truth based reward, if both the 

predicted anomaly label and the ground truth label indicate a normal instance then it is a 
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TN. However, if both indicate an anomaly then it is a TP. If the ground truth is normal 

but the predicted anomaly label is anomalous, it is FP. If the ground truth is anomalous 

but the predicted anomaly label is normal, it is FN. As shown in equation 8, we reward 

TP with a reward higher than TN (𝑟𝑇𝑃 > 𝑟𝑇𝑁). A TP stands for an instance where the 

agent selects an AD model that predicts an anomaly correctly.  However, TN means that 

the AD model selected by the agent at this time step correctly predicts this data point as 

normal. Since the majority of instances are usually normal while the anomalous 

instances are rare and we are interested in detecting anomalies, thus the reward for true 

positive should be set to be greater that the true negative reward 𝑟𝑇𝑃 > 𝑟𝑇𝑁 . On the 

other hand, a higher penalty should be applied on FN compared to FP. A FN represents 

a case where the RL agent selects an AD model that predicted this data point to be 

normal which it is actually anomalous, whereas, a FP refers to a case where the agent 

chooses an AD model that predicts this instance as anomalous when it is truly normal. 

In real world applications, neglecting anomalies (FN case) is more dangerous than 

giving false alarms (FP case), so |𝑟𝐹𝑁| > |𝑟𝐹𝑃|. This is reflected in the reward function 

that used in our proposed model selection approach is stated in equation 8. It consists of 

𝑟𝑇𝑁 that is set to 0.5, 𝑟𝑇𝑃 is set to 1, 𝑟𝐹𝑁 is set to -1.5, and 𝑟𝐹𝑁 is set to -3. This reward 

function is annotated as the original reward. 

𝑅 = {

𝑟𝑇𝑁 = 0.5                                 𝑓𝑜𝑟 𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒
𝑟𝐹𝑁 = −3                              𝑓𝑜𝑟 𝑓𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒
 𝑟𝑇𝑃 =  1                                     𝑓𝑜𝑟 𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒
𝑟𝐹𝑃  =  −1.5                           𝑓𝑜𝑟 𝑓𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

     (8) 
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Figure 1: Illustration of the Proposed Methodology 

 

 

E. Evaluation Metrics 

To evaluate the performance of our proposed approach, we apply the below 

metrics; precision, recall, and F1score. 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
                                               (9) 

𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
                                                   (10) 

𝐹1𝑠𝑐𝑜𝑟𝑒 =  
2 × 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑟𝑒𝑐𝑎𝑙𝑙

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙
                      (11)  
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CHAPTER V 

IMPLEMENTATION 

 

A. Datasets Description 

In this work, we considered two datasets; a real data and a synthetic dataset. 

Each of these datasets consists of the hourly time-steps, the electricity consumptions, 

and the ground truth labels. The real dataset is a subset of the LEAD1.0 [57] which is an 

annotated Large-scale Energy Anomaly Detection dataset made up of hourly meter 

readings obtained from 1,413 smart electricity meters over a one year span gathered 

from sixteen distinct sites over the world. The LEAD1.0 dataset contains anomalies of 

point and sequential (collective) types. For the sake of this work, we used a subset of 

LEAD1.0 containing hourly meter readings from twenty two smart electricity meters. 

We split this real data into a normal dataset consisting of normal instances only and an 

anomalous dataset having normal and anomalous instances. The normal dataset 

consisting of hourly electricity meter readings (electricity consumptions) has a total of 

18696 time-steps. However, the anomalous dataset of hourly electricity meter readings 

has a total of 20424 time-steps with around 5.7% of anomalies along with the 

corresponding ground truth labels. 

The second dataset considered in this work is a synthetic dataset in which 

anomalies are injected randomly in the dataset. We used the time series of hourly 

electricity consumption data from the residential areas of Germany provided by 

ENTSO-E Transparency, a European electricity data platform [58]. Similarly, this 

dataset was divided into normal and anomalous datasets. The normal dataset has hourly 
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power-consumption data from the year 2015 until 2018 making up a total of 35064 

time-steps. The anomalous dataset consists of 1008 hourly power-consumption data 

points from the year 2019 with a 5% of randomly injected anomalies along with the 

corresponding ground truth labels. 

 

B. Experimental Setting 

1. Settings of the AD Candidate Models in the Pool 

We considered six different AD models in our pool of models which are KNN 

[30], COPOD [40], ECOD [39], OSVM [37], IF [43], and USAD [49]. OSVM and IF 

are implemented from the Scikit-Learn library [59].  COPOD, ECOD, and KNN are 

imported from the PyOD toolbox [60]. As for USAD model, it was implemented from 

the GitHub repository of the authors of USAD [61]. 

For each of KNN, OSVM, and IF, we performed hyper-parameter optimization 

using Hyperopt library [62] to tune their hyperparameters and select the best 

configuration of hyperparameters. The list of hyperparameter choices for each of KNN, 

OSVM, USAD, and IF AD models are available in the Appendix. COPOD and ECOD 

do not require hyperparameter tuning since they are deterministic and have no hyper-

parameters. As for USAD, it has two hyperparameters alpha and beta such that their 

sum must be equal to one. They are utilized for parameterizing the trade-off between 

true positives and false positives which varies the sensitivity of the model. We used the 

original implementation of USAD having neutral detection sensitivity where alpha 

equals beta equals 0.5 to avoid having a sensitive model that is biased towards true 

positives or false positives. 
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For computing the empirical threshold in each AD model, a criterion for 

obtaining threshold is required.  Because the percentage of anomalies in both datasets is 

known, then the criterion was set to be equal to the percentage of anomalies in the 

dataset (for example 5%). To further illustrate, for each AD model, if the predicted 

anomaly score of this data point is among the highest 5% in all the predicted anomaly 

scores of this AD model, this data point will be labeled as an anomaly. 

 

2. Settings of the Proposed RL Framework for AD Model Selection  

In the implementation of the RL framework, we used DQN model imported 

from Stable-Baseline3. Stable-Baseline3 is a reinforcement learning toolbox based on 

PyTorch [63]. We set the default settings of DQN provided by [63] which has a 

decaying exploration epsilon. However, the exploration fraction of the decaying 

exploration epsilon was set to 0.7, instead of the default value of 0.1, in order to allow 

the DQN agent to explore more and the seed number that was set to 1.  

 In case of using the synthetic anomalous dataset, the RL agent was trained for 

600,000 time-steps. In case of the real anomalous dataset, the agent was trained for 

3,000,000 time-steps.  This is because the real dataset is larger than the synthetic one. 

During the evaluation phase of the DQN agent, we set agent’s actions to be 

deterministic. An illustration of the decaying exploration epsilon over 600,000 time 

steps is shown in Figure 2. 
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Figure 2: Decaying Exploration Rate with an Exploration Fraction of 0.7. 

 

C. Experiments and Results 

1. Data Preprocessing 

Initially data preprocessing was performed on the datasets. First, any missing 

values in the data were removed. Then, the electricity consumption data points in the 

normal and anomalous datasets (of both synthetic and real datasets) were rescaled. In 

the synthetic normal and anomalous datasets, we applied min-max scaling to scale the 

electricity consumption data into values ranging between zero and one. However, in the 

real datasets, we applied logarithmic scaling similar to the original paper of LEAD1.0 

[57].  After that, each of the normal and anomalous datasets was transformed into 

sliding windows of size six with a step size of one. The chosen size of the sliding 

window and the step size were found the most suitable after heuristically trying sliding 

of size six, twelve, and twenty- four with different step sizes of one, two, three, and zero 

overlap. 
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2. AD Using the Candidate AD Models in the Pool 

To perform AD using the six unsupervised AD techniques (KNN, COPOD, 

ECOD, OSVM, USAD, and IF), each AD was trained on the normal sliding windows 

having normal electricity consumption instances. After that each of these pre-trained 

AD models was tested on the sliding windows of the anomalous electricity consumption 

instances outputting the anomaly scores and the anomaly threshold. Based on the 

mentioned threshold criterion, the predicted anomaly label was produced. Here, the 

predicted anomaly label is 0 or 1. 0 stands for an anomalous instance while 1 stands for 

a normal instance.  

The results of each of the unsupervised AD models on the synthetic and real 

datasets are presented Tables 1 and 2 respectively. In the synthetic data, KNN achieved 

the highest performance having precision, recall, and F1score of 1. USAD and IF 

models also achieved a high performance, recording a score of 0.925 and 0.902 

respectively in all the evaluation metrics. OSVM scored a lower performance having a 

value of 0.624 in all metrics. COPOD and ECOD yielded the lowest values of 0.361 and 

0.414 in the evaluation metrics.  

In the real data, as shown in Table 2, KNN also recorded the highest of 0.702 in 

all the evaluation metrics. The results showed that KNN model outperformed the 

performance of the other AD models in both datasets. IF model came next with a 0.579 

precision, recall and F1score. COPOD and ECOD models followed both recording a 

value of 0.532 in all metrics. However, OSVM and USAD both failed to detect 

anomalies. 

Thus, KNN seemed to preserve the highest performance in both datasets, 

however it recorded lower results in the real data. The remaining AD models showed a 
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different performance on different datasets. These results further illustrate the need of a 

dynamic AD model selection that can guarantee accurate anomaly detection in time 

series applications especially with the absence of large quantities of ground truth labels 

in real world applications. 

 

Table 1: Performance of AD Candidate models on the synthetic anomalous data 

AD Model Precision Recall F1score 

COPOD 0.361 0.361 0.361 

ECOD 0.414 0.414 0.414 

KNN 1 1 1 

OSVM 0.624 0.624 0.624 

IF 0.902 0.902 0.902 

USAD 0.925 0.925 0.925 

 

Table 2: Performance of AD Candidate models on the real anomalous data 

AD Model Precision Recall F1score 

COPOD 0.532 0.532 0.532 

ECOD 0.532 0.532 0.532 

KNN 0.702 0.702 0.702 

OSVM 0.003 0.003 0.003 

IF 0.579 0.579 0.579 

USAD 0.003 0.003 0.003 

 

3. Time Series Classification Using TSF 

To avoid relying on large quantities of ground truth labels which are not 

usually available in real world applications, TSFs were used to classify the 

predicted anomaly labels into correct labels or wrong labels. Six TSFs were 
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implemented corresponding to the six AD models. Each TSF was fed with a 

different dataset corresponding to the AD model. Each of the six dataset consists 

of the anomalous sliding windows along with the scaled predicted anomaly 

scores obtained from the corresponding AD model, its empirical scaled 

threshold, its predicted anomaly labels, and its two confidence scores as features 

and a target consisting of its true class labels (0 or 1). In this case, 0 stands for 

wrong predicted anomaly labels and 1 stand for correct predicted anomaly 

labels. The target in each dataset was obtained by comparing the predicted 

anomaly label of the corresponding AD model to its ground truth label in every 

instance. If the predicted anomaly label of the corresponding AD model is the 

same as the ground truth label then the target at this instance is set to 1 else the 

target at this instance is set to 0. Each dataset was split into 20% for training and 

80% for testing. This implies that 20% of ground truth labels are required for 

training the TSFs. The set of anomalous instances and ground truth labels used 

for all the six datasets should exceed 30% of the anomalous dataset in order to 

ensure that a limited amount of ground truth labels is only needed. In case of the 

synthetic data, the same 20% of anomaly instances along with their ground 

labels is used for the training of all TSFs. In case of the real data, each TSF is 

trained on 20% of its corresponding dataset such that total of anomalous 

instances along with their ground truth labels make up around 30% of the 

anomalous real dataset. In other words, for the synthetic dataset, 20% of ground 

truth labels are required for the classification task and around 30% of ground 

truth labels are needed for classification in the large real dataset. 
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The results of each of the TSFs on their corresponding testing set are shown 

in Tables 3 and 4 using anomalous sliding windows from the synthetic and real 

datasets respectively. It is worth mentioning that since KNN when tested on the 

synthetic anomalous data achieved superior performance of 1, as shown in Table 

1, in all precision, recall, and F1 score metrics, then no need to apply a TSF to 

classify the predictions of KNN.  Table 3 illustrates that all TSFs achieved 

remarkable performance of F1scores ranging between 0.987 and 0.997 in case of 

the anomalous synthetic instances. Similarly, in Table 4, in case of the 

anomalous real dataset, they recorded F1scores ranging between 0.913 and 

0.979. 

 

Table 3: Results of each of the TSFs on their corresponding testing set having 

anomalous sliding windows from the synthetic dataset. 

 

TSF based on 

predictions from 

Precision Recall F1score 

COPOD 0.99 0.993 0.991 

ECOD 0.983 0.997 0.99 

KNN - - - 

OSVM 0.989 0.996 0.993 

IF  0.9738 1 0.987 

USAD 0.998 0.996 0.997 
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Table 4: Results of each of the TSFs on their corresponding testing set having 

anomalous sliding windows from the real dataset. 

TSF based on 

predictions from 

Precision Recall F1score 

COPOD 0.978 0.956 0.9667 

ECOD 0.978 0.962 0.969 

KNN 0.977 0.975 0.976 

OSVM 0.974 0.86 0.913 

IF 0.971 0.986 0.979 

USAD 0.975 0.856 0.911 

 

 

4. AD Model Selection Based on a RL Framework  

In this work, we proposed an AD model selection using a RL framework. 

More specifically, DQN was applied in this RL based framework. This problem 

was modeled as a MDP consisting of the state-space, action-space, and reward 

function. The state space includes the entire anomalous sliding windows, the 

predicted anomaly scores from the entire candidate AD models, the obtained 

empirical thresholds, and the predicted anomaly labels for these AD models, as 

well as the two confidence scores. Based on this MDP modeling, the DQN agent 

was trained to learn a policy to select the suitable AD model among the pool at 

each time step. At each time step, the agent was rewarded based on its action 

(selection). In 20 % of the anomalous data points, the reward was obtained by 

comparing the predicted anomaly label with the ground truth label. However, in 

the rest 80%, the reward was computed based on the predicted class labels of 

TSFs. As mentioned earlier, the same 20% of ground truth labels that is used 
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during the training of the TSFs is used here in the reward function.  The original 

reward function, shown in equation 8, was used in our proposed AD model 

selection framework.  

The performance of the proposed model selection framework for AD the 

synthetic dataset is stated in Tables 5. Comparing the results of the six AD 

models in Table 1 with the results in Table 5; shows that the proposed AD 

model selection provided a precision of 1, same as KNN outperforming all the 

remaining AD models. In terms of the F1 score, our suggested AD model 

selection recorded a value of 0.989 higher than the entire candidate AD models 

except for KNN having a slightly greater F1score of 1.  

In case of the real dataset, results in Table 6 show that proposed AD 

model selection, having a precision of 0.977 and an F1score of 0.727, 

outperformed all the candidate AD techniques of Table 2 in terms of the 

precision and F1score.  

 Comparison of Different RL Frameworks for AD Model Selection 

 

The proposed RL AD model selection framework which uses a small 

portion of ground truth labels in was compared with two other RL AD model 

selection frameworks; The first framework AD_RL_Gtruth totally relies on 

ground truth labels in its reward function. This means that, in all the 

instances, the reward was obtained by comparing the predicted anomaly 

label with the ground truth label. On contrary, the second framework named 

AD_RL_Class relies totally on the predicted class labels obtained from TSFs. 

It should be noted that AD_RL_Class framework also requires a portion of 

ground truth labels (used for TSFs training). The state space and action space 
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remain the same in all frameworks. The original reward of equation 8 was 

applied in all of the three frameworks (𝑟𝑇𝑁 = 0.5, 𝑟𝐹𝑁 = -3, 𝑟𝑇𝑃 = 1, 𝑟𝐹𝑃 = -

1.5). 

The precision, recall, and F1score results of these two AD Model 

Selection frameworks based on RL are also present in Tables 5 and 6 using 

the synthetic and real datasets respectively. In both datasets, all the 

frameworks showed nearly the same high performance. In the synthetic data, 

the three frameworks recorded a precision of 1; however, our proposed 

framework recorded the highest F1score of 0.989.  In the real data, our 

proposed framework, having a 0.977 precision and an F1score of 0.727, 

showed a slightly higher performance than AD_RL_Class but a slightly 

lower than AD_RL_Gtruth. It can be said that, in case of the real dataset, the 

proposed AD model selection offered a compromise between 

AD_RL_Gtruth that explicitly uses ground truth labels and AD_RL_Class 

that relies totally on class labels in its reward function.     

Table 5: Results of the three different RL Model Selection frameworks for AD on the 

anomalous synthetic data. 

RL AD Model 

Selection 

Precision Recall F1score 

Proposed   1 0.977 0.989 

AD_RL_Gtruth 1 0.955 0.977 

AD_RL_Class   1 0.9248 0.9609 
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Table 6: Results of the Performance of the three different RL Model Selection 

frameworks for AD on the anomalous real data. 

RL AD Model 

Selection 

Precision Recall F1score 

Proposed   0.977 0.579 0.727 

AD_RL_Gtruth 0.971  0.67 0.793  

AD_RL_Class   0.979 0.549 0.703 

 

 

5. Effect of Different Reward Functions on the Proposed RL Framework for 

AD Model Selection on the Synthetic Dataset 

 Different Constant Rewards 

 

To evaluate the effect of the different reward values on the proposed 

RL framework, we considered two extreme scenarios of reward functions R1 

and R2 as illustrated in Table 7. It can be observed that in comparison with 

the original reward function (𝑟𝑇𝑁 = 0.5, 𝑟𝐹𝑁 = -3, 𝑟𝑇𝑃 = 1, 𝑟𝐹𝑃 = -1.5), the TN 

reward in R1 was decreased from 0.5 to 0.15. The FP reward in the original 

reward which represented a high penalty of -3 was changed into a low 

positive reward of 0.1. However, the FN reward and TP rewards in both 

functions remained the same (𝑟𝐹𝑁 = -3 and 𝑟𝑇𝑃 = 1). Applying a lower 

positive reward on TN and low positive reward on FP instead of a high 

penalty has led to a decrease the model’s performance in case of R1. In this 

regard, the precision decreased sharply from 1 to 0.636, the recall decreased 

from 0.977 to 0.88, and the F1score also decreased from 0.989 to 0.738 as 

shown in Table 8. 
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As shown in Table 7, another extreme scenario was investigated in 

R2 function; in which the TN reward in R2 was set to be greater than the TN 

reward in the original function. Similarly, the FP penalty in R2 was set to be 

greater than the FP penalty in the original function However, the penalty 

applied on FN in the original reward function was modified to a low reward 

in case of R2. And the TP reward in R2 was set to be less than the TP reward 

in the original function. The results of the original reward function in 

comparison to R2 reward function, in Table 8, reflected a slight decrease in 

the precision from 1 to 0.987 but a significant decrease in the recall from 

0.977 to 0.564, and in the F1score from 0.989 to 0.718.  This is due to 

decreasing the TP reward and giving the agent a low reward in case of a FN 

instead of penalizing it with a negative reward. 

As a result, the reward functions plays a significant role in the 

performance the proposed AD model selection approach in which the  

original reward function offered the most suitable and logical formulation of 

the AD model selection problem. 

 Adaptive Rewards 

 

We also inspected the effect of two adaptive reward functions; an 

increasing adaptive reward AdapInc and a decreasing adaptive reward 

AdapDec.  

In the AdapInc, we designed a reward function that increases 

iteratively with the time-steps of the anomalous data. In this regard, the TN 

and TP rewards were intended to increase in a step-wise parabolic manner as 

a function of the time steps (or length) of the anomalous data. Similarly, the 
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FN and FP penalties were set to rise in a step-wise parabolic form as a 

function of the time steps of the anomalous data. An illustration of the 

AdapInc reward is demonstrated in Figure 3. The AdapInc reward is 

formulated in the equation below: 

 

𝐴𝑑𝑎𝑝𝐼𝑛𝑐 =

{
 
 

 
 𝑟𝑇𝑁 = 5 × 10

−2 × 𝐶2                  𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒

𝑟𝐹𝑁 = −3 × 10
−2 × 𝐶2             𝑓𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒

 𝑟𝑇𝑃 =  1 × 10
−2 × 𝐶2                     𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑟𝐹𝑃  =  −1.5 × 10
−2 × 𝐶2          𝑓𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

   (12) 

 

In both adaptive rewards, the counter C was initially set to 1, every 100 

time-steps the counter would be incremented by 1. When reaching the 

final time-step (final sliding window of the anomalous dataset), C would 

be reset to 1. 

Alternatively, as shown in Figure 4, the reward in the AdapDec is 

designed to decrease as a function of the time-steps of the anomalous 

data. Towards this, the TN and TP rewards would decrease iteratively in 

a step-wise hyperbolic way. Also, the FN and FP penalties would decline 

in a step-wise hyperbolic manner as a function of the time steps (or 

length) of the anomalous data. The formulation of the AdapDec reward is 

stated in the equation below: 

𝐴𝑑𝑎𝑝𝐷𝑒𝑐 =

{
 
 
 

 
 
 𝑟𝑇𝑁 =

0.5

𝐶2
                           𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒

𝑟𝐹𝑁 =
−3

𝐶2
                          𝑓𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒

 𝑟𝑇𝑃 =
1

𝐶2
                               𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑟𝐹𝑃  =
−1.5

𝐶2
                      𝑓𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

          (13) 
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- Adaptive Reward Functions with a Decaying Exploration Epsilon  

 

In this experiment, the same decaying exploration epsilon of 

figure 2 was used. The proposed model selection AD framework was 

evaluated on the two adaptive rewards. The AdapInc reward, having 

an increasing reward function, encourages the agent to explore 

different actions at the beginning of the iterations (time-steps of the 

data) which gives the agent a higher chance to select randomly an 

AD model at the beginning. Then later on, on higher iterations, the 

agent is invited to greedily select a model that would yield the largest 

reward. Hence, eventually the agent would be able learn the optimal 

policy of selection. This is reflected in the results of the proposed AD 

model selection. The original and AdapInc rewards in Table 9 both 

had a precision of 1. The F1score of AdapInc reward 0.981 slightly 

lower than that of the original reward with an F1score of 0.989. 

On the other hand, the AdapDec reward, representing a 

decreasing reward function, prevents the agent from exploring 

various actions at the beginning and forces the agent at the beginning 

to select greedily an action (an AD model) that gives him a high 

reward which does not allow the agent to learn the optimal policy of 

selection. This is proven in the results of the proposed AD model 

selection in Table 9 with AdapDec having a precision of 0.763 and an 

F1score of 0.833. 

Given that the decaying exploration epsilon shown in Figure 

2, which already allows the agent to explore more in the earlier time-
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steps of the RL training phase, was applied in all cases, both the 

original and the AdapInc rewards achieved a very similar high 

performance as shown in Table 9. On contrary, the AdapDec, which 

prevents exploration in the earlier time instances, recorded a 

deteriorating performance.  

 

- Adaptive Reward Function with a Constant Exploration Epsilon 

 

Considering the proposed model selection framework, we also 

evaluated the same original reward, adaptive increasing reward AdapInc, 

and adaptive decreasing reward AdapDec but instead of using a decaying 

exploration epsilon, a constant exploration epsilon was applied. We 

considered three various cases; an exploration epsilon equals to 0.9, 0.5, 

and 0.05.  As stated in Table 9, in case of a high epsilon value of 0.9, all 

three rewards showed high performance where the AdapInc reward 

recorded the highest evaluation metrics with an F1score of 0.974, 

followed by the original reward having an F1score of 0.933, and finally 

the AdapDec reward with an F1score of 0.925. Upon setting the epsilon 

to 0.5, the original reward and the AdapInc reward both revealed good 

performance in which the original reward showed the best results 

opposing that of an AdapDec reward which exhibited a degrading 

performance. The F1score of the original, AdapInc, and AdapDec 

rewards, as shown in Table 9, was 0.953, 0.938, and 0.743 respectively. 

In case of a very low epsilon of 0.05, the original reward produced the 

highest F1score of 0.942, while the AdapDec reward yielded the lowest 
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F1 score of 0.826. As for the AdapInc reward, it resulted in an F1score of 

0.92. 

As a result in all three cases, both the original and the AdapInc 

rewards showed better results. However, the original reward had the 

highest score in the cases of 0.5 and 0.05. This implies that, in case of 

low and intermediate exploration epsilons, a constant reward yielded the 

best performance. Whereas, in case of a high exploration epsilon 

(epsilon= 0.9), the AdapInc reward gave the highest scores.  

All in all, the original reward and the AdapInc reward functions 

maintained both higher results in the different studied cases. However 

the original reward using a decaying exploration epsilon produced the 

best overall performance. 

 

 

Table 7: Different Constant Reward Functions on the Proposed RL Framework for AD 

Model Selection 

Reward Function 𝑟𝑇𝑁  𝑟𝐹𝑁 𝑟𝑇𝑃 𝑟𝐹𝑃 

Original  0.5 -3 1 -1.5 

R1 0.15 -3 1 0.1 

R2  1 0.1 0.15 -3 
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Table 8: Results of the Performance of the Proposed RL Framework for AD Model 

Selection on Different Constant Reward Functions Using the Synthetic Dataset. 

Reward 

Function 

Precision Recall F1score 

Original   1 0.977 0.989 

R1 0.636 0.88 0.738 

R2 0.987 0.564 0.718 

 

Table 9: Results of the Performance of the Proposed RL Framework for AD Model 

Selection on Different Reward Functions Using the Synthetic Dataset. 

Reward 

Function 

Epsilon Precision Recall F1score 

Original    

 

Decaying 

 

1 0.977 0.989 

AdapInc 1 0.962 0.981 

AdapDec 0.763 0.9173 0.833 

Original  

 

Constant=0.9 

 

0.983 0.887 0.933 

AdapInc 0.977 0.97 0.974 

AdapDec 0.975 0.88 0.925 

Original  

Constant=0.5 

1 0.91 0.953 

AdapInc 0.976 0.902 0.938 

AdapDec 0.675 0.827 0.743 

Original  

 

Constant=0.05 

0.968 0.917 0.942 

AdapInc 0.944 0.895 0.92 

AdapDec 0.784 0.872 0.826 
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Figure 3: Adaptive Increasing Reward 

 

 
Figure 4: Adaptive Decreasing Reward 
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6. Effect of Different Types of Anomalies  

In time series data, there exist different types of anomalies, consisting of 

global anomalies, local anomalies, and clustered anomalies. Global anomalies 

are point anomalies which seems to differ from the overall time series. However, 

local anomalies are point anomalies which deviate from their neighborhood data 

points. A point anomaly takes place at any time but does not repeat. However, 

clustered anomalies represent a group of anomalies that show similar 

characteristics. Clustered or sequential anomalies may be present once or 

repeatedly. Clustered anomalies can be local or global anomalies [57]. Usually, 

the available real-world datasets have a mixture of various anomaly types. This 

makes it difficult to recognize how AD techniques would behave in certain types 

of anomalies [16]. In this work, we attempted to use the time series of hourly 

electricity consumption data from the residential areas of France also provided 

by ENTSO-E Transparency [58]. The hourly power-consumption data from the 

year 2015 until 2017 having a total of 26302 time-steps is considered for the 

normal data. The remaining 8016 time-steps of year 2018 will be used for the 

anomalous dataset. 

To evaluate the effect of different anomaly types, we created three separate 

anomalous dataset; global, local, and clustered, anomalous datasets, in which we 

injected a quantity of 2% anomalies to the hourly power-consumptions of 2018 

of global, local, and clustered types respectively.  

We applied the same preprocessing procedure that was performed on the 

above synthetic dataset of Germany and then trained the six unsupervised AD 
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techniques on the normal sliding windows and evaluated their performance on 

each of the three anomalous sliding windows.  

The precision, recall, and F1score of the AD models on each of the global, 

local, and clustered anomalous datasets in Tables 10 shows that the performance 

of AD models differed depending on the type of anomalies . Except for KNN 

and IF, all AD models showed low performance in both datasets with local and 

global anomalies and a higher performance in the dataset with clustered 

anomalies. KNN and IF, on the other hand, maintained a high performance in all 

cases recording the highest performance in the global dataset and the lowest in 

the clustered dataset. 

To apply the proposed AD model selection on each of the three global, local, 

and clustered anomalous datasets, the same process of implementing six TSFs 

was performed to classify the predicted anomaly labels of each AD model into 

correct labels or wrong labels in an attempt to avoid using large quantities of 

ground truth labels. The results of the performance of each of the TSFs on the 

three different anomalous testing sets are provided in Tables 11, 12, and 13 

where each TSF showed high performance scores.  

After that, using the anomalous sliding windows, the predicted anomaly 

scores from the AD models, the obtained empirical thresholds of the AD 

models, and their predicted anomaly labels, as well as the two confidence scores, 

the proposed AD model selection framework was applied for each of the three 

distinct anomalous datasets. 

 Table 14 showed the precision, recall, and F1score on each of the three 

different types of anomalous datasets. The proposed model selection framework 
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achieved an F1score of 0.962, 0.931, and 0.963 in the global, local, and 

clustered dataset respectively outperforming the performance of the whole AD 

models except for KNN. KNN yielded a slightly higher performance with F1 

score of 1, 0.99, and 0.965. The reason behind this is that in our proposed AD 

model selection framework, the reward function mostly relies on the predicted 

class labels of the TSF instead of explicitly depending on ground truth labels. 

And although the classifications of the TSFs are considered accurate, it is not 

100% accurate which would slightly decrease the performance of our proposed 

AD model selection in some cases. Nonetheless, in all the considered datasets, 

our proposed model selection approach for AD maintained high performance 

results.  

 

Table 10: Results of the AD Models on Different Anomaly Types 

AD 

Model 

Precision Recall F1score Anomaly 

Type 

COPOD 

 

0.283 0.283 0.283 Global  

0.088 0.088 0.088 Local 

0.611 0.611 0.611 Clustered 

ECOD 0.241 0.241 0.241 Global  

0.117 0.117 0.117 Local 

0.594 0.594 0.594 Clustered 

KNN 1 1 1 Global  

0.99 0.99 0.99 Local 

0.965 0.965 0.965 Clustered 

OSVM 0.093 0.093 0.093 Global  

0.016 0.016 0.016 Local 
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Table 11: Results of each of the TSFs on their corresponding testing set having global 

anomalous sliding windows from the France dataset. 

TSF based on 

predictions from 

Precision Recall F1score 

COPOD 0.997 0.921 0.958 

ECOD 0.946 0.99 0.967 

KNN - - - 

OSVM 0.999 0.999 0.999 

IF 0.999 0.996 0.998 

USAD 0.987 0.918 0.951 

 

Table 12: Results of each of the TSFs on their corresponding testing set having local 

anomalous sliding windows from the France dataset. 

TSF based on 

predictions from 

Precision Recall F1score 

COPOD 0.991 0.992 0.991 

ECOD 0.932 0.999 0.964 

KNN 0.999 1 0.999 

OSVM 0.998 0.999 0.999 

IF 0.996 0.988 0.992 

0.611 0.611 0.611 Clustered 

IF 0.922 0.922 0.922 Global  

0.865 0.865 0.865 Local 

0.852 0.852 0.852 Clustered 

USAD 0.286 0.286 0.286 Global  

0.105 0.105 0.105 Local 

0.747 0.747 0.747 Clustered 
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USAD 0.998 0.981 0.989 

 

 

 

Table 13: Results of each of the TSFs on their corresponding testing set having 

clustered anomalous sliding windows from the France dataset. 

TSF based on 

predictions from 

Precision Recall F1score 

COPOD 0.997 0.999  0.998 

ECOD  0.991 1 0.995 

KNN  0.999 1 0.999 

OSVM 0.998 1 0.999 

IF 0.998 0.999 0.999 

USAD 0.998 1 0.999 

 

 

 

Table 14: Results of the Performance of the Proposed RL Framework for AD Model 

Selection on Different Types of Anomalies Using the France Dataset. 

Precision Recall F1score Anomaly Type 

0.986 0.939 0.962 Global 

0.948 0.915 0.931 Local 

 0.9690 0.9563 0.963 Clustered 
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CHAPTER VI 

CONCLUSION AND FUTURE WORK 

 

In this work, due to the complexity of data in real-world systems having data 

abnormalities in different forms and given the lack of the availability of large quantities 

of ground truth labels, we proposed a model selection framework for AD based on a RL 

and a TSF that partially relies on ground truth labels in its reward function. The 

proposed approach dynamically chooses an AD model at each time steps. It proved to 
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outperform the entire AD models in the real data and almost all the AD models in the 

synthetic data except for KNN which has an F1score of 1. Different reward functions 

were investigated in the proposed AD model selection approach; the original reward 

function and the AdapInc reward function showed better results in both the constant and 

the decaying exploration epsilon cases where the original reward with a decaying 

exploration epsilon revealed the best precision, recall, and F1score results. The effect of 

different kinds of anomalies was inspected showing that the performance of each AD 

model differed with various types of anomalies. This further proved the importance of 

the proposed model selection framework for unsupervised AD to ensure accurate time 

series anomaly detection in the absence of large amount of ground truth labels. 

As a future work, we plan to apply the proposed AD model selection framework 

on a larger time series dataset with higher dimensions. Another future direction would 

be to include additional semi-supervised AD models in the pool of candidate models, 

knowing that our proposed approach requires a small portion of ground truth labels.  

 

 

 

APPENDIX 

Table 15: Hyperparameter Choices 

Detection 

Algorithm 

Hyperparameter 1 Hyperparameter 2 

KNN n_neighbors: [1; 5; 10; 15; 20; 25; 50; 60; 

70; 80; 90; 100] 

method: [’largest’, ’mean’, ’median’] 

SGDOSVM nu (train error tol): [0.1; 0.2; 0.3; 0.4; 0.5; 

0.6; 0.7; 0.8; 0.9] 

 

IF n_estimators: [10; 20; 30; 40; 50; 75; 100; 

150; 200] 

max_features: [0.1; 0.2; 0.3; 0.4; 0.5; 

0.6; 0.7; 0.8; 0.9] 
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